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Executive Summary

The aim of Project Dictate, undertaken by Nature Publishing Group in late 2005 and early 2006, was to integrate institutional repositories running the EPrints software with the emerging world of social bookmarking.  In particular, we wanted to create software that would allow users of EPrints repositories to:
· See what tags have been assigned to the document that they are currently viewing in the repository. 
· Create a bookmark for the current document in their account in a social bookmarking service.
· Click on links to related content, either within the same repository or elsewhere on the web, as suggested by the relevant bookmarking service.

Our aim in developing this was that it should be implemented in a way that minimised the impact on the rest of the EPrints software, therefore making it easy for EPrints administrators to install and configure the tool.  We chose to enable the tool to work with the social bookmarking services del.icio.us and NPG’s own Connotea. In addition, since the source code behind Connotea is open source, the tool would work with any other service running the Connotea Code.
Through a process of rapid prototyping, testing and development, we were able to produce a system that met all of these aims.  However, we did encounter some differences between del.icio.us and Connotea that meant that the tool functions differently, depending on whether it is using Connotea or del.icio.us as its social bookmarking service, with the full set of features only available when using Connotea.
We have now made this tool, along with suitable documentation, available for EPrints administrators to download and install in their own repositories.  We anticipate that those repositories that implement the tool will benefit in the following ways:

· Content in the repository will be connected more directly with the rest of the academic literature. Repository content will share tags with similar content from all over the web, and will be listed alongside publishers’ content and literature archive entries in publicly accessible bookmark lists.

· The visibility of the institutional repository will be increased.  Links to the content from social bookmarking services will, among other things, increase the likelihood of that content appearing higher in search engine results.

· Shared tagging will enable new forms of navigation and content discovery within the repository, complimenting the existing taxonomic classification and keyword search approaches.

While there is clearly scope for further work in this area, we hope that the final outcomes of this project will enable the new approaches of social bookmarking and tagging to begin to take hold in institutional repositories, and to spread more widely within the research and teaching communities.

Background

Project Dictate was conceived in part as a demonstration, and in part as an experiment, in bringing the new phenomenon of social bookmarking to the world of institutional repositories.

Nature Publishing Group (NPG) has an experimental academic social bookmarking service called Connotea (http://www.connotea.org/), and actively encourages its authors to deposit their works in institutional repositories.  It was therefore natural for NPG to want to explore this area further.
The phenomenon of social bookmarking is best explained by describing del.icio.us (http://del.cio.us/), the original social bookmarking website, and Connotea, NPG's application of the social bookmarking approach to research.

Del.icio.us is an online bookmark management application that allows anyone to create and update a personal collection of links, and to organize that collection using ‘tags’.  Tags are simply keywords or phrases assigned to documents by users in order to classify and organize them for their own benefit.  The collection of tags assigned to a piece of content by all users of a service potentially forms a large and valuable source of metadata, and can be useful in helping other interested users to discover it.

Connotea is an online reference management and bookmarking service for researchers created and run by NPG.  Similar to del.ico.us, it allows users to create and update a collection of scholarly literature and other web resources, and to use tags to organize that content.  It has extra features tailored towards the organisation and sharing of scholarly content.  In addition, the software behind Connotea is released by NPG under an open source licence (http://connotea.sourceforge.net/).  
Del.icio.us and Connotea are both social applications, meaning that individual users’ collections are typically visible to the public at large.  This enables both services to benefit from the pooling of shared tags and shared items, and to analyse these tags in order to identify related content.  

NPG proposed that it would work to enable the EPrints institutional repository software (http://www.eprints.org/software) to integrate with del.icio.us, NPG’s own Connotea service, and any service that is built on the freely available Connotea Code, which we understand a number of institutions are experimenting with.  Specifically, the immediate aim of the project was to allow users of institutional repositories to bookmark, tag, and see related items using del.ico.us and Connotea, and to allow them to do this from within the repository itself, without the user having to leave an item’s page.  
Over the long-term this project has a triple goal:

· Enhance the usefulness of institutional repositories, by allowing them to take advantage of the social aspects of Connotea and del.icio.us and offer enhanced navigation and content discovery features. 
· Expand our experiment with the tagging of academic works.

· Increase the flow of academic references into Connotea and del.icio.us.
Aims and Objectives

At the beginning of the project, our aim was to write software such that users of EPrints-powered institutional repositories would be able to do the following:

· See what tags have been assigned to the document that they are currently viewing in the repository. 
· Bookmark the current document in their account on del.icio.us, Connotea, or a service running Connotea Code, using their own tags and without leaving the web page.
· Click on links to related content, either within the same repository or elsewhere on the web, as suggested by the relevant bookmarking service. Recommendations could be based on simple tag co-occurrence or on more sophisticated collaborative filtering approaches.

These aims remained in place throughout the duration of the project work.  One thing to note, however, is that initially we planned to implement the tool such that its behaviour would be uniform, irrespective of which bookmark service it was using behind the scenes.  However, during the course of development it became clear that, because of differences between the services, the functionality would be slightly different depending on whether an EPrints administrator chose to use del.icio.us or Connotea.
Methodology

This scale of this project was such that for the most part we were able to plan and implement the tool through regular discussions between the project manager and the developer.
Our plan was that we would communicate the aims, objectives, and overall purpose of the project to the developer, who would then take on the main responsibility for identifying and solving potential problems early on in the development process.  This approach was chosen ahead of a more formal approach of writing a detailed technical specification beforehand, as much of the project was experimental and it was therefore difficult to know in detail how the tool would work.  We determined that it would be better not to take decisions on how a particular feature would work, or how it would be implemented, at the beginning of the project.

However, we did believe it important to fully document to desired behaviour before development work began.  The project proposal, the work packages, a short descriptive specification and Matt Biddulph’s demonstration video of a similar idea using del.icio.us and BBC programme pages (see http://www.hackdiary.com/misc/firefox-delicious-demo.html), proved to be all we needed to familiarise the developer with the aims of the project.

At that point we started a regular cycle of development, testing, discussion, change, and further development, through a series of prototypes, and in discussions between the developer and project manager.  This process lead us smoothly through the development of the various desired features.
We had initially planned to hold two face-to-face meetings with the EPrints development team, in order to discuss how to best to integrate the tool with the rest of the EPrints code.  However, we were able to develop the tool such that virtually no changes need to be made to EPrints in order to install the tool.  Because of this, face-to-face meetings were not deemed necessary.  However, Christopher Gutteridge, the lead developer for EPrints at the University of Southampton, was consulted during the final stages of the project.

Implementation

After going through the phase of describing the tool, and familiarising the developer with the aims and objectives of the project as described in the previous section, we began the process of development.
The first stage in this process was to research the technologies we would use.  Our goal in making this choice was to enable the tool to be installed with minimal impact on the core EPrints code.  This lead us to decide that we would do as much as we could using in-browser JavaScript code, with as little as possible server-side code.
Secondly, we investigated how the tool could store users’ del.ico.us and Connotea account details without compromising their privacy.  We decided that this could be best accomplished by storing the credentials in users’ browser cookies, rather than in the EPrints repository. This also benefited our goal of minimal impact on the core EPrints code.

The third stage of development was to write some simple demonstration code that could perform all of the basic operations needed by the final tool (retrieve lists of tags and bookmarks, and create new bookmarks) from within a web page displayed in a browser.  This work demonstrated the need for a simple proxy to relay requests between the user’s browser and del.icio.us or Connotea.  The reason for this is that all web browsers impose security restrictions on what JavaScript code can and can’t do.  One of these restrictions is that the JavaScript can only query services that are hosted on the same domain as the page within which it is running.  Since the EPrints repositories we want to enable are not running on either del.icio.us’ or Connotea’s domain,  a simple CGI script running on the EPrints server enables the necessary queries to be made safely and within the browsers’ security models.
After demonstrating to ourselves that these queries worked as expected, the fourth stage of the process was to set up a test EPrints repository, take the test code described above, and integrate the two.  We did this, and then began to adapt the code to work well within an EPrints repository item page. At this point we also started work on some extra features, such as being able to filter the results returned from the social bookmarking service.
Up until this point, the code had only been tested using the del.icio.us Web API.  When the Connotea Web API became available, we adapted the code to work with it.
Once all the functionality was working according to the original descriptive specification, we re-wrote the parts of the code that dealt with the presentation of the information, in order to integrate better with the default EPrints look and feel.

At this point, we wrote documentation, suitable for use by an EPrints repository administrator, to explain how to install the tool in an EPrints repository. This documentation was then passed over to someone unfamiliar with the details of the set-up, in order to test whether it could be followed independently by people not involved in the project.  This test was successful, at which point we decided that work was complete, and we passed the code and documentation to the University of Southampton, in order that they could consider using it on their own institutional repository.
In parallel to the above development, we created a citation plug-in for EPrints repositories for Connotea.  Connotea has the ability to recognise links to certain websites, and automatically identify the bibliographic information (such as article title, journal title, authors’ names and publication date) for the article being bookmarked.  EPrints repositories expose this information via an OAI-PMH interface (http://www.openarchives.org/OAI/openarchivesprotocol.html), and the citation plug-in we created  enabled Connotea to query those interfaces.  This has the effect of turning repository articles bookmarked in Connotea from simple links into full citations.
Outputs and Recommendations
As note above, the aim of this project was to enable EPrints repository users to see tag lists, create bookmarks, and click on links to related items.  Below are two screenshots from our test EPrints repository, showing all of these elements.  A fuller description of each follows.

In these descriptions, the final product of our work is referred to as the Tagging Tool.
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This image shows an example item page in an EPrints repository.  The Tagging Tool section is shown at the bottom of the image, and this is how the tool appears before the user logs in.  A user must have (in this case) a Connotea account before being able to proceed further.
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This screenshot shows the Tagging Tool after log-in, with all the various elements of the tool expanded.

The first section is “Tags For This Item”.  This section gives a list of all the tags that have been used by any Connotea user on this item.  In this case there are four tags – “eprints”, “fredtag”, “rats” and “rodents”.  Needless to say, these tags were chosen for testing purposes only.  In this screenshot, the user has clicked on the tag “rats”, which has expanded to show a list of other articles that have been tagged with “rats” within Connotea.  In this case, the list is unfiltered, but administrators would have the option of restrict items that appear in this list to just certain websites (their own repository, for example), using a combination of white- and black-lists.
Below the tag list is a simple form that lets a user add this item to their own Connotea collection.  Once this form has been filled in and submitted, the tag list above it refreshes to display the new tags.

The second section of the tool shows “Related Items”.  This list is distinct from the other items with this tag list described above, because it takes all of the tags used on the item into account.  The article titles listed here link through to their respective websites.  Again, the EPrints administrator can specify filtering rules for this list.
There are, however, some limitations to this tool that we should acknowledge here. The functionality described above is only available if the Tagging Tool is connected to Connotea.  If, instead, the administrator chooses to connect the tool to del.icio.us, then instead of seeing the tags that have been used by all users, you can only see those tags that you have used yourself on this item.  This is due to a limitation imposed by the del.icio.us Web API – it only offers access to an individual user’s own library, whereas the Connotea Web API offers access to the whole Connotea database.
Another consequence of this limitation is that other articles can only be listed under each tag if you have already added them to your collection – this reduces the usefulness of the tool for discovering new content when using del.icio.us.  Because of this reduction, we decided not to implement the related tags feature for del.icio.us.  In light of this, we would recommend that EPrints administrators enable their instances of the tool to work with Connotea.

Another limitation is that users need a Connotea or del.icio.us account, and have to explicitly log-in before viewing tags.  However, once logged-in, they stay logged in while browsing the EPrints repository in one session. One simple future development might be to allow EPrints administrators to set-up and specify a default, read-only, del.icio.us or Connotea account.  This would allow users to benefit from viewing tags and related articles without having to log-in to the social bookmarking service themselves.

Outcomes

All the functionality objectives of this project were met.  The ‘Related Items’ recommendation feature, whilst fully functional, is not as sophisticated as had hoped at the beginning of the project.  Our hope was that we would be able to use collaborative filtering techniques to determine recommendations.  Briefly, collaborative filtering refers to recommendations of the type ‘users who bookmarked this article also bookmarked the following articles…’.  However, this operation is computationally intensive, and not feasible to perform within a user’s browser.  One way round this would be for the social bookmarking services themselves to determine the recommendations.  Del.icio.us does have collaborative filtering features, but unfortunately they are not exposed via the Web API.  Connotea has no collaborative filtering features currently.

However, we did exceed our hopes in terms of the footprint of the Tagging Tool on the core EPrints code.  This minimal impact makes it very easy for administrator to install the tool.
If the Tagging Tool is implemented in EPrints-powered institutional repositories, we anticipate that the research and teaching communities would benefit in the following ways:

· Content in institutional repositories will be connected more directly with the rest of the academic literature. Repository content will share tags with similar content from all over the web, and will be listed alongside publishers’ content and literature archive entries in publicly accessible bookmark lists.

· The visibility of institutional repositories will be increased.  Links to the content from social bookmarking services will, among other things, increase the likelihood of that content appearing higher in search engine results.

· Shared tagging will enable new forms of navigation and content discovery within EPrints repositories, complimenting the existing taxonomic classification and keyword search approaches.
In addition, if Connotea is chosen as the social bookmarking service to use by administrators, Connotea itself, and all Connotea users, will benefit by having an increased flow of academic content (with associated bibliographic information) into the Connotea database.

Conclusions

.

Early indications from our work in demonstrating this functionality indicate that tags and social bookmarking provide highly useful supplementary navigation and discovery features for institutional repositories.  However, it’s too early to come to a definitive conclusion on this, as the work described here was, in part, designed to allow the wider testing of that hypothesis.  We hope that institutional repositories will install the Tagging Tool and report on whether and how it benefits their users.

It is also clear that more work could be done in this area.  In particular, future developments in social bookmarking, such as free access to collaborative filtering recommendations, would allow additional features to be added to the Tagging Tool.

In light of the success in meeting the projects initial aims, we can also conclude that our project management methodology worked well. I would certainly recommend this approach to other project managers running small-scale projects of this type.
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