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				As well as providing key technology services for the HE and FE, JISC fosters innovative technology projects that enhance the capacity, knowledge and skills of the tertiary education sector
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				About this book

				
					
						
								
								This eBook presents case studies from 11 digital projects managing digital resources for Higher Education. One strand of case studies look at the skills required to build and sustain digital collections, with a focus on how universities embed digitisation as a strategic activity within their core work. The second strand draws on case studies examining how digital silos can be broken down, as users demand increasingly sophisticated resources that cluster or aggregate related content from different areas of the Internet. The projects were funded under the JISC eContent Programme for 2009-11: 
www.jisc.ac.uk/whatwedo/programmes/digitisation/econtent.aspx

								You can visit the full range of content (scholarly journals, historic newspapers, photographic images, archival documents etc.) digitised or licenced with JISC funding at
www.jisc-content.ac.uk

							
						

					
				

			

		

	
		
			
				Introduction

				Alastair Dunning and Paola Marchionni (JISC)

				As the incredible possibilities began to be formulated, the Internet became a gleaming beacon for those curating scholarly materials and special collections. The potential to digitise inaccessible, or fragile, or overused, or just plain interesting material, publish it for free and then offer it for universal access was almost too good to be true.

				Universities, galleries and others with the charge of providing access to public domain materials leapt at the opportunity. Funders supported numerous projects which allowed staff to develop projects to digitise medieval manuscripts, family wills, early photographs, black and white films and all other kinds of material.1

				Alas, the light of the beacon was not quite as bright as was hoped. It may have been relatively cheap to publish a resource on the website, but the assumption that a website could just be left on the Internet in the way that a book could be left on a library shelf turned out to be severely misguided. Not only did changing technical configurations demand updates to databases, software and hardware but users also expected websites to be interactive in way that books are not. If somebody pointed out mistakes, it was assumed they would be corrected quickly. New content was required to refresh a resource. Aesthetics and interfaces needed updating – a design from 2002 would look very dated by 2006

				As understanding of the Internet matured, these issues began to be tackled in a systematic way. Within the UK, a series of reports grasped the underlying issues and suggested ways forward.2 Funders began to approach digitisation with more strategic oversight, and institutions were adopting more measured approaches to their digital projects. This coincided with a time when public spending in the UK was being reined in, with global economic difficulties giving government less opportunity to spend in new directions.

				It was this background that prompted JISC to explore new avenues for its eContent programme for 2009–2011. JISC had previously funded large digitisation programmes, but was well aware of other issues that needed to be addressed if an effective ecosystem for digital content was to be sustained.3

				The programme, which made an overall budget of £2.1m available to projects led by higher education institutions in England and Wales, would therefore focus not on creating new digital content, but on addressing two related issues. The remainder of this introductory article introduces these issues and how the projects in the programme addressed them.

				1. Institutional skills and strategies

				This strand of the eContent programme dealt with those more ‘invisible’ elements behind a digitisation project, which however play a vital role in ensuring the appropriate level of support for digitisation within institutions, and focused on the development of institutional skills and strategies.

				One of the main challenges faced by institutions since the deluge of digitisation activity has been to reconcile the pattern of funding available for digitisation, mainly project-based and coming from external funders, with a more strategic and sustainable approach.

				The projects in this strand tackled this particular challenge and explored ways in which their digitisation endeavours could be better integrated within the ‘business as usual’ of their institution. In parallel to this, they also investigated the range of skills needed to carry out a digitisation project and how these can be developed and retained within internal teams.

				The Centre for Digital Africa, Asia and the Middle East (CeDAAME) project, based at the School of Oriental and African Studies (SOAS), set out to devise an institution-wide strategy for managing their disparate digital collections and other digital assets. The team conducted a thorough review of the institutional context within which they were working. This included an audit of the SOAS collections and their suitability for digitisation, complemented by an evaluation of the institution’s own readiness for embracing such a strategy. The development of the strategy also involved galvanising the support of stakeholders within SOAS and consultation with users of the library. While the project was successful in producing a detailed strategy backed by a business plan, this, however, posed its challenges. In hindsight, the team recognised the crucial role that advocacy plays in such a process coupled with the ability to involve stakeholders at the right time to ensure ownership of the proposed strategy. Being able to demonstrate impact at institutional level, in a language that senior managers would be sympathetic to, also turned out to be harder than initially envisaged. Due to the current economic circumstances, CeDAAME has put on hold pursuing the implementation of the strategy with senior management until more favourable times. The experience of this project, however, will be invaluable to any institution embarking on a similar activity because of the issues it raised and which the team had to confront.

				The LIFE-SHARE project started from the same premise as CeDAAME, the need for a shift from project-based digitisation to a more strategic approach, but worked with the White Rose libraries, a consortium comprising Sheffield, York and Leeds university libraries. The libraries had previous experience of working together and the partnership was strongly supported by senior management from the outset, which no doubt was one of the reasons for its success. During the project they worked collaboratively on different areas, such as digital infrastructures and strategies, skills development and shared services for digitisation. The LIFE-SHARE project has had a real impact on the way the three libraries approach digitisation activity now. They have invested in new digitisation equipment and set up digitisation studios with different specialisations based at each institution. More crucially, the White Rose library directors have approved the creation of shared services across the three institutions to cater for digitisation activity, digitisation training and providing key texts in electronic form.

				Collaborative working was also at the heart of the Look-Here! project, which sought to develop skills and strategies for digitisation within libraries, museums and archives in the arts education sector. Led by the Visual Arts Data Service (VADS), the project worked with nine partners ranging from larger and more experienced institutions to smaller arts colleges, and one of its main achievements was to create a sense of community among arts institutions and provide the opportunity to share digitisation knowledge and expertise among the partners through workshops, meetings, case studies, digitisation pilots and cross-sector networking opportunities. All the partners have no doubt benefited from their involvement in Look-Here! However there remain considerable issues if such collaborations are to be taken forward on a sustainable basis.

				While the above projects concentrated on developing or harmonising internal strategies and processes, the Centre for Heritage Imaging and Collection Care (CHICC) project was determined to capitalise on the knowledge and expertise they had built up over the years. Based at the John Rylands Library, University of Manchester, the team worked with partners – academic, public and private libraries, museums, individuals and a commercial organisation – to develop a feasibility study for setting up a commercial centre that would provide digitisation services for the heritage and cultural sector in the North of England. They key question was, would such a centre be able to generate enough income through external work also to support internal digitisation? Now that the JISC-funded project has terminated, CHICC is testing its own business model, and the many achievements this project has accomplished, in real life. Like the CeDAAME project, CHICC has found it difficult to generate internal support – not a surprise given the current unfavourable financial climate. The centre will become operational if the team manages to bring in enough external work to cover for its staff. But so far, so good.

				The two final projects in this strand concentrated more directly on developing skills and capacity for digitisation-related activities.

				RunCoCo (how to Run a Community Collection online), based at the University of Oxford, started off as a small pilot within a larger digitisation project, the JISC-funded First World War Poetry Digital Archive, which proved a successful model for crowdsourcing community-owned content relating to WWI through online and events-based submission days. RunCoCo further developed this approach and provided guidance, training and tools for other institutions wishing to embark on similar community engagement initiatives. RunCoCo’s reach was wide, both within the UK and internationally, and demonstrated the benefits of a real two-way exchange between communities and academia, the learned amateur and the expert professional. The project has left a tangible legacy in the outputs it created: its website is packed with free guides, workflows, reports, training material and open source software for anyone to download and use.

				Open source software was also the main concern of the OCRopodium experiment, which sought to evaluate the potential of open source Optical Character Recognition (OCR) tools for providing customisable and cost-effective solutions to digital libraries. The project, based at King’s College London, evaluated the performance of a number of commercial and open source OCR tools on different historical data sets, with a particular focus on the open source tool OCRopus. But open source doesn’t necessarily mean easy and ready to use. Despite the prevalent technical nature of the project, the article points to some of the key issues that managers of small- to medium-size digital libraries will need to take into consideration when deciding whether to adopt a commercial or an open source solution for the OCR-ing of historical material. For the more technically minded, and open source oriented, an extensive technical appendix on the development work carried out by the team is also referenced.

				2. Clustering

				The introduction to this article pointed to the problems raised by early digitisation projects. Another outcome of the abundance of digitisation projects was the so-called ‘silo effect’. Digital resources were built in isolation. They often covered quite restricted collection areas of interest only to small communities of users and they did not make connections with related collections, thus making the cross-search and analysis of related material difficult. (This, in turn, had an effect on sustainability – the resources did not attract enough repeated usage to justify the costs of sustaining the website.)

				The clustering strand of JISC’s eContent programme aimed at breaking down these silos. Its goal was to look at a variety of methods for bringing content together. Rearranging, enriching, harvesting, sharing and combining metadata is an essential challenge for any contemporary information professional – so much successful web usage depends on good metadata management – and the projects summarised below look at the various means for undertaking such tasks.

				Connected Histories, a three-way partnership involving the universities of Sheffield and Hertfordshire and the Institute of Historical Research, was perhaps the most ambitious of these projects.4 Now completed, the site enables 11 different resources relating to British History from 1500 to 1900 to be cross-searched, including mammoth resources such as the Old Bailey Online and the Clergy of the Church of England database. Given the sheer quantity of data involved, the metadata imported from the different resources had to be aligned automatically. Natural Language Processing (where a computer analyses and marks up concepts such as names, places and dates) was part of this, providing the spine for the cross-searching. Despite inevitable problems with the computer recognition of semantics, the methodology proved remarkably successful. Also interesting is the project’s use of Application Programme Interfaces (APIs) to drive the creation of Connected Histories – a solution which, in allowing for multiple interfaces over multiple sets of metadata, offers much flexibility in joining and reinterpreting dispersed digital collections.

				Mapping Crime shares similar end goals to Connected Histories (in creating links between historical resources), but elected to follow an entirely different methodology.5 The John Johnson Collection of Printed Ephemera was a previously funded JISC project which digitised prints, posters, adverts, broadsides and other ephemeral material housed at the University of Oxford; the collection is a rich portrait of English history, with many potential links to digitised collections around the world. Like Connected Histories, Mapping Crime wanted to make links between different resources, but opted for a scholarly manual approach, with the project team starting with digitised items in the John Johnson collection and then building in links to similar topics in different digital resources. Quite deliberately, this process is not scalable, but human intervention allowed for 100% accuracy in creating links between similar historical events (for example, a hanging of a notorious criminal) that appear in multiple digital resources.

				If Connected Histories’ automated approach to combining resources can be said to represent one end of the scale, and Mapping Crime’s manual approach the other, then the University of Bristol’s Visualising China resource is somewhere in between, exploring multiple methodologies for integrating related digital content. In this case, the topic is photographs of pre-1950s China.6 The project explored straightforward metadata importing and alignment, drawing together relevant collections from the University of Bristol and Queen’s University Belfast. Beyond this, the resource offers users the opportunity to add other material they have found on the web, for example historic images of China discovered on Flickr or Picasa. Of course, this raises concerns about the stability of external resources and how moderators review user-generated content, which are explored in Chapter 9 of this volume.

				Like Visualising China, the Collaborative Digital Research in the Humanities (CEDAR) project at the University of East London used a mixture of crowdsourcing and ‘metadata alignment’ to try to enrich and expand the original resources of the East London Theatre Archive.7 In particular, the nineteenth-century theatre posters are crammed with details about actors, productions, dates and costs, often containing data of interest to family historians, and the project is continuing its investigations into how it can successfully reach out to this audience. In terms of bringing content together, the project uncovered some disadvantages (other content providers simply proved not be in a position to contribute as required) but also some advantages. The CEDAR project went further than others in building partnerships not just in clustering content, but also in embedding the digitised resource in teaching and learning, in particular in classes on theatre and performance history. For them, the project was about not just bringing together the digital content, but also engaging the users in a more systematic way.

				Finally, we have the University of Sheffield’s GrassPortal resource.8 The approach here was significantly different. For a researcher in the field of the biology of grasses (which include vital cereals such as wheat, barley and rice), the pertinent digital content is manifold and varied in a way that the previously mentioned resources are not. GrassPortal draws together taxonomies of grass species, DNA sequences, geographical instances of species and large-scale environmental data. The focus of the website is not so much on discovery of related resources but rather on the manipulation of related resources to open up new research questions. As the report concludes, it is already proving its worth in research (being used to produce academic papers), but there are familiar challenges in ensuring the currency of harvested data and of providing unique identities for linking resources that are often named very differently.

				
					
						11	A list of UK public sector digitisation projects is available at www.peelingwall.org/uk-digitisation.html

					

					
						2	Claire Warwick et al (2006); The LAIRAH Project: Log Analysis of Digital Resources in the Arts and Humanities, www.ucl.ac.uk/infostudies/claire-warwick/publications/LAIRAHreport.pdf; Adrienne Muir et al (2005) Digitisation in the UK: The Case for UK Framework, www.jisc.ac.uk/media/documents/publications/digiuk.pdf

					

					
						3	A showcase of JISC-funded outputs is at www.jisc-content.ac.uk
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						5	The fruits of Mapping Crime are embedded in the John Johnson Collection at http://johnjohnson.chadwyck.co.uk. This is a subscription resource; at the time of writing it is freely available to universities, schools and public libraries in the UK.
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						7	The new online resource arising from this project is the Online Theatre Histories Archive, available at www.otha.org.uk. Details on the project are available via www.jisc.ac.uk/whatwedo/programmes/digitisation/econtent/cedar
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				Chapter 1

				Developing a Digital Assets Management Strategy: The Centre for Digital Africa, Asia and the Middle East at SOAS

				Malcolm Raggett and Stuart Blackburn, School of Oriental and African Studies (SOAS), University of London

				Synopsis

				Moving from discrete digitisation projects to an institution-wide strategy for the management of digital assets was our challenge. With funding from JISC, we planned to create a Centre for Digital Africa, Asia and the Middle East at the School of Oriental and African Studies (SOAS), University of London. The Centre would then lead the development of a strategy and see it embedded within our institution. We also intended to establish partnerships with other institutions in the UK and abroad. Based on an extensive audit of our collections, an evaluation of our institutional readiness and a consultation with users, we produced a detailed strategy for the management of digital assets, backed up with a business plan. The economic circumstances, however, meant that the strategy has not yet been forwarded to senior management for consideration.

				Based on our experience, we suggest that future projects planning to develop a similar strategy grasp the nettle of advocacy early and firmly. Clearly defining the scope of your strategy, striking the right balance between isolation and integration within your institution and getting the timing right for the release of your strategy document are also important.

				1. The challenge

				Many of us have undertaken digitisation projects, mostly within a university or college setting, and often with successful outcomes. However, if our experience at the School of Oriental and African Studies is anything to go by, these digitisation projects tend to be stand-alone, externally funded initiatives, more or less isolated from the internal and ongoing processes of the library, institute or university. At SOAS, we found that our digitisation activities were not integrated within the day-to-day business of the institution. These boutique displays, we realised, should become part of a larger, coherent picture. And to do that, we needed a strategy. 

				By 2009, SOAS (like many higher education institutions) had been adapting to digital technology for more than two decades. But now we needed to make a step-change. Researching, conceiving and then writing a strategy was one thing. The more difficult issue was always how to embed it within our institution. For that, we would have to anticipate the impact it might have on the institution as a whole. What fundamental changes in policies and procedures would be necessary? What kind of investment in resources? Were we ready, as an institutional culture, to embrace a major programme of digitisation?

				We knew it would not be easy. Institutions do not quickly embrace change, especially technological change and especially in an institution of traditional scholarship such as SOAS. At the same time, we were enthusiastic. For eighteen months we would focus on the creation of a Centre for Digital Africa, Asia and the Middle East (CeDAAME). Most people we consulted (senior managers, academics, students) were in favour of enhancing scholarship and learning with digital resources. Translating that support for a general idea into the implementation of specific policies, with price tags and time commitments, proved to be difficult.

				2. The context 

				SOAS is a relatively small and certainly a specialised institution within the framework of the University of London. Founded in 1916, largely to teach languages to members of the Foreign Office who were about to take up posts overseas, the School now has just under 5,000 students, split about half and half between undergraduate and research degrees.

				The reputation of SOAS as a leader in the study of Africa, Asia and the Middle East largely depends on its library, which is one of five National Research Libraries (NRLs) in the UK. With more than one million books and one of the largest archives in the University of London, the Library’s regional coverage ‘is recognised to be unmatched in scope and depth elsewhere in the UK, including the British Library’ and draws visitors from around the world to use the resources.9 The Archives and Special Collections section alone contains thousands of rare and valuable manuscripts, printed books, pamphlets, films, photographs, scrolls, maps and plans, as well as the personal papers of influential scholars.

				Prior to the CeDAAME project, the Library had already made a significant investment in e-resources, mostly purchased through a licence though some are provided free to the UK higher education community by JISC. These include more than 100 databases as well as about 30,000 journals. The Library also holds an expanding collection of e-books and supports a free, publicly accessible repository of staff research outputs, with more than 7,000 items.

				Several individual digitisation projects had already provided content for SOAS websites or websites hosted elsewhere. The most important of these is the Fürer-Haimendorf project, which established a generic repository of SOAS digital assets and led to the CeDAAME project. However, and this is the key point, these projects and databases remained piecemeal, without a set of priorities or a vision for the future or a plan for the institution-wide management of digital assets.

				Finally, during the period of the CeDAAME project, the Library was undergoing both physical and organisational change. The physical plan was transformed from top to bottom, and a new directorate of Library and Information Services was created. With a newly appointed director, the Library was trying to find its way, through not just an ever-changing building site but also the uncertainties created at a time of financial cutbacks. Increasing the digital discovery and delivery of its resources was a major priority. All this was required in order that the SOAS Library might retain its favoured NRL status.

				The CeDAAME project team viewed these upheavals as an opportunity. What better time to introduce and argue for a new digitisation strategy than when everything was in flux? But we hadn’t fully grasped the extent of the budgetary freeze that was on its way. We could not foresee that a major advocacy effort would be required to promote the strategy. And that even a herculean effort would probably fall at the barrier of fiscal uncertainty.

				3. Developing the strategy

				During its 18-month period, the CeDAAME project engaged in a wide variety of activities. Everything, however, was subordinated to the central task of developing a strategy for digitisation at SOAS. At the outset, we had no clear idea of what this ‘strategy’ would look like. A document certainly, but what kind? What sort of research and information should it contain? Addressed to whom? The shape and thrust of the strategy document shifted over time, and in the end we produced different versions for different sets of readers. We also produced a business plan (in collaboration with a consultant), which had not been part of our original project.

				The 43-page long strategy document (excluding research data) that we did produce might seem a poor return for three people (two full-time; one on 75%) for 18 months. This product-centred view (which was our own view at times), however, misses out the complex process that lay behind the result.

				3.1 Project team

				Throughout the entire project we were fortunate to have the same three team members in place. Beyond this constancy, we believe that a team with a carefully balanced set of skills is essential to the success of any project that develops a strategy. Our team had different but luckily complementary specialisations (interests, backgrounds and experiences). The project manager had been the IT manager at SOAS for a decade, with considerable management and technical knowledge. The academic advisor was a senior academic at SOAS, who had worked with the project manager on other projects and in writing the bid for the CeDAAME project. The project administrator had a PhD in French Literature, a more recent MA in Archives and experience working in archives and libraries.

				This three-person project team did not, it should be emphasised, work solely on the development of a strategy. As the hub for digitisation at SOAS, the Centre inevitably became involved in other but related activities. For example, we set up a self-funded digitisation service for students and staff; we supervised a team of digitisation assistants who worked on smaller projects; and we spent a lot of time finishing the description and online delivery of 20,000 photographs in the Fürer-Haimendorf collection, as well as maintaining and enhancing our website. We visited other digitisation projects, attended meetings, participated in conferences and organised one at SOAS.

				The project was housed within the Library, at first in two small, adjacent rooms (not advisable) and later within one large, open-plan room. This latter arrangement allowed for project members to work individually or as a team, when required. The large room also accommodated small meetings, visitors and the satellite activities that spun out from the CeDAAME project.

				Significantly, the project was independent of the Library’s organisational structure. Although the Director of Library and Information Services was our (enthusiastic) project sponsor, the project did not fit into line management structures or committees. Again, the Pro-Director of the School chaired our Project Board (which also contained the head of the Library, head of Archives, three senior SOAS academics and three external members. The project itself, however, was outside all school-wide structures. In a word, we were autonomous, which had its advantages and disadvantages.

				3.2 Information gathering

				The project really got under way when we began to research our collections, the School’s readiness for digitisation and the preferences of Library users.

				We conducted a collections audit of 1,600 items, or 400 items selected at random from four categories: 1. Library collections 2. Rare books (held in the Archives) 3. Special Collections (manuscripts, photographs, etc.) and 4. Arts and Media (works of art, tapes, videos, etc.). While our Library alone holds more than 1.8 million items, we learned that a sample of 400 yields representative results no matter how large the total number of items.

				The purpose of this audit was to get an overview of what we actually have at SOAS and, to the extent possible, its suitability for digitisation. We devised an audit form that would record various physical properties of each item (its size, length, condition, binding, etc.), its language, frequency of loan, discoverability (whether catalogued on cards, online or both), copyright status, rarity and existence of an e-copy anywhere in the world. All of these details, we believed, would provide a knowledge base from which informed decisions could be made about what to digitise, for whom and why.

				Some of the results of this exercise were revealing (http://cedaame.files.wordpress.com/2010/04/audit-and-consultation-results.pdf):

				
						only 5% of all items have e-copies on the web; virtually 0% of items in Special Collections have e-copies

						95% of all items have an externally held copyright; the figure is 65% for Special Collections

						nearly 50% of all items are in roman script; 85% for Special Collections

						80% of all items are catalogued either on paper (30%) or digitally (50%); almost 90% (76% paper + 11% digital) for Special Collections

				

				This was revealing, yes, but also time-consuming. Two weeks were spent researching collections audits, devising the audit form, defining the categories and deciding what level of sampling was required. The actual audit took one person about three months working on this task for 80% of that period.

				Keeping in mind that we were to develop a strategy for the institution, it also seemed a good idea to find out how prepared ours might or might not be to adopt and implement such a plan. Here we were aided considerably by the fact that the methodology and interpretation for such an audit had already been published by AIDA (Assessing Institutional Digital Assets) at the University of London Computer Centre. Using this template to rate our institution from one to five in three areas (organisation, technology and resources), we found that SOAS was just short of stage 3. This is defined as ‘consolidation: moving from projects to programmes for managing digital assets’. This phrase neatly summed up our situation and our reason for wanting to advance towards the next stage of ‘institutionalisation’, where a strategy is incorporated into the structures and processes of the university.

				Unlike the collections audit, this exercise took us about a week, although more time might be needed if team members are insufficiently knowledgeable about the institution’s management and technical systems and therefore must interview colleagues. Again, unlike the collections audit, we did not necessarily learn much that was new in this institutional audit, but it brought together a lot of information and helped us to see the broader picture. It suggests one of our conclusions: a digitisation strategy developed for an institution must begin with a thorough knowledge of that institution.

				We also needed to find out what the users of the Library thought of digitisation, their experience with existing resources and their preferences for future ones. Creating an online questionnaire was the most challenging element of this exercise. What to ask, what possible responses to include, whom to ask and by what method? In the end, we elicited almost 450 responses (about 50% from students), which are summarised at http://cedaame.files.wordpress.com/2010/04/audit-and-consultation-results.pdf. 

				Significant results included the following:

				
						72% often or sometimes use SOAS online journals; 46% use theses; 63% books; 90% reference material

						88% use the Library online catalogue; 19% use the Archives catalogue

						Lack of material is the greatest single factor limiting the use of digitised resources

						Enhanced research and improved access were the two most frequently cited reasons for using digitised resources

						27% prefer to use a digital copy; 17% prefer an original copy; and 56% both copies

						When asked to select one item for digitisation, 32% chose theses; 25% core reading; 17% journals; 15% rare items; 9% reference material; 2% newspapers

						Several respondents urged us to promote digitisation but not to neglect physical copies

						Others said we should give students more training in e-skills

				

				In addition, we collected information through small group discussions. We asked for volunteers (through an email) to participate and offered three one-hour sessions at midday. While the response was not overwhelming, enough people did contribute to give us further information about what users of our Library thought about digitisation:

				
						Students need more awareness and training to be able to use digital resources effectively

						Special Collections is a ‘hidden’ resource even to SOAS academics

						Our first priority should be SOAS students, to enhance their access to information and especially to provide study packs, core texts, and reading lists in digital form

						SOAS should digitise material that is rare, significant and inaccessible

						We need to cooperate with other institutions to avoid duplication of digital resources and to maximise access

						Digitisation can make teaching more flexible and enable distance learning

						Digitisation can enable remote research networks (a model that is attractive to research councils)

				

				Once we had collected ‘the facts’ we used a working group consisting of academic staff, support staff and users from inside and outside SOAS to distil a draft strategy for discussion (http://cedaame.files.wordpress.com/2010/06/digitisation-strategy-consultation-document.pdf). This prompted a further round of consultation and opinion-gathering.

				3.3 Advocacy

				A third strand of developing our strategy was to inform others of it and promote it within our institution. Advocacy is less quantifiable than the other activities discussed here, more elusive and yet essential to the overall success of any project. Convincing others that your ideas are not only worth considering but that they should be implemented as institutional policy is far more challenging than merely researching and expressing those ideas. Here again the question arose of the extent to which we should be integrated in or isolated from the institutional structures that we were seeking to change. We knew that new policies and systems for managing digital assets would have an impact on many colleagues in the Library and on others elsewhere within SOAS. Unless they were brought into the process of developing the strategy, unless they too ‘owned’ at least some of the ideas that would soon transform their own work, they were unlikely to welcome such change. But exactly when in the long process of developing the strategy should they be involved? Too early might bring a loss of autonomy in creating the strategy. Too late could mean that the strategy would rest on a narrow base and topple over.

				Some key decision-makers (senior academic, head of Library, head of Archives, Pro-Director) were brought into the strategy development process at an early stage. Looking back, however, we were perhaps too engrossed in that process to fully comprehend the significance of advocacy and to gauge the consequences of what we were doing day-to-day.

				SOAS staff and students were made aware of our work through an e-questionnaire, in-house websites and publicity notices. We also spoke about the strategy at various meetings, including scheduled committees and ad-hoc gatherings that we arranged with specific individuals. In one instance, we encountered resistance and anger from a large, long-term externally-funded project at SOAS, which had created its own digital database. They complained that they had not been consulted early enough.

				Halfway through the 18-month project we sent everyone an electronic copy of our draft strategy (as a green paper, http://cedaame.files.wordpress.com/2010/06/digitisation-strategy-consultation-document.pdf) and invited responses. Although this elicited fewer responses than we would have liked, one response made a real difference. The library unit responsible for e-resources (who also felt that we should have consulted them earlier) pointed out that the strategy was too narrowly focused on digitisation and should be placed in the wider context of managing digital assets. This perceptive response led to a reorientation and revision of the strategy at an important juncture.

				Despite a general acceptance among SOAS senior managers that digital assets have benefits, hard evidence that demonstrates those benefits proved elusive. ‘Access’ and ‘enhancement’ are not measurable, and web analytics do not necessarily convince policy-makers. In the end, the most persuasive argument was that a strategy for digital assets is necessary in order for the institution to maintain both its competitive edge in higher education and its status as a National Research Library. This argument, however, is probably specific to SOAS and may not carry much weight elsewhere.

				We had hoped that our document, backed up with a business plan, would be considered by the SOAS Executive Board, the body empowered to take decisions with financial implications. However, informal feedback (before the Executive Board meeting at which the strategy was to be considered) suggested that there was no chance of the strategy being adopted at that time. Financial austerity meant that no additional programmes would be considered. Better, we thought, to hold back, avoid outright rejection and put the document forward to a different committee, at a lower level of decision-making. It was now less than three months to the end of the project, with the Christmas/New Year break looming, and the whole country anxious about the uncertainties of the impending ‘cuts’.

				In the end (three days, in fact, before the project terminated), an outline of project aims and achievements were presented to an intermediary level committee and received with considerable support. The strategy document awaits a more favourable time to be presented to senior management for their consideration and possible implementation. The Executive Summary of the Digital Assets Management Strategy and Business Case can be viewed at http://cedaame.files.wordpress.com/2011/02/digital-assets-strategy-25-02-11.pdf and the full report at http://cedaame.files.wordpress.com/2011/02/digital-assets-management-strategy-full.pdf. These are, of course, specific to SOAS and should be viewed as a case study rather than a strategy to be copied at other institutions.

				4. Reflections and recommendations

				Any institution or group wishing to develop a strategy for the management of digital assets might want to consider the following lessons that we learned from this project:

				
						Pay special attention to the composition of the project team. It should combine different yet complementary skills, including managerial, archival, technical, academic, writing and speaking. If your budget supports 2.0 FTE, this could be parcelled out between three people

						Don’t spend too much time (as we did) on information gathering. We would recommend carrying out the AIDA institutional audit; using an e-questionnaire to determine user needs; and gaining a statistical overview of your collections and existing e-resources

						Time saved on information gathering could be devoted to more informal and formal advocacy. A systematic plan to approach committees, groups and individuals is desirable

						Timing the release of your strategy document to various audiences for feedback is important. Sending it out too early risks rejection on the grounds of incoherence or inaccuracy. Waiting too long, however, might undermine support because the strategy will be viewed as fait accompli without proper consultation

						Define clearly the scope of your strategy. Will it include administrative data as well as scholarly resources? What about assets owned by individuals in the institution? 

						Similarly, distinguish your strategy from digitisation projects and activities. Emphasise its systemic, institution-wide reach

						Articulate the digitisation debate in terms of the institution’s own strategic goals. A strategy about digitisation will not appeal to everyone, including decision-makers. However, the key questions and priorities (high-demand textbooks or rare manuscripts? Shelf-space savings or preservation of fragile material? Research or teaching?) can be expressed in terms that make the digitisation debate a prism through which HEIs can examine their long-term goals

						Try to achieve a balance between isolation and integration within your institution’s structures. Isolation (via an external grant) gives you the autonomy necessary for creativity. Integration, however, is the ultimate goal. As pointed out earlier, we probably erred on the side of isolation, which may have undermined our ability to win the internal argument (assuming the financial climate had been different) and to embed the strategy within our institution

						Consider carefully whether you need a business plan: it is usually considered good management practice and it is certainly useful for project team discussions, but not always for a wider audience as it can create additional resistance to adopting the strategy. An alternative is to have a senior manager/Head of Library make ad-hoc appointments and decisions that enhance the management of digital assets

				

				4.1 Recommended calendar:

				10 months (depends on size and experience of project team)

				Stage 1: Setting up the project (1 month)

				Month 1

				
						Hire staff and set up office

						Set up project board, hold initial meeting

				

				Stage 2: Gathering information (3 months)

				Month 2 

				
						Collections audit: 400 sample items

				

				Month 3 

				
						Institutional audit: 1–2 weeks (depends on knowledge of project team) 

						Prepare and send out questionnaire

						Conduct focus groups

						Begin to contact decision-makers in institution, library, teaching staff, etc. 

				

				Month 4

				
						Research other strategies

						Visit other institutions

						Analyse results of audits, consultation

						Set up strategy development group and hold first meeting

						Write sections of strategy

				

				Stage 3: Producing the strategy (3 months)

				Month 5

				
						Write first draft

						Seek additional resources (external funding, internal repurposing); continue to seek them to project end 

				

				Month 6

				
						Consult widely on first draft

						Write a second and further drafts

				

				Month 7

				
						Produce a document to be sent out for feedback

				

				Stage 4: Embedding the strategy (3 months)

				Month 8

				
						Finish the strategy document

						Process the strategy through committees

						Revise strategy as necessary

				

				Month 9

				
						Process the strategy through committees

						Revise strategy as necessary

				

				Month 10

				
						Process the strategy through committees

						Revise strategy as necessary

				

				
					
						9	Professor Sir Ivor Crewe (2008) ‘Review of HEFCE funding for research libraries (report to HEFCE)’, www.hefce.ac.uk/pubs/rdreports/2008/rd04_08

					

				

			

		

	
		
			
				Chapter 2

				LIFE-SHARE: Lifecycle Strategies and Architecture for Regional E-content

				Beccy Shipman and Bo Middleton (University of Leeds), Matthew Herring and Ned Potter (University of York)

				Synopsis

				The LIFE-SHARE project received funding from JISC in September 2009 to explore digitisation across the three White Rose Universities of Leeds, Sheffield and York. Digitisation had predominantly been carried out in a reactive way with little programmatic planning. The aim of the project was to identify and establish institutional and consortial strategies and infrastructure for the creation, curation and preservation of a variety of digital content. This content was to support both learning and teaching resources and Special Collections and Archives materials.

				The methodology drew on the LIFE model (www.life.ac.uk) to ensure the complex process of digitisation was investigated throughout all stages of the digital content lifecycle. Three areas relating to digitisation were explored:

				
						Digitisation Infrastructure and Strategies

						Digitisation Skills 

						Collaborative Digitisation

				

				The Collaboration Continuum (www.oclc.org/research/publications/library/2008/2008-05.pdf ) was used to provide a structure for the work in this area.

				The project has succeeded in developing new digitisation processes and improving infrastructure. There has been an increase in staff expertise as a result of the training programme. Communication within institutions and across the consortium has also improved following the establishment of forums for the exchange of ideas and practices. This improvement in communication has assisted with the building of trust relationships between the partners and reflects the adoption by the White Rose Library Directors of the models for collaborative digitisation services.

				1. Background to the project

				The universities of Leeds, Sheffield and York formed the White Rose Consortium in 1997. Following this the three White Rose (WR) Libraries have collaborated on a number of initiatives. They have a strong and effective partnership, sharing the strategic and operational development of collaborative services. The joint open access repository, White Rose Research Online (WRRO), uses EPrints software and was originally developed under the JISC-funded SHERPA Project. It is currently being taken forward as a fully supported service by the three institutions and holds research outputs from all partners. The Libraries have also developed an electronic thesis service, White Rose Etheses Online (WREO ), and are collaborating on establishing institutional processes to support e-theses deposit, with all three partners working toward institutional-level policies on open archiving. A further collaborative project, CCM (Collaborative Collection Management), involves the WR Libraries working closely with the British Library on a collaborative collection management model for monographs that is helping to inform thinking nationally about the next stages with the UK Research Reserve. It was felt there was a clear need to bring this collaborative approach to the issue of digitisation.

				2. Issue the project addressed

				Digitisation had been fragmented and uncoordinated across each of the three WR Libraries and the consortium as a whole. It had predominantly involved a combination of short-term projects and responding to on-demand requests. This digitisation work had been carried out across several different services, with staff often unaware of the work their colleagues were doing in this area. These discrete services (digitised readings to support learning and teaching, Special Collections and Archives) reflected the lack of digitisation integrated within wider library and consortial strategies.

				Hence there was a real need for a shift from project work to digitisation as core business for libraries. With the reduction in external funding, digitisation could no longer be a project-led activity. Digitisation must instead be part of the wider transition to digital programmes that become part of core practice and workflow, integrated into all functional and strategic areas of the library organisation. Senior management were already supportive of this need to shift to digitisation as core business but there was a lack of clarity about how it might be achieved. It was also vital that the institutions explored ways in which digitisation could become sustainable, and collaborative service provision could be key to this. Thus, the aim of the LIFE-SHARE project was to explore how digitisation programmes could be embedded into each institution and whether this work could also be done collaboratively across the consortium.

				The project proposed to explore three areas in relation to this aim:

				2.1. Digitisation infrastructure and strategies 

				This area focused on the investigation and development of key digitisation practices and infrastructure, and their implications for the wider library strategies. The project was also able to address the infrastructure with the purchase of new equipment.

				2.2. Digitisation skills

				In order to embed digitisation into practices it is vital that institutions have staff with the relevant skills. This area covered the scoping of digitisation skills required, a survey of existing staff skills, and the development of training and resources.

				2.3. Collaborative digitisation

				Collaborative approaches were involved in the two areas above, however it was such a significant area it was felt it merited a more focused investigation.

				The outcomes of these investigations were an opportunity to improve the WR Libraries’ capacity for digitisation work. How to integrate and embed digitisation into long-term strategies is not only of interest to the WR Libraries. This is an area of concern for libraries and archives across the higher education sector and beyond. In a time of reduced budgets and less external funding, shared services can also offer an innovative approach to these difficulties. The value of collaboration therefore extends beyond the area of digitisation into other areas of service delivery.

				3. Methodology

				Digital content creation is often thought of as a single activity such as scanning an image or creating some metadata. There is a growing need to understand digitisation as a much more complex process based on the idea of the digital content lifecycle. This allows for a much broader exploration of the costs and benefits of digitisation. In order to address this issue, the project adopted the LIFE model.10
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				Figure 1. The LIFE model

				The model provided a framework for all areas of investigation. It also ensured digitisation activities were not thought about in isolation but rather as part of a much larger workflow.

				4. Digitisation infrastructure and strategies

				In order to embed digitisation it was necessary to explore the existing situation across the consortium. An inventory of digitisation personnel, equipment and practices was carried out at the beginning of the project. This inventory was then revisited in the final months of the project with the aim of assessing the impact of the project. To support the inventory, a survey of Library staff was undertaken in the middle of the project. This allowed the project team to produce a fuller picture of digitisation skills held by Library staff, including those not currently utilised in existing job roles.

				Three case studies were carried out across the consortium, exploring how digitisation could support collection management, learning and teaching, archives and Special Collections.

				
						Gaining permissions for multimedia Special Collections materials – investigated the permissions required to digitise a multimedia archive of vernacular culture. Once permissions had been gained, a number of videos, audio cassettes and reel to reel cassettes were digitised to preservation standard

						On-demand digitisation for Special Collections and Archives – explored the processing of on-demand digitisation for Special Collections and Archives staff. Best practice was established for receiving requests; producing and delivering digital copies to customers; and long-term storage of the digital copies

						On-demand digitisation for digitised course readings – investigated the best approaches for delivering scanned course readings online via the CLA Licence. A range of different models for service delivery and funding were drawn up based on the experiences of existing services

						Physical conservation vs. digitisation for preservation – explored the costs of preserving a collection of texts from the first half of the 20th century published on acid paper. Comparative costs have been produced for both the physical conservation of 200 monographs and their preservation by means of digitisation.

				

				These cases studies enabled each institution to explore a specific area of digitisation pertinent to their collections. The studies provided an opportunity to embed the results in institutional processes and practices.

				4.1. Digitisation skills

				Work carried out with project partner Dave Kilbey/JISC Digital Media produced some skills maps which charted the different digitisation skills required throughout the digital lifecycle. This then informed the development of the digitisation toolkit. This is an interactive toolkit to help guide users through all the tasks required across the digital lifecycle. The toolkit provides a combination of information, examples, real life case studies and interactive activities. This resource will be useful for new digitisation staff within the WR Consortium, but its use also extends to the wider library community.

				The project has developed a training programme, organising training at WR Libraries and also sending staff to external courses. WR staff have attended courses on handling for digitisation, image capture (including scanning and photography) and image processing, Encoded Archival Description (EAD), audio/video digitisation, preservation and prioritisation for digitisation.

				More informal events have also been established to facilitate the sharing of skills and expertise. Exchange of experience events have been held for staff working in digitised readings, digitisation for special collections and archives, copyright and repositories. These forums have enabled staff across the three institutions to share best practice and offer advice to those whose services are at different stages of development.

				4.2. Collaborative digitisation

				The benefits of collaboration are highlighted in the OCLC paper outlining the Collaboration Continuum.11 This paper has provided a useful framework as it suggests five stages got collaboration, each one building on the work of the earlier stages. Each stage identifies the types of activities that reflect that level of collaboration.
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				Figure 2. The Collaboration Continuum

				The five stages are:

				Contact: groups first meet up to open dialogue. There are no joint efforts or projects at this stage, just getting to know each other and building relationships that allow groups to proceed along the continuum.

				Cooperation: groups work informally on an activity that offers small but tangible benefit. This might be sharing information or helping each other out with an activity; can be one-way cooperation at this stage.

				Coordination: work moves beyond an ad hoc or ‘as needed’ basis, and a framework is required to organise the group into everyone knowing what they have to do, when and where. Calendaring, distribution lists, meeting reports and other communication tools emerge to support this framework, such as cross-domain advisory committees.

				Collaboration: work moves beyond the shared agreements of the previous two stages, to become a process of shared creation – the groups should create new shared understanding that did not exist previously and could not be arrived at individually. Something is new that was not there before, including transformation among the collaborators – it is because of this need for actual change that true collaboration occurs so infrequently.

				Convergence: a state of collaboration that has become so extensive, ingrained and assumed, it is no longer really recognised as a collaborative undertaking. It has matured to become infrastructure – a critical system we rely on without considering the collaborative effort that makes it possible.

				Collaboration is a thread throughout the whole project. However, it was felt there was also a need to focus specifically on collaborative service delivery. Following consultation with the WR Library Directors, the project team created models for 3 collaborative services: digitised course readings, digitisation and digitisation training. These models used the framework of the continuum to establish the types of collaborative work involved.

				5. Outcomes

				5.1. Digitisation infrastructure and strategies

				Overview of existing equipment and staff: The inventory12 provided a valuable overview of the digitisation work already being carried out across the WR Libraries. It reinforced the understanding that there was a fragmented approach to digitisation. The survey helped identify staff with digitisation knowledge and skills that they were not employing in their current roles. This information will be useful for future planning and establishing flexible workforces able to respond to changing priorities.

				Investment in new equipment: A significant amount of new equipment has been purchased for all three WR Libraries. Each institution will be opening a new digitisation studio in the next three months.

				
						Sheffield now has the capability for specialising in audio and visual material as well as an improved capacity for scanning and photography 

						York also has a range of equipment to support digitisation including the capacity to photograph very large items

						Leeds has acquired a new conservation cradle which will support the digitisation of very fragile materials

						The increased communication between the partners has helped with building infrastructure as it is now possible to think about how new equipment can support more than one team from the Library. This then allows the Libraries to think about how equipment can support more than one institution 

				

				Improved processes and workflows: The project has worked on processes and workflows in a number of areas.

				
						An understanding, and successful examples, of the process of identifying, locating, contacting and obtaining permissions from rights holders to digitise.13 This process has now been embedded into the digitisation workflow at the University of Sheffield. It can also be reused by the other WR Libraries and more widely by libraries and archives seeking to gain permission to digitise

						As with the process for gaining permissions, a workflow for digitising audio and video archival materials was established for the University of Sheffield but is relevant more widely.14 Procedures manuals were also created for the set-up and use of the new equipment and software. Documented metadata and technical standards were outlined for use when digitising the rest of the archive

						The request, delivery and storage service for digital copies of archival materials has been improved for the Borthwick Institute.15 A web form was created to capture requests and a means of sending digital files to customers developed. Model and technical standards for uploading images from the Borthwick’s on-demand service into the York Digital Library repository for long-term storage and access have been implemented

						Models for the delivery and charging for Electronic Key Text (EKT) services have been used for the development of the service at York.16 This service is now fully implemented and the uptake is increasing now it has been advertised university wide

				

				Value of in-house digitisation: York and Leeds studies both identify in-house digitisation as more cost effective than outsourcing.17 This has helped advocate the development of digitisation studios and trained staff to senior management.

				5.2 Digitisation skills

				Better understanding of institutional skills: The inventory and audit have provided each institution with a much clearer picture of their digitisation capabilities. This is vital for the planning of existing and future services. The information is also useful for the development of any shared services across the consortium.

				Training programme: Organising a range of training across the consortium has had a number of positive benefits.18

				
						Increased staff expertise – approximately fifty staff from across the WR Libraries have been able to attend training courses in a range of areas including handling for digitisation, image capture and EAD

						Cost effective – holding courses in Yorkshire is much more cost effective than sending individuals to courses elsewhere in the UK. The image capture training was an estimated half the cost of sending the same number of staff to similar training at another location

						Available to more staff – staff often unable to access external training due to part-time hours, family and other commitments, were able to attend courses held locally

						Bespoke courses – through liaison with the WR Libraries the project was able to tailor training to consortial, institutional and individual needs, rather than send staff on generic courses which may be less relevant

				

				Toolkit: This provides a valuable resource for WR staff and those in the wider community embarking on digitisation work.19 The toolkit will continue to be maintained and updated after the end of the project.

				5.3 Collaborative digitisation

				Established forums for communication: Exchange of experience events have improved communication within and across teams and helped staff embark on the first stage of Collaboration Continuum. They have also helped establish links between isolated areas of digitisation. Staff are now communicating within and across institutions. These events will be continued after the end of the project. Other modes of communication will also be established depending on the preferences of the groups.

				Established community of practitioners: The training and events organised by the project have brought people together in all areas relating to digitisation, including conservation, copyright, metadata and cataloguing, and image capture. Staff who attended these courses now have a group of colleagues working across the consortium with whom to share advice and skills learned during the training and on the job. 

				Building trust: Trust is vital to successful collaboration. Through the events and activities of the project, as well as building on existing relationships, trust between digitisation staff at each institution and across institutions has now been well established. The relationships will now continue to develop beyond the life of the project as staff are willing to share ideas and best practice.

				Shared digitisation services: The models created for shared services have been approved by the WR Library Directors.20

				
						Electronic Key Texts – a working group of the existing EKT service managers is to meet and assess the costs and benefits of sharing a database and sharing readings

						Digitisation Training – as had been proposed by the group, the area of digitisation training is relatively small and it would be better to investigate sharing all areas of training and staff development across the WR Libraries. The staff responsible for staff development at each of the WR Libraries are to meet and explore this area further

						Digitisation – it was felt there should be a WR approach to all digitisation, with planning to include how collections could be joined up across the institutions. The WR Directors are developing a structure for the governance of the shared service. In order to maintain the momentum of the project, the digitisation staff at the partners will continue to meet and work together

				

				6. Recommendations

				Timing can have a significant impact on the success of a project: the work carried out by the WR Libraries has its own timeframe and momentum. This did not always fit in with the timescales of the project. Both the Leeds and Sheffield case studies were discrete pieces of work. Whilst they involved regular liaison with staff, they were not dependent on other work going on at the institutions. The York case study was more difficult as it involved two services that were at different stages of development. Work was ongoing in the establishment of the Electronic Texts service and it was felt some of the project work emulated information already gathered. It was much more difficult to generate new understandings of the service than in other areas of the project. However, this was achieved with the funding models for the EKT service, an area not previously explored by the service staff.

				Embed project staff in institutions: embedding the project in the institutions is easier and more successful if project staff are physically based there. Project staff are then more likely to be involved with Library-wide groups and can embed the outputs of the project through these routes.

				Build trust: start with the lower levels of the Collaboration Continuum and build up the collaboration and with this build the trust between the partners. This will assist long-term sustainability of the collaboration. It is vital that partners are trustworthy themselves but perhaps more difficult and more important to success is getting partners to put their trust in each other. 

				Commitment to communicate: provide institutional support for communication with both institutional and consortial colleagues. This could be financial support for exchange of experience events or a commitment to allow time for attending meetings or for participating in online discussions. Communication is key to the success of collaboration as it helps contribute to the building of trust. 

				Coordinate infrastructure: when purchasing substantial pieces of equipment, it is recommended that institutions coordinate efforts and establish whether something could be bought collectively, or perhaps whether another partner’s existing equipment could be used instead. This also applies to any system which may be fundamental to the running of a service (eg a repository or a database to manage CLA scanning), where partners should explore using the same system. This requires open communication before any procurement process is started, and coordination of long-term strategic aims.

				Mandate to innovate: one of the benefits of collaboration is the power to produce new and innovative services. Thus any collaborative project should be allowed to move beyond individual institutional expectations and assumptions.

				7. Conclusions

				The project has had a strong and significant impact on all three institutions. The value of digitisation is more clearly understood. Each partner is in the process of opening a digitisation suite, equipped with scanners and cameras, to provide a more coordinated and streamlined service than previously existed. In order to develop this area, staff are being employed whose primary role is digitisation. 

				The equipment purchased as part of the project is already having an impact on the ability to attract more funding. The University of York have secured a new JISC-funded project, York Cause Papers, under the Rapid Digitisation call which will use the camera, copystand and lights bought by LIFE-SHARE.

				The project has helped develop a better understanding of the processes of digitisation and the role it can play in supporting wider concerns about collections management in libraries. As a result this work is not just of use to the WR Libraries but has relevance to the wider community. Its impact at WR has led to digitisation being integrated into institutional policies in the areas of content development, collections care, for example. In the long-term digitisation will also be part of the Library Strategies and potentially the WR Libraries Strategy. Building the infrastructure and capability for this institutional and consortial digitisation has required a significant investment of time and organisation, to which LIFE-SHARE has made a significant contribution. This investment ensures the WR Libraries are now a much more dynamic consortium with strong links between the partners. They have the opportunity to develop truly innovative shared services which may be the key to thriving in the changing economic landscape of higher education.
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				Chapter 3

				Look-Here!: Digitisation and Collaboration in the Visual Arts

				Amy Robinson (University College for the Creative Arts)

				Synopsis

				The Look-Here! project was a collaborative venture which sought to develop skills and strategies for digitisation within libraries, museums and archives in the arts education sector. Led by the Visual Arts Data Service (VADS), the project worked with partners in nine specialist arts universities and colleges and art departments in multidisciplinary institutions. Through a series of workshops, case studies and cross-sector activities, the project aimed to share and embed knowledge and expertise in the creation and management of digitised collections in the arts. In addition to supporting the nine project partner collections, it is hoped that the outputs shared on the project website will also provide useful ideas, approaches, and reference sources for future teams working with similar visual and creative arts materials in the wider education community.

				1. Rationale

				1.1. From digitisation boom to digitisation bust

				The Look-Here! project was one of eleven projects funded through the JISC eContent programme from the end of 2009 to early 2011.21 The background and rationale for the programme stemmed from the findings of the JISC Digitisation Conference in Cardiff in 2007, as well as the change in JISC’s funding for digitisation which would no longer be available on such a large scale as it had been in previous years. This followed a period of significant centralised investment for mass digitisation initiatives such as the British Library’s Nineteenth Century Newspapers project and the University of Kent’s British Cartoon Archive digitisation project, which were funded through the JISC Digitisation programme from 2004 to 2009.22

				The report from the Cardiff conference instead emphasised the importance of increased collaboration and partnerships to carry out digitisation in a more cost effective way, through fostering knowledge exchange and sharing of good practice, tools and technologies. The conference also stressed the importance of not only creating more digital content but also delivering and sustaining existing content in an effective way, and highlighted the importance of ‘breaking down silos’ and creating a connected mass of digitised content.

				It is in this context that VADS applied to the JISC eContent programme to undertake the Look-Here! project as a collaborative venture with a number of partners from libraries, museums and archives in the arts education sector, who were either seeking to embark on digitisation for the first time, or had already begun to develop digital content for educational use.

				2. The partners

				VADS was formed in 1997 and was established as a Research Centre of the Library and Learning Services Department at the University for the Creative Arts in 2008. The Look-Here! project would build on VADS’ previous experience in managing a range of art and design digitised collections totalling over 120,000 images, as well as in promoting best practice in the creation of digital visual arts resources, and in leading and partnering in related national projects such as fineart.ac.uk, the Digital Picture, and Kultur.23

				The project partner collections represented a broad mix of collections from differing institutional contexts and covered a variety of visual and creative arts subject matter. This ranged from the Knitting Collections at University of Southampton Libraries, to the Design Archives in the Faculty of Arts at University of Brighton, and from the Stanley Kubrick Archive and other collections held at the University of the Arts London, to the Museum of Design in Plastics at the Arts University College at Bournemouth. The libraries at the University for the Creative Arts and University College Falmouth were also represented, as were the collections of the Royal School of Needlework, Bradford College Textile Archive, and the gallery archive at Norwich University College of the Arts.

				The project partners were either made up of small teams of collections staff, or were individual members of staff who were often balancing the management of their special collections with a number of other duties and demands on their time. By working together, the partners hoped to avoid ‘reinventing the wheel’ when undertaking digitisation, and to harness greater resources, knowledge and impact than they might otherwise be able to achieve by only working in isolation with limited time and resources.

				Whilst a handful of the project partners had benefited from digitisation funding and expertise gained through previous JISC-funded digitisation initiatives, such as the Museum of Design in Plastics digitisation project and the Design Archives, which have led several JISC projects to digitise their holdings, the vast majority of the partners were completely new to the area and were embarking on the digitisation of their holdings for the very first time.

				These members of staff possessed subject expertise and collections management skills but generally speaking had less technical expertise and no previous digitisation experience. Some partners were looking to gain groundings in essential topics such as digital copyright, metadata and digital capture, whilst others were also looking to build on existing foundations and to develop their expertise into areas such as the use of Web 2.0 and the development of online learning packages using their existing digitised content. The project workshops set out to cover all of these areas across the complete digital content lifecycle.

				3. Approach

				3.1. The bigger picture

				As Stuart Lee and Melissa Terras observe, the 1990s ‘to the librarian at the very least’ could be termed the ‘decade of digitisation’ and digitisation efforts have continued in earnest into the twenty-first century.24 Therefore the first step made by the Look-Here! project was to undertake a literature review of previous digitisation initiatives across the sector to identify key issues and lessons learned. Research was also gathered through a series of interviews conducted by VADS with six of the project partners, to understand their particular issues, needs, characteristics and culture, as well as through initial discussions as a group in the first project meeting at the University of Southampton’s Hartley Library. This initial research and group discussion was also important to help develop rapport and trust within the group, which hadn’t worked together on any previous initiatives.

				The resulting report highlighted a number of issues which helped VADS to develop and hone eight further workshops and master classes for the partners covering the topics of: image selection; copyright and IPR; image cataloguing; digitisation; funding and sustainability; user needs; Web 2.0 and user-generated content; and the development of online learning resources.

				3.2. Parlez-vous digitisation?

				Each of the project workshops was hosted at a different partner institution and included a blend of presentations by VADS staff and the project partners, and a number of external experts were also invited to provide guidance on new and emerging areas or on notoriously tricky topics in the arts such as copyright. For example, Alun Edwards from the RunCoCo project provided advice on how to run community collections online with content uploaded by users, and the copyright specialist Naomi Korn, along with Bernard Horrocks from the Rights and Images Office at the National Portrait Gallery, provided advice on copyright clearance and rights management.25 To avoid ‘death by PowerPoint’, the partners were also frequently invited to give micro presentations on particular topics or ‘top tips’, using only images on a single presentation slide, as well as to provide ‘behind the scenes’ tours delving into their collections.26

				As one partner highlighted in the first project meeting, terms such as ‘metadata’, which are common parlance in the JISC community, may not be so familiar to some collection curators, who have their own specialist vocabulary, and it can feel at times as if these communities are talking a different language to one another. The project therefore tried to avoid using unnecessary jargon in the workshops and key terms were ‘stripped down’ and definitions provided for those who were new to the area.

				3.3. Knitting it all together

				Another central component of the project was the development of a methodology for digitising the University of Southampton’s Knitting Collections, which acted as the lead collections for the project, and are managed by Linda Newington at the University of Southampton’s Winchester School of Art Library.

				One of the library’s strengths is its focus on textiles and fashion which has been enriched by the addition of three distinctive knitting collections assembled by renowned practitioners and scholars in the field, including Montse Stanley, Jane Waller and Richard Rutt, who is often referred to as the ‘Knitting Bishop’. Together these collections contain a vast array of items including magazines, books, knitting patterns, photographs, postcards, knitted objects, small tools and sample yarns, totalling tens of thousands of items.27 The Knitting Collections have been the focus for two academic conferences organised by the library in 2008 and 2010, and the library was seeking to further promote their use to national and international audiences by undertaking a digitisation project for the very first time and providing access to a subsection of this unique resource online.

				The library faced several complexities in this first foray into digitisation, particularly surrounding the copyright of the seemingly harmless and ephemeral knitting pattern. Many of these knitting patterns are ‘orphan works’ as the companies have been dissolved or are untraceable, and the patterns can also contain multiple ‘layers of rights’ including both the ‘artistic work’ of the cover photographs and the ‘literary work’ of the knitting pattern instructions themselves.

				Through the support of the project workshops and by tapping into the advice of the Look-Here! community and invited experts, the library has built knowledge and confidence in this area and has developed approaches to image selection, copyright clearance and metadata creation, and an initial tranche of digitised content has also been trialled on the VADS test website. The Look-Here! community has also provided the library with highly focused, ‘bespoke’ and subject-specific advice and support, such as providing feedback on the library’s draft permissions letter, researching rights holders and sharing existing contact details held on file, and sharing information about the commissioning process for knitting patterns, to name a few examples.

				3.4. Small is beautiful

				Another core output of the project was the development of seven case studies by the project partners which document their individual digitisation initiatives.28 These case studies are available on the project website and were also presented at a one-day project conference at the Royal Institute of British Architects (RIBA) in February 2011.29 Broadly speaking, two overarching approaches can be observed from across these case studies. On the one hand, this includes a ‘small is beautiful’ approach to digitisation which focuses on thematic pilots or showcases. For example, the Winchester School of Art Library has chosen to digitise 100 books, 100 patterns and 100 objects from the Knitting Collections, based on subjects of particular interest to users as well as reflecting the strengths of the collection. These themes include ‘World War One’ and ‘World War Two’, ‘the Nineteenth Century’, ‘Vintage Fashion’ and ‘Domesticity’ as well as ‘Sport’ which was selected in light of the forthcoming 2012 Olympics.

				Similarly, the Design Archives have used the Look-Here! project as an opportunity to develop digital content around a key research theme, the 1951 Festival of Britain, as well as to extend their existing expertise in the digital reproduction of analogue photographs, instead digitising a selection of textual documents from the archives. The documents were digitised in anticipation of increased user demand during the festival’s 60th anniversary in 2011, which has already yielded enquiries from the press such as the BBC and The Independent, and the team also intended to provide a more ‘rounded’ picture of the archive’s content and the variety of item types that it contains.

				The Museum of Design in Plastics has focused on digitising the most popular object types within their collections, such as plastic toys, radios and telephones, which are the most heavily requested by students, who often like to look at how objects are designed and to compare like with like. The museum’s case study and workshop presentations have offered insights into a range of topics surrounding digitisation, for example, the promotional aspects of copyright clearance and how it can get people excited about their collections, including several companies that have provided new information about their objects, or have donated additional items and images as a result of being contacted.

				The case study from the library at University College Falmouth also gives an account of its efforts to create an institutional digital image repository to replace its extensive slide collection. Like many other slide collections across the UK arts education sector, the collection was underused and the technology is no longer supported. Restricted by the lack of a digital equivalent of the blanket slide licence from the Design and Artists Copyright Society (DACS), the library has digitised a subsection of its slides that are unique to its holdings, showing work by former staff and other artists and designers based in Cornwall, as well as work in final year degree and MA shows, where copyright permission could be sought on an individual basis.

				Finally, the Bradford College Textile Archive, which joined the group part-way through the project as an unfunded partner, has developed a case study entitled ‘Carpe Diem’ which looks at the development of a small scale digital collection of 600 images using very limited resources in a time of austerity. This was achieved, for example, by utilising the help of college alumni and by only digitising out-of-copyright nineteenth century textiles. The case study raises questions about whether it is better to wait until significant funding is granted and there is a perfect scenario for digitisation, which might never happen, or whether to take the plunge and undertake a small scale digitisation pilot to support educational usage, promote the archive and assist with fundraising itself.

				3.5. Bird’s eye view

				In addition to these case studies which focus on particular art and design collections, other case studies also provide a ‘top-down’ perspective from across multiple collections or departments. For example, the Special Collections and Archives Centre at the University of the Arts London has undertaken research to develop and implement a charging policy across their collections, for the supply of digital images which are requested by external users for commercial purposes such as publications or broadcasts, which is happening more frequently as the collections are becoming increasingly well-known through publicity such as events, exhibitions and exposure on VADS.

				In a similar vein, the case study from the Library and Learning Services Department at the University for the Creative Arts provides another type of ‘bird’s eye view’. This case study describes a digitisation audit which was undertaken to identify all of the digitisation activities taking place across the whole university, to provide an overview to inform the development of a proposed digitisation strategy and new digitisation facility in the university library. This audit uncovered pockets of isolated digitisation activity taking place across various academic and support departments, and made a number of recommendations for sharing good practice between these staff and developing university-wide policies and support.

				3.6. If you’ve got it, flaunt it

				During the course of the project, members of the Look-Here! project group have also made use of the national image repository hosted by VADS to provide online access to a number of their digitised collections. This content spans, for example, the collections of plastic design objects from the Museum of Design in Plastics, through to a slide collection of abstract and landscape paintings by the artist and former principal of University College Falmouth, Tom Cross.30

				Further institutions in the wider arts education sector have also approached VADS during the lifetime of the project to deliver their images online, for example, digitised content has also been generously contributed by the Royal College of Art, Goldsmiths, London College of Fashion and Bucks New University, amongst a number of others. In total these collections represent in excess of 10,000 digital images of art and design material that have been shared during the course of the project for free use in learning, teaching and research across the sector.

				In some cases, this has included pre-existing digital image collections which were originally only available for in-house use by staff and students at the holding institution, and in one case this included digitised images of a unique research archive which were simply laying dormant on a hard drive. Digitisation is often described in terms of bringing physical collections ‘out of the dark’, but in the project’s experience, there are also unique digitised collections that are sometimes hidden from view and could, potentially, be opened up from behind closed doors for wider use and promotion.

				3.7. Computer says ‘Yes’

				The project has found that an element of flexibility has also been a key factor in enabling this digital content to be shared online, for example, VADS has accepted deposits of digital collections in differing database formats; accommodated some of the variances in metadata approach; taken deposits of collections one section at a time; and enabled collection holders to undertake proofing and ongoing editing of their metadata via a login to the VADS test website.

				The collections in the VADS repository are also being ‘harvested’ by other national and international cultural portals such as Europeana, Culture Grid and Trove, to further enhance their accessibility, and more vitally, as Martin Flynn noted in an earlier issue of the Art Libraries Journal, the VADS website also provides good visibility on web search engines. As he writes, it ‘regularly returns hits from Google Image searches, revealing content on the web more effectively than the holding institution and one feels that this fact should be celebrated and capitalised on more’.31

				Working with the project partners has also highlighted other useful enhancements that could be made to the VADS image repository to accommodate the wide variety of item types held in the partner collections. For example, the Victorian knitting books that have been digitised from cover to cover by the University of Southampton highlighted the issues surrounding the display of book works within the database and VADS is now hoping to explore the use of more visually enticing ‘Turn the Pages’ technology. The digitised archival documents from the University of Brighton Design Archives have also required display at a larger size than the default size on the VADS repository, in order for the handwriting and type to be legible, and these images are now being displayed at a larger size.

				4. Feedback

				Feedback collected from the project partners has described the project and the sharing of knowledge and training in this often complex area as ‘invaluable’ and ‘transformational’; it ‘has removed some of the mystery surrounding the subject’ and ‘came at just the right time’. The idea of working together and sharing expertise to address some of these challenges has not only proved useful for the Look-Here! project partners, but has also been welcomed by many of the attendees at the Look-Here! project conference. As one conference attendee stated, ‘seeing the common challenging issues faced by VADS and the partners was reassuring to us as we also face them as do the wider sector. It made it clear that we should all be working closely together as a community.’ Other attendees also appreciated the ‘real-life knowledge sharing’ and making ‘contact with similar professionals and meaningful relationships started’.

				5. Lessons learned

				The feedback and the progress made by the project partners has demonstrated the significant benefits of sharing digitisation knowledge and training across the visual and creative arts education sector. Collaboration surrounding the online delivery and public profiling of this digital content has also been made possible using the established infrastructure and flexibility of the VADS image repository. The possibility of sharing the creation of this digital content and the sharing of digitisation equipment was also discussed by the project partners but was felt to be less viable at this stage, due to the idiosyncrasies, different stages of development, differing requirements (such as 2D slides and 3D museum objects) and geographical spread of the different project partner collections.

				Many of the project partners are interested in deepening this collaboration further in the future by developing content in areas where there are strong thematic overlaps, such as the textiles material held by five of the project partners and the ambition to develop a national textiles network, or the intersections between the university private printing press materials that are held by two of the partner archives. In terms of joint digitisation training, a number of the partners have been motivated by the project’s Web 2.0 workshop, and would like to have further advice and support in this area to develop their skills and strategies for online community engagement and user-generated content.

				A further lesson learned by the project is that arts universities and colleges contain what could be termed ‘knowledge cul-de-sacs’, which are departments that possess knowledge and experience in digitisation, often gained from prior external funding during the ‘digitisation boom’, but this knowledge hasn’t always been tapped into and transferred to others who are digitising content within the same institution. This was apparent from several of the interviews with partners as well as the digitisation audit undertaken as part of one of the project case studies. There is perhaps, therefore, potential benefit in applying the Look-Here! project model on an internal basis and holding similar joint events for ‘digitisers’ across a single institution.

				Another lesson learned by the project is that the willingness, drive and determination of ‘collection champions’ is a vital component for digitisation, as demonstrated, for example, by the efforts of staff at Bradford College to undertake a small scale digitisation pilot of their textile archive as an unfunded partner in the project. Likewise, as another one of the project partners stated in interview at the beginning of the project, ‘digitisation is a fundamental part of stewardship’ and ‘if you completely refuse to do it without any external funding then you’d be shooting yourself in the foot. But it’s just the scale of things, isn’t it?’

				6. Future developments

				Following on from the successful completion of the Look-Here! project and building upon this collaborative approach, the VADS team will continue to lead, support, and promote the needs of partners and collection holders in the highly complex area of digital image creation and management to support learning, teaching and research in the arts. The VADS team endeavours to continue enhancing and developing the VADS website to ensure that it is kept relevant and up-to-date with evolving web technologies and user expectations; to include further high quality content contributed by the sector; to expand existing research on the users, usage and value of the collections that it hosts; and to publish and disseminate this research more widely. VADS will also foster new partnerships and projects for the arts education community, for example, at the time of writing VADS is also leading the Kultivate project, which is supporting the development of institutional repositories for academic research in the visual and creative arts, a subject area which is currently greatly underrepresented in the institutional repository landscape.32
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				Chapter 4

				CHICC: Centre for Heritage Imaging and Collection Care

				Carol Burrows (University of Manchester)

				Synopsis

				The aim of the CHICC project was to investigate the feasibility of establishing a Centre for Heritage Imaging and Collection Care within the John Rylands University Library (JRUL) at the University of Manchester in order to sustain digitisation activity beyond the life of funded projects. The key question was would such a Centre be able to generate enough income through external work to support a core team which would then be able to deliver internal work. By collaborating with a number of project partners the CHICC team were able to examine the logistics of delivering an external service. An MBA intern was employed to conduct a market survey and deliver the feasibility study. This article addresses the challenges faced and lessons learned, as well as documenting achievements and successes. The impact of the project is examined from an internal and external perspective.

				1. Background

				The John Rylands University Library (JRUL), University of Manchester, has world-renowned research collections. It has two fully equipped imaging studios with high-specification cameras and digital backs, and a Traveller’s Conservation Copy-stand to enable on-site digitisation. During the period 2007–2009 the JRUL undertook two major digitisation projects, the JISC-sponsored Middle English manuscript project In the bigynnyng, and the AHRC-funded Genizah project, as well as several smaller digitisation projects. Working on these projects library staff amassed considerable skills and expertise in creating and managing digital surrogates of materials that require sensitive handling. Both projects demanded a close co-operation between Imaging and Collection Care departments, and an object-centred approach was developed that put the care and preservation of the object at the heart of the process, rather than speed or achieving the best image.
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				Figure 1. Traveller’s conservation cradle

				With project funding ending, the issue was how to sustain heritage digitisation activity in order to support the strategic goals of the JRUL and the university. To date, no commercial organisation based in the north of England specialises in the digitisation of heritage materials. Outsourcing is an option, but like most institutions the JRUL is reluctant to let its special collections travel off-site, particularly when handling and environmental conditions cannot be monitored. Given that the JRUL had the studios, equipment and expertise, an attractive option was to support internal activity by offering an external service if it could prove to be financially viable.

				In the current financial climate the set-up costs of such facilities are prohibitive for many institutions; this project therefore explored the feasibility of establishing a Centre of Excellence for Heritage Digitisation within the JRUL, offering niche digitisation and collection care services to any institution or individual that owns or cares for heritage or cultural materials. Manchester’s geographical position, with good road, rail and air links, makes it an ideal centre for such an initiative. Whilst retaining the facilities to digitise at two Manchester sites (Deansgate and Oxford Road), the JRUL can also offer a peripatetic service, travelling to stakeholder sites and digitising in situ, thus saving the costs of transportation, storage and insurance and reducing the risk of loss or damage to unique and often extremely valuable materials.

				The project is of importance to any institution that is looking for a means of sustaining digitisation activity, whether as a possible provider of a service, a collaborator or a customer. It is also of interest to any potential user of digitised resources with a desire to see increased content freely available.

				2. Methodology

				The JRUL worked with a variety of partners, sourced from across the heritage sector, both in JRUL studios and on-site. These partners included academic, public and private libraries, a museum, commercial organisations and private individuals or societies. The goals were to establish optimum workflows, identify and solve logistic issues, break down costs and broaden experience with different types of objects, thereby creating new digitised content and enabling partners to trial the benefits of digitisation. Where possible we chose to work with partners who would not otherwise have been able to digitise. Each partner was selected to enable the project to experiment with a range of scenarios; initially partners were approached through contacts of team members, although as the project progressed partners approached us. Models tested included large-scale digitisation with medieval manuscripts and Victorian archives at Chetham’s Library and Manchester Metropolitan University; individual items such as a Masonic Minute Book and the Petworth Chaucer; commercial and private; on-site working in private and public areas, both locally and at a distance; cataloguing; hosting and consultancy. Every aspect of each partnership was recorded via service level agreements, time sheets, problem logs and evaluation. An MBA intern from the Manchester Business School was employed for ten weeks to conduct a survey of the sector, interpret data from survey and feedback from partners, identify the types of services potential customers would be interested in, analyse costs and investigate the feasibility of operating as a commercial enterprise. An external Project Consultant was brought in to steer, facilitate and advise on different aspects of the project, particularly potential audiences and marketing strategies. Regular team meetings monitored progress and directed operations. The findings from the project feed into the implementation plan for the JRUL’s Digitisation Strategy; the Project Manager is a member of the JRUL Digitisation Steering Committee.

				3. Challenges, achievements and lessons learned

				Initially a Steering Group was established, as outlined in the Project Plan, but disbanded when it was felt that meetings had become a reporting exercise, rather than a mechanism for constructive guidance. Instead, with the approval of JISC, the Project Manager reported to the Head of Special Collections and, at strategic intervals, to the JRUL Leadership Team. As the Leadership Team hold key decision-making powers it was felt that this was a positive move, enabling the Project Manager to align any proposals to the JRUL’s strategic planning, and securing enthusiasm for the project among the JRUL’s governing body. The Consultant and the MBA intern provided an external perspective and valuable business acumen, without which the feasibility study could not have been completed.

				Some partnerships had been identified in the funding proposal; others were established during the project. Originally there had been no intention to charge. However it soon became clear that the project would incur costs other than those allocated in the bid budget. The decision was taken to charge nominal fees to cover overheads of £500 for institutional partners, £1.20 per image for individuals or £2.00 per image for commercial enterprises. All the partners charged accepted the fees without question. An unanticipated benefit of charging was that partners were more engaged; instead of merely participating in a project they were buying a service and therefore had greater investment in the outcomes. Careful planning for each job was vital. Interrogation of the problem logs has enabled CHICC to streamline paperwork, adapt our services to offer greater efficiencies and eliminate potential risks. Even so, the greatest operational challenge was enforcing timescales with partners, particularly when JRUL had agreed to host images. Deadlines for submission of metadata templates were identified in service level agreements, but inevitably slippage occurred, usually due to other priorities in partner institutions. In future CHICC will request metadata templates before digitisation begins, binding it to the condition reporting stage, and may even consider the introduction of penalty clauses. On the whole, working with partners did not present a problem, so long as expectations were clearly established and documented at the outset. Partners were generally happy to be involved in the project. In particular, staff in partner institutions were very cooperative and helpful when we were on-site, and the CHICC team are grateful for the assistance, advice and the generous welcome received.

				A timely lesson learned was to check university marketing regulations before commissioning any work. A purchase order was submitted to a design company for a project logo, only for the Project Manager to discover subsequently that the university forbids all logos other than those designated by their marketing team. Branding remains an issue and the challenge now will be how create a recognisable insignia alongside that of the JRUL. It should be stressed however that the JRUL has MLA designated status, and, as an international research library, is itself a symbol of excellence, which is a tremendous marketing asset. A project website was established early in the project. Unfortunately the project has clashed with a major overhaul of the library’s website and change of web platform, so updating the site regularly has proved difficult. Blog posts have helped to address this problem; the advantage is they are less prescriptive and more easily managed. The whole team has been constant in posting reports and images of activity and celebrating successes. This has also served as a newsletter for the project and enabled interaction with and feedback from audiences not possible via a website. However, it is acknowledged that the web presence needs to be significantly improved and this issue and that of branding are addressed in the Marketing Plan.
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				Figure 2. On site in Manchester Museum

				Interestingly, the project has forged institutional collaboration in areas that haven’t previously been explored. The JRUL was able to negotiate cost-saving benefits of sharing equipment and expertise with the Manchester Museum. The museum agreed to loan their fine art vehicle and to offer conservation advice for projects to digitise museum objects in return for high-specification digitisation services. This has saved CHICC the cost of hiring transport. This partnership also enabled the team to extend their repertoire by working with an entirely different form of heritage object – stuffed animals! These presented challenges for our photographers, from positioning and supporting the animals, the size range of the creatures and health and safety issues – face masks were worn – to editing the images to crop out the various supports (often a conservator’s hand). Strategically there is scope for further collaboration with other of the University of Manchester’s cultural assets and this is currently being investigated.
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				Figure 3. “The public, who witnessed the photography taking place, were very impressed” (National Trust)

				References played a fundamental role in securing customers. Several partners approached us because they’d heard positive reports, through either other partners or our promotional activity. This avenue will be exploited further in the Marketing Plan by references and case histories documented on our website and acknowledgement on partner sites. Public engagement is also important to raising awareness. Through partnerships with National Trust houses the team were able to digitise and promote the project in public arenas as part of the visitor trail at both Petworth House in Sussex and Tatton Park in Cheshire. Although digitisation was inevitably slower than in a studio environment, this was offset by the excellent opportunity to involve the public. Television and radio interviews while the team were at Petworth ensured a continuous stream of interested visitors. At Tatton digitised images from the Wallington manuscript (a 17th century diary which includes reports of hangings, witchcraft trials and the English Civil War) were regularly uploaded onto an iPad so that the public could see clearly what had been photographed. This was a particularly effective means of engagement with children; the initial attraction was to the iPad, but they soon became equally fascinated by its content.
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				Figure 4. Hyperspectral imaging

				The University’s Press Officer was instrumental in securing good media coverage with the press, radio and television. An intriguing development of the publicity is that Professor David Foster and Research Associate Kinjiro Amano from the Sensing, Imaging and Signal Processing Group (part of the School of Electrical and Electronic Engineering at the University of Manchester) contacted CHICC with an interesting proposal. Their specialty is hyperspectral imaging (HSI), which combines conventional imaging and spectroscopy to obtain spatial and spectral information from a scene. They spent a day with the team, focusing on selected items. This is an avenue we hope to explore further, both in terms of engagement with an academic department not traditionally attracted to heritage collections and as an exciting prospect for new imaging techniques. Another unexpected bonus was the invitation to the Senior Photographer to participate in a conference and act as consultant to an endangered archives project in the Caribbean. It is hoped this will generate further consultancy opportunities in that region.

				4. Outputs and outcomes

				Project reports were submitted regularly to JISC. An online survey was conducted among heritage institutions and practitioners to determine current digitisation activity and potential demand for a bespoke service. It was distributed through mailing lists and contacts, and 50 valid responses were recorded. 43 of the responding institutions include digitisation in their institutional strategies, and 46 had undertaken some form of digitisation. Responses are recorded in the following figures.
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				Figure 5. How institutions were undertaking digitisation
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				Figure 6. When institutions were planning to undertake digitisation
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				Figure 7. Types of digitisation service required

				The results were interpreted and fed into the feasibility study. This was submitted to the JRUL’s Leadership Team and JISC. It contains recommendations for business models with financial implications for each. A core-funded team structure was suggested which will allow the team to dedicate a minimum of 25% of their time to digitising materials in support of teaching, learning and research within the university. Income generated through external work will fund the extra staff needed to support this.

				Throughout the project a total of 24,000 images were captured; nearly 9,000 are hosted in the JRUL’s image management system, LUNA, and are freely available online. All metadata is keyword searchable via web search engines and also integrated into the JRUL’s vertical search engine. All images are securely preserved on university networked storage. The project allowed institutions that have never been able to afford digitisation to digitise in-demand resources, thereby enhancing access to and promoting their special collections to researchers and new audiences. Digital surrogates which have been produced in a conservation-friendly manner will reduce the need to consult originals, thereby preserving these often unique cultural materials for future generations. Many of the images will be used in interactives such as touch-screen kiosks. Service level agreements, problem logs, timesheets and statistics have enabled the team to streamline workflows.

				“The JRUL staff were extremely professional in the execution of their work and in the interpretation of it to our visitors. We now have high-quality raw material for a number of resources including a link on our website and an interactive device within our displays.” (National Trust)

				Team members have presented regularly at conferences and workshops, in order to promote both the project and best practice. Digitising in situ in public areas has increased visibility, as has the media attention this has attracted. A project website was established but looking forward this no longer meets the requirements of a commercial service. A Marketing Plan addresses the issues of promotion, identifying stakeholders and means of communication. A new website is being designed which will showcase the list of services on offer and include case studies, sample costs and instructional videos to promote best practice. The CHICC blog is a marvellous account of project activity and outputs. This has now been merged with the previous Imaging Service blog and remains an excellent promotional tool. Other CHICC promotional material is in production, including cards, posters and a banner.
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				Figure 8. Cleaning glass plate negatives

				The major success of the project has been the reputation for excellence that the CHICC team have engendered. Evaluation by way of interviews with the consultant revealed a satisfaction rate of 9 to 11 out of 10. The project has enabled the team to acquire or refine many skills, from project leadership and business acumen, presenting and marketing, to pigment consolidation, historical bibliography and audio-visual restoration. The internships have provided graduate training opportunities and boosted the skills base in this area. Of particular note is the intern assignment to preserve, repair and digitise a collection of glass plate negatives. They developed new techniques for housing, restoring and photographing the negatives, all of which are fully documented on the blog and have inspired other imaging and conservation professionals worldwide. New and improved regional, national and even international partnerships and alliances have been established. By collaborating with partners we have developed good relationships that we hope can be mutually beneficial in future. The experience has raised awareness of all aspects of digitisation with partners and improved understanding. Channels have been opened for future dialogue and experimentation with sharing of resources and expertise, of particular significance at a time when many publicly financed institutions are facing severe budget cuts and threats to service.
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				Figure 9. Glass plate negative

				For more information about the materials digitised during the project see the project blog and website.

				Blog: http://chiccmanchester.wordpress.com

				Web: www.manchester.ac.uk/library/centreofdigitalexcellence

				5. Impact

				The impact of the project on the institution is evident in the Library Strategy, which was revised towards the end of 2010. A new clause states:

				‘We will be a self-sufficient centre for heritage digitisation, providing object-centred digitisation and collection care services to internal and external customers, in line with the library’s Digitisation Strategy [June 2012]’

				Income generated during the project has enabled contract extensions for key team members until the end of the financial year. This will allow for an implementation period during which the team can move from project to commercial status and maintain best use of resources. This will be a crucial period for the success of CHICC, dependent on robust marketing. Evidence of demand for the service will allow for a core team to be retained in next year’s staffing budget.

				‘The formation of an institutional digitisation strategy and creation of a mobile photographic team within CHICC (Centre for Heritage Imaging and Collection Care) has enabled this important work to extend beyond the specific holdings of the library itself to encompass materials held within smaller and less accessible, and non-academic, institutions across the North West and beyond. The scholarly significance of such undertakings is beyond doubt.’ (Steve Milner, Serena Professor of Italian, The University of Manchester)

				The project has been an integral component in the shaping of the JRUL’s Digitisation Strategy, which has been developed in parallel to the project. This focuses on both core texts and heritage digitisation. The outcomes and outputs continue to direct the implementation plan for the strategy, for example, developing training materials on object-centred digitisation, cost models, a core team, and clear and consistent criteria for the submission of proposals to the Steering Group. During the marketing phase the CHICC team will deliver exemplar projects to support teaching, learning and research within the university, in line with the strategy, ‘We will showcase previous successful projects and develop exemplar / demonstrator projects to demonstrate value’. The CHICC team also promoted at a national conference on digitisation strategies, hosted by the JRUL in June 2011: ‘3D: digitise – deliver – discover’.

				‘The work was very good, prompt and efficient and I could not fault it’ (Folio Socie
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				ty)

				Even without aggressive marketing the project has attracted partners and continues to attract customers. There is an acknowledged demand, although many institutions are reliant on limited grants to fund digitisation. The long-term impact of the government’s recent Comprehensive Spending Review is yet to be determined. However, there is still a desire to digitise in order to target collections at new audiences, reduce handling and staff supervision times, improve access and respond to academic pressure for digitised primary resources. Commercial clients chose CHICC services as they were competitively priced and delivered work to a high standard and on schedule. Evaluation indicates that curators were reassured by the knowledge that their materials would be cared for to exemplary standard.

				

				Figure 10. In late October the CHICC team digitised the diaries of Nehemiah Wallington at Tatton Park House. The timing was pure serendipity as the diaries contained references to witch trials, making Halloween the perfect time for the press release

				For academic institutions the project may act as a blueprint for establishing income-generating services, whether in the field of heritage digitisation or elsewhere. It may also suggest possible directions for collaboration and partnerships in other fields. For partners, the project has given them opportunity to improve access to and raise awareness of their collections. For some, the digitised content has provided a springboard for further funding applications. For museums and historic houses digital images are being used in interactives to enrich the visitor experience; press and media coverage certainly increased footfall. Other partners stress the benefits to the academic community. In particular the Rylands Medieval Collection has been substantially enhanced by the addition of significant Middle English manuscripts from the collections at Chetham’s Library, Manchester, the Brotherton Library, University of Leeds, and Petworth House, National Trust. This has impact for scholars worldwide. For other partners the skills of the Collection Care team have provided a means of ensuring the longevity of a fragile item, even by such simple means as rehousing the item in a custom-made, acid-free box, while the digitised images reduce the need for future handling.

				6. Conclusions

				JISC funding for the project has given the JRUL time, space and the means to develop an idea into a reality. CHICC has established an international reputation for excellence, partners have new digitised content to the highest standards, and the feasibility study provides a blueprint for the future. Whilst they remain supportive of CHICC, the JRUL Leadership Team need evidence of demand in the form.
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				Figure 11. ‘Chetham’s Library staff have been made aware by its own users and external researchers that this remote access to high-resolution images has been found very valuable, and the resource is being employed as a teaching aid as well as for research into individual texts and manuscripts. […] The current on-line presence of the Library’s Middle English manuscripts has undoubtedly created a strong appetite among readers and researchers for more manuscripts to be made available.’ (Chetham’s Library, Manchester)

				of actual orders placed before committing to an enlarged core team, so effective implementation of the Marketing Plan over the next few months will be crucial. Currently the plan is to start small and manageable and build from a secure base. A small financial steering group will monitor progress to ensure CHICC remains on track to recover the cost of additional posts. Overall the project is regarded as a major achievement, with successful accomplishment of the aims and objectives.

			

		

	
		
			
				Chapter 5

				RunCoCo: How to Run a Community Collection Online

				Alun Edwards and Melissa Highton (University of Oxford)

				1. Synopsis

				The project RunCoCo – How to Run a Community Collection Online was set up to offer advice, training and open source software to those interested in running a community collection online. The outcomes and lessons learned can be synthesised into a simple ABC of advice for projects and groups who aim to ‘crowdsource’ with sustainable success: Aim for two-way engagement; Be part of your community; Challenge your assumptions. The RunCoCo project team have played a key role in supporting and promoting this new way of working with the public for impact, outreach and engagement at home and abroad. The outputs of the project are available on the RunCoCo website for free. These include guides, workflows, reports, training materials and open source software.

				2. Introduction

				Community collection is a form of collaboration that shapes academic work in new ways, bringing many new voices to the conversation, blurring the division between the amateur and the professional. It can be compared to ‘crowdsourcing’. University–community collaborations of this kind are increasingly shown to work, with benefits for all involved. As explained in the JISC publication Capturing the power of the crowd and the challenges of community collections (2010), which refers to eg The Great War Archive, East London Lives 2012, GalaxyZoo and RunCoCo, ‘Crowdsourcing is when a problem is broadcast to a wide audience or community that could solve the problem collectively. Mundane tasks could be outsourced to a motivated and enthusiastic community of experts. The community can assess the answers and provide the quality assurance’. This can be challenging but also rewarding if we allow ourselves to question our assumptions and take on board what community collections have to offer.

				In 2010 the RunCoCo project was established by JISC under their eContent Programme – Institutional Skills and Strategy33 – and based at Oxford University Computing Services (OUCS). The project built upon the success of the First World War Poetry Digital Archive34 (an earlier JISC-funded project), and in particular the pilot community-contributed collection initiative which grew from that project – The Great War Archive.35 Work done on The Great War Archive established a model of public engagement for others to follow. The Archive’s innovative collection strategy provided a fresh and critical overview of digitisation and engagement, developing a strategy that other similar projects could adopt, with an insight into the usage, impact and value within the UK higher education environment and beyond.

				3. Outputs 

				RunCoCo set out to offer advice, training and open source software to those interested in running a community collection online using similar approaches as The Great War Archive. We aimed to build a support network to exchange knowledge about community collections, provide a point of contact for advice about community collections and publish outputs which can be used for free by anyone in the sector. We have used a range of different activities and media to facilitate communication and conversations. At RunCoCo events, projects have come together to exchange success stories and to discuss the challenges of various community engagement models.

				‘It was very good to meet you [RunCoCo project manager] – thank you for so generously giving your time both to meet me and to take such a thorough look at what we are proposing. I have a feeling that some of these really great ideas could make the difference between success and failure...’ (Senior Educational Technologist, University medical sciences dept)

				RunCoCo presented on community collections and the power of the crowd at the JISC Conference 2010,36 at blended learning conferences in the UK37 and at meetings or workshops across Europe. We contributed to the debate ‘Should the general public be involved in academic research?’ in JISC Inform.38 The types of projects represented at the RunCoCo events and the topics covered included: community collection; using Flickr for crowdsourcing; manuscript transcription; ‘citizen science’; community archives; community archaeology; mass observation; engaging communities like school children, the elderly or the homeless; digital storytelling; digitisation; policies, strategies and impact; good practice for web design; content management systems; trust and authenticity; copyright and IPR; communications, marketing and publicity; project and/or community sustainability; digital preservation; social media and social networking eg Facebook, Flickr and Twitter; and ‘Big Society’. A final event is planned in May 2011, ‘Beyond Collections: Crowdsourcing for public engagement’, at the University of Oxford.39

				The workflows and systems developed for The Great War Archive have been re-used in different contexts, and RunCoCo has made these freely available for future projects to use, re-use and build upon. Community collection software ‘CoCoCo’, developed by Oxford University, is available and the system has been adapted for use by others.40 The system has been developed based on feedback from users,41 and the latest version with support documentation is freely available to download from the RunCoCo website and will be released on GitHub.42 The RunCoCo website will remain online to continue this dissemination.
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				Figure 1. Advert placed in departmental newsletter for RunCoCo workshop

				3.1. RunCoCo’s three sustainability strategies: A, B, C

				A community collection is where the general public or members of a particular group are invited to contribute to a project by uploading their own content or adding information to existing resources. With five years of experience in running community collections at Oxford University and a passion for the subject, the RunCoCo project team offer the following advice: 

				
						Aim for two-way engagement

						Be part of your community 

						Challenge your assumptions 

				

				Strategies for achieving each of these are described below, along with real examples drawn from the projects with which we worked.
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				Figure 2. A volunteer interviews a family during a Great War Archive submissions day, 2008
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				Figure 3. Poster advertising RunCoCo workshop, using imagery from The Great War Archive

				4. Aim for two-way engagement

				Establishing successful two-way engagement takes a lot of effort, but it is worth it. Sharing knowledge and engaging with the public in academic work is of mutual benefit to the community and to the institution. In building community collections we are also building communities around our work and for longevity of collections a self-sustaining community is the key. Fostering and maintaining your community is about two-way engagement to ensure contribution benefits the participants, contributors and the volunteers as well as the institution. ‘Knowledge co-creation and exchange rather than simple knowledge transfer; a dialogue which enriches knowledge for mutual benefit’, ‘community engagement is more than citizen participation…it would be questionable to describe it as community engagement, unless there have been some fully open opportunities for...collective involvement in the agenda under discussion’ (Batt, 2009).43
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				Figure 4. Chris Batt OBE speaks at a RunCoCo workshop, 2010

				Once you know who your community is, they should be fostered and brought on board as early as possible, and then maintained throughout the funding lifecycle and after.

				5. Be part of your community 

				Inviting the general public to contribute to academic work itself is a relatively new field. Our advice is to ‘be’ where your users are. Create an online presence and actively engage with your users and potential users. There are many ways you can do that.

				5.1. Create a discoverable online presence 

				As a member of an online community you need to be discoverable, available, active, open to feedback and willing to share. With the intention to create an advisory-type service, we set up a website at http://runcoco.oucs.ox.ac.uk. From this site the team has disseminated the key software tools, methodologies and workflows developed under The Great War Archive and from other community initiatives, as well as project news and information and media arising from project events. Having a website may once have been all a project needed, but today your online presence is so much more than publishing information in static form. Today, conversations are key. You can use a number of channels to get your information out while at the same time allowing your users to communicate and engage with you. Social media applications such as Facebook, Twitter, Flickr, YouTube and iTunes are well worth exploring as ways to share your knowledge and engage with your audience while creating opportunities for communication and exchange of ideas. Services like Flickr are an excellent way to collect material and build a community of interest. This is illustrated by The Great War Archive Flickr Group44 which was established as a means to allow the community to share images related to the First World War. With little or no moderation or project support, the group now contains over 3,000 images. The level of community engagement is shown by the number of images and the comments and discussions on Flickr demonstrate the depth of knowledge out there that can be tapped into. There are many people who are not necessarily part of academia, who nonetheless have expertise to contribute.
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				Figure 5. Woruldhord community collection team interact with interested parties via their Old English Facebook page45

				5.2. Use open software

				Many projects use some kind of software for their work, and they may be developing or adapting applications to suit their needs. By using or creating open software, the project can tap into and benefit from the community efforts in the area of open software development, and can also contribute to creating resources that others in the community may benefit from. The Great War Archive project developed an open source community collection system called CoCoCo (community contributed collection) which is now available for anyone to use, develop or translate.

				Old Weather46 uses a different software model – The Zooniverse, part of the Citizen Science Alliance. Being part of The Zooniverse even makes it unnecessary to build your own website; you can use their hosted environment to share culture, distribute content and to gather comments and feedback.
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				Figure 6. CoCoCo in use on the Welsh Voices of the Great War Online website,47 adapted by that project with a bilingual (English/Welsh) interface for contributions

				5.3. Encourage reuse

				How do you tell if your work has had an impact? Have you made a difference? One way to gauge your impact is to see how the resources you have created are used by others. Making your resources available not only allows the community to benefit from them but it can also help you to evaluate as you receive feedback and suggestions that can feed into your project. To encourage reuse you can make the resources available with a suitable licence that allows sharing, for example a Creative Commons licence. Material with a Creative Commons licence can also be shared via a number of existing online channels, such as Wikimedia.

				Making resources available may also lead to reuse in unexpected areas. The Great War Archive, for example, has been used by academic researchers and teachers, but it is a means for family historians not only to find information about their family members but also to make contact with lost relatives and establish connections between different branches of families.

				
					[image: Image4317.JPG]
				

				Figure 7. This public comment (on the project blog) is typical of the private email messages received by The Great War Archive, often asking to be put in touch with family members
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				Figure 8. The Cole family reunion at the service of remembrance to commemorate the 90th anniversary of the Skenfrith war memorial, December 2010. ‘None of us would have known about the service without The Great War Archive’48 

				5.4. Test your model and get feedback

				To be part of a community and be able to contribute to it successfully, you need to ensure that what you are doing actually works. You should invite the community to test your model and submit feedback. This can be done in many ways, and has to be developed to fit the community and project in question. One option is to undertake a smaller pilot project, another may be to test an approach with a smaller group before releasing to the whole community. If possible, testing your ideas in different contexts is useful. The tools and processes developed by RunCoCo were used for an exemplar project that was different from The Great War Archive both in scope and in the kind of community that was targeted. The Woruldhord project49 (whose name is derived from the Old English for ‘world-hoard’), was based at the University of Oxford Faculty of English and focused on collecting educational resources for the teaching and study of the Anglo-Saxons and Old English. The community collection ran for a limited time over the summer, and resulted in a website offering access to over 4,500 free educational resources contributed by about 400 people or institutions. The material is presented online using the CoCoCo software, and can be freely downloaded and re-used for educational purposes under a Creative Commons Licence (CC-BY-NC-SA).50 Woruldhord tested RunCoCo’s guidelines in the practical setting of an actual community collection relying totally on online communication channels and which could not rely on the assumption of an all-pervasive public enthusiasm for the subject, like the First World War in Britain.4
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				Figure 9. Woruldhord uses CoCoCo to display material on their website

				5.5. Share experience 

				Being part of a community means you can share experiences, problems and solutions. This can be done online, via discussion groups, online forums, as comments and questions relating to a resource etc. An online community collection project not only has to participate online; being able to supplement online sharing with actual face-to-face meetings can be very rewarding. RunCoCo has held a series of events51 where projects have come together to exchange success stories and discuss problems about community engagement models. Materials from the events are being made available online via the RunCoCo website, which means that those who could not attend the actual events can share the experience in some way.52
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				Figure 10. During workshops in Oxford a breakout group examine issues about authenticity and accuracy; and delegates use voting pods to respond during an Intellectual Property Rights Q&A
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				Figure 11. An impromptu discussion during lunch at a RunCoCo workshop; and a traditional tea of bara brith and buttered Welsh cakes, fuel for discussion at the workshop in Aberystwyth
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				Figure 12. At Leeds we encouraged delegates to record their experiences during the workshop on ‘Buzzword Bingo’ cards (and offered prizes!). Delegates presented their findings at the end of the day, and had a souvenir of some of the messages to take away with them

				Throughout the project we have collected information about a lot of useful areas, some of which is available in the conference presentations, descriptions of resources linked to via Delicious and media files on the RunCoCo website.
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				Figure 13. The RunCoCo project manager talks about crowdsourcing at a conference to celebrate the 150th anniversary of Ateneu Barcelonès, Barcelona, 2010

				In addition RunCoCo has presented at more than 18 conferences and workshops in the UK, Sweden, The Netherlands, Belgium, Spain and the Ukraine (in almost all instances the travel expenses were met by the organisers), and the team attended a further ten conferences and meetings to offer expertise, to learn more and to network.
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				Figure 14. RunCoCo project manager participates in a JISC Dev8D+ 2011 workshop

				5.6. Contribute to email discussion lists and Twitter

				Anticipating enquiries from the UK and beyond, the project email address was directed to an open source online helpdesk program called Request Tracker (RT).53 As well as email and telephone enquiries, the RunCoCo project team met face-to-face with other projects to offer advice. We worked closely with three teams in continental Europe relating to Europeana54 and with JISC and the Imperial War Museum on the digital commemoration of the centenary of the First World War. RunCoCo is represented on the academic advisory boards of other JISC-funded projects.55 

				Face-to-face communication is not a sustainable way to reach all the projects that might be interested in a project’s work. Joining and participating in email discussion lists, for example on JISCMail, can be a more useful approach to getting your message out to a larger audience. Joining existing groups is also useful, such as the ‘Community Archives’ Google Group56 and ‘How to run a community collection online’57 which was set up to cover the whole range of activities that could be called community collections, community engagement for academic research and crowdsourcing for academia. Two-way communication on Twitter58 is another approach that RunCoCo has taken and the project team has found Twitter an invaluable tool for desk research. In addition we have used Twitter to communicate when attending conferences. 

				5.7. Remember to blog

				Increasingly, projects use blogs to publish information about the project, discuss various topics and engage with the community. A blog can be used in many different ways, and it may even replace the project website. Among the reasons why blogs are being used more is the ease with which you can create one. Anyone can register for a blog and have an online presence within minutes, without the need for a web server or any knowledge of html or web design. Blogs also offer an easy way to allow comments and discussion, where the community can add their content. It is, of course, possible to do the same on a website, and it is possible to have a blog where comments and discussions are disabled, but for RunCoCo the blog has been the project team’s developing ground for possible actions which can contribute to the success of a community collection project.59 
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				Figure 15. RunCoCo has joined an online community of interest, for example enabling comments on our project blog and commenting on other blogs such as JISC-funded projects like Strandlines

				6. Challenge your assumptions

				6.1. Share expertise

				In July 2010 The Times Higher leader stated that the ‘Members-only code is outdated: The academy needs to cast off its exclusionary conventions and make its publications accessible to non-specialists and the public’.60 According to a 2009 DEMOS report61 expertise can be recognised as not just a staple of the academic identity, ‘Knowledge is no longer restricted to the boundaries of universities and higher education facilities. These institutions no longer have a monopoly on where good ideas come from, nor how information and knowledge is used. They cannot control how the knowledge they create is used and where it is accessed’.

				This challenge happens on a number of levels. Digitisation standards and the physical environments the public use may not be comparable with professional work practices, but even if one would not want to rely on this process for archiving extremely rare items, it may be ‘good enough’ and provide a large number of usable digital surrogates. It has been shown that large collections can be built this way for a fraction of the cost of other large-scale digitisation projects, which means that projects which would otherwise not see the light may be able to run.

				6.2. Share knowledge

				Another assumption that we may need to challenge is the idea that only academic specialists can hold specialist knowledge. The wealth of information in the collective public knowledge base is astounding, and demonstrates that many so-called ‘amateurs’, who are not necessarily part of academia, have a lot to contribute. The challenge for the community collection project is to tap into this knowledge and make use of it in the best possible way. It is not only a question of successfully gathering the information (it helps to engage with the community and be where they are), but the information also has to be accepted in the circles where it is to be used, academic or non-academic. A way to help this happen is through quality assurance by peer review. By having the community evaluate the information and challenge it, offering corrections and additions, we can improve the quality. This is done in academic publishing, but also in non-academic contexts such as Wikipedia, where members of the community can edit articles to improve the quality. Peer-review can take place at different stages, depending on how the project wants to do it. By including a process of peer or expert review before a community contribution is added to the collection, a project can ensure all items hold the standard set-up. Even though contributions were vetted before being included in the collection, The Great War Archive put its trust in the community, collaboratively editing metadata that was historically inaccurate and leaving the voice of the contributor intact.

				Although community engagement takes significant time and resources on the part of the project team, the benefits of tapping into public enthusiasm include economies of scale, and it can be a cheaper method for digitisation, cataloguing and tagging or classification. This has had an impact on the projects JISC has funded in 2010–201162 for rapid innovation, rapid digitisation and developing community content, such as Welsh Voices of the Great War Online, Addressing History, Strandlines and Old Weather to mention but a few.
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				Figure 16. RunCoCo talks about the JISC-funded Old Weather project at a conference, Barcelona 2010

				Is academic publication the only measure for a project’s success?

				Successfully using Facebook and Twitter and their ‘Transcription Bench’ for online engagement, University College London’s Transcribe Bentham63 is an ambitious ‘participatory initiative’ which they call ‘the first major crowdsourcing transcription project’, but we must do more work to change the way academic involvement is recognised. The measures of impact for community projects, which in academia still means publication of a paper ‘in the Journal of Successful Academic Stuff’, are forcefully argued for in conference papers and her blog64 by Melissa Terras, deputy director of the UCL Centre for Digital Humanities. 

				6.3. ‘E-include’ for equity

				For many of the projects with which RunCoCo has been working, the outcomes for stakeholders and funders are part of a digital inclusion or community literacy agenda. Online community collections can be used to provide engagement activities through which people who might not normally use the web or computers can find interest and motivation. Collection and impact projects such as these can make a huge difference to groups who may be being ‘left behind’ as more and more culture, government, commerce and community moves online. For some projects a ‘heritage’ approach has been the ‘hook’65 which draws in schoolchildren, the unemployed or the elderly. Participating in a community project to add knowledge about their family or locality or to add content such as letters or photographs to a history project, may be the first time someone voluntarily uses a computer. It is also the perfect opportunity for inter-generational transfer of knowledge and skills.
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				Figure 17. Slide summarising findings from a workshop during the European Congress on E-Inclusion 2010 at the Flemish Parliament, at which RunCoCo presented about crowdsourcing

				Efforts to close the skills-gap and to digitally-include people (or e-include) is the focus of many initiatives across Europe, including Race Online 2012.66 Most projects of this kind are quite resource intensive and are usually collaborations between a multitude of organisations. Community collection projects have been run by The National Library of Wales (NLW)67 and the Welsh Assembly Government’s The People’s Collection68 and Communities 2.069.

				
					[image: Image4448.JPG]
				

				Figure 18. Slide from Communities 2.0 workshop session about digital storytelling within the community, RunCoCo workshop, Aberystwyth

				7. Conclusions

				The RunCoCo project has seen short and longer term impacts arising from community collection projects. For those which have been online for many years (The Great War Archive, for example), we see continued and expanded use and reuse of materials in new ways. For other projects we have seen new audiences and widespread, even global engagement (GalaxyZoo, leading to The Zooniverse). RunCoCo has developed and tested models which can be applied in different contexts and we have seen a shift in the economics of digitisation projects through the use of the involvement of the public and the ‘power of the crowd’. We believe that academic-community collections online can be sustainable if efforts are made to truly engage with your community, to embed your community in your project and vice versa, and to challenge the institution’s traditional ways of working. 

				In relation to the impact of RunCoCo on our institution and wider concerns, within Oxford University the RunCoCo project has helped to established OUCS as a centre of expertise in online content and has supported many bids and projects locally. We have taken a local, national and now international view for future work, seeing new Europe-wide opportunities for e-inclusion and digital literacy with The Great War Archive particularly in the run-up to 2014.
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				Chapter 6

				Open Source OCR: The Ocropodium Project

				Michael Bryant, Tobias Blanke, Mark Hedges and Richard Palmer (King’s College London)

				1. Introduction

				The Ocropodium project was an attempt to evaluate the potential of open source Optical Character Recognition (OCR) tools for providing customisable and cost-effective solutions to digital libraries. It was prompted by the thought that, between commercial pre-packaged products and expensive software development kits (SDKs), there existed a need for more flexible solutions that could be adapted by knowledgeable digitisation staff to the particular demands of historical OCR.

				Historical documents often present a very different set of challenges to contemporary sources when it comes to digitisation and the extraction of textual data. Even in relatively recent (eg early 20th century) documents, typography, printing and language can differ widely from modern usage. In comparison to the business market, historical OCR is also a relatively niche concern, and not therefore a big priority for commercial vendors. In cases where commercial vendors do offer highly customisable SDKs, the base cost – plus that of additional software development – would usually be prohibitively high for small- or medium-sized digital library and archives.

				The evaluation itself took the form of both performance benchmarks, run on a set of historical collections, and developing custom workflows that incorporated the various open source tools. Through this approach it was hoped that worthwhile lessons could be learned without placing too much emphasis on static measures of performance where, for many cases, it was a moving target and a poor indicator of future potential. The information in this text provides a summary which is expanded on in two appendices: Appendix I provides a full description of our development work; Appendix II the full results of our dataset evaluations. The appendices will be available at www.jisc.ac.uk/whatwedo/programmes/digitisation/econtent/ocr.

				2. OCR tools

				2.1. Open source

				For our envisaged end-user, the small- or medium-sized digital library, ‘open source’ would typically mean that the software is free to both download and modify.70 It also means that there is no official support as typically offered by commercial companies, although, to varying degrees, this can be sought on various online forums and mailing lists (sometimes very effectively, sometimes not.)

				Since our focus was on open source development and workflow integration we limited the scope of our evaluation to command-line tools running on the Linux platform. This was a pragmatic choice: whilst some of the tools we tested can also run on Windows or Mac OS X, Linux was the most convenient platform for working with all of them.

				2.1.1. Ocropus

				Ocropus is a set of OCR tools currently being developed by the Image Understanding and Pattern Recognition group (IUPR) at the University of Kaiserslautern. Ocropus’s modular design and componentised architecture looked particularly suitable for embedding and extending within custom digitisation workflows, and it was therefore the main focus of our technical investigations outlined in Appendix I.71

				Of the five open source OCR tools we looked at, Ocropus stood out as being the most accessible in terms of facilitating active modification by third parties. This is partly a consequence of its modular design, but also because the code is written in a conservative manner with a reasonable emphasis on clarity. Ocropus is comprised of a large number of discrete components, which is intended to make adding missing functionality or customising behaviour a more straightforward task. It is also, to our knowledge, unique in that large amounts of the ‘glue’ code holding the components together is written in the high-level and very programmer-friendly Python scripting language. This makes changing bits of code and testing those changes much quicker and easier than would be the case using lower-level compiled languages (C or C++, typically.)

				As a project currently at quite an early stage of its development, Ocropus deserves a large caveat attached when considering the performance results listed below. The relatively rapid rate at which major changes are integrated into the code-base means that comparing the performance of particular releases against much more mature alternatives is not really meaningful.

				It is worth noting that at the outset of this project, in 2009, the version of Ocropus then available relied entirely on another open source OCR tool (Tesseract, described below) to perform its low-level character-recognition functions. The next version released (0.4.0) was a major overhaul that implemented native character-recognition using a trainable, componentised system, but the performance of this new system was considerably lower than that of Tesseract, and it has still not caught up.

				2.1.2. Tesseract

				Tesseract was originally developed by Hewlett Packard from the mid-1980s, but languished for ten years with little or no development until the code was released under an open source license in 2005. It is currently being worked on at Google, with the latest version 3 being released in late 2010. As befits an application with a 25-year pedigree, Tesseract has a very mature and highly optimised code-base. On one hand, this means it is fast and relatively free of show-stopping bugs, but it also makes it difficult to actively improve or extend. Up to version 2, Tesseract was more of a ‘pure’ character-recognition tool, since it contained no facilities for handling non-binary (colour or greyscale) images or page layout analysis. Fairly simple implementations of these features have been added in version 3 via the integration of the third-party Leptonica library, which improves Tesseract’s general-purpose usefulness quite a lot.

				2.1.3. Cuneiform

				Like Tesseract, Cuneiform started life as a commercial product before its makers – Russian company Cognitive Technologies – made it open source under the BSD software licence in 2007. The core engine has since been ported to Linux by volunteers and further developed as a command-line tool. Another similarity with Tesseract is the maturity and impenetrable nature of the source code, which also has the additional challenging factor of being documented solely in Russian. Cuneiform for Linux is a general-purpose OCR capable of page layout analysis and outputting transcript text in several formats, though scope for configuring ‘under-the-hood’ settings is quite limited.

				2.1.4. GOCR and Ocrad

				GOCR and Ocrad each have a pure open source pedigree and are available under the GNU software licence. They are both relatively small, self-contained projects with few external dependencies, and consist of far fewer lines of code than Ocropus, Tesseract or Cuneiform. Ocrad in particular is written in a very clean, self-documenting C++ style, which makes it a good starting point for those interested in understanding general OCR principles put into practice. The relative simplicity of these tools does mean reduced functionality, however, and neither are really intended for highly variable or age-degraded source material. Their inclusion in our tests is for completeness only.

				2.2. Commercial

				We also tested two commercial products that ran on Linux and featured a similar command-line interface (CLI) to the various open source offerings.

				2.2.1. Abbyy Finereader 8.0 CLI

				Finereader 8.0 CLI is essentially a pre-packaged Linux version of Abbyy’s developer-focused (and expensive) OCR engine SDK product.72 Several page-limited licences are available, with the cheapest offering 12,000 pages on a single computer for around £100. Finereader 8.0 CLI provides a good range of output formats and a limited range of options for tuning its engine to different material.

				2.2.2. Vividata OCR Shop XTR

				In addition to Abbyy Finereader, we chose Vividata’s OCR Shop XTR as a commercial benchmark since it uses the same OCR engine as the OmniPage Pro family of products sold by Nuance. The product costs around £1,500 for a single machine licence but is not page limited.73 Like Finereader 8.0 CLI, OCR Shop XTR is a command-line distillation of a more expensive SDK product, albeit one with a large range of configuration options and format support.

				3. Evaluation

				The evaluation datasets were chosen because they were the subjects of previously completed digitisation projects undertaken by the Centre for Data Digitisation and Analysis (CDDA). This provided us with access to not just the scans and final transcripts, but also useful information regarding the original OCR process, and in some cases, the machine OCR outputs.

				Our evaluation method attempted to establish a raw character recognition rate with each tool deployed in more-or-less its default configuration, averaged over multiple source pages. To measure the quality of each tool’s output we employed the University of Nevada Information Science Research Institute (ISRI) OCR toolkit, a suite of CLI tools for assessing various metrics of OCR accuracy.74 For the results shown below, we opted to use per-character correspondences for each image’s output text against an accurate ‘ground-truth’ transcript (the percentage of characters in the output which match the correctly transcribed source).75
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				(a) Stormont Pages	(b) Act of Union
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				(c) Corpus of Irish Texts	(d) Dict. of Older Scottish Tongue

				Figure 1. Typical samples taken from the benchmark datasets

				3.1. Stormont papers

				The Stormont papers are a record of Irish parliamentary debates between 1921 and 1976, and were digitised by the Arts and Humanities Data Service (AHDS) and the CDDA between 2005 and 2006. The scans were fairly challenging to OCR, with a variety of printing and scanning artefacts in evidence. Each page comprises two long columns of text, with large amounts of intermixed italics and a variety of heading sizes. The standard text is fairly uneven in weighting, resulting in a lot of broken glyphs and joined serifs, and the tightly-spaced characters frequently overlap their neighbours. Additionally, some scans contain a large amount of small non-text artefacts and reverse-sheet bleed-through, and the warping between columns is often inconsistent.

				The results in this benchmark were, in order of best performance, as follows:

				
						Abbyy Finereader 8.0 CLI: 96% 

						OCR Shop XTR: 95.5% 

						Cuneiform: 95% 

						Tesseract: 93% 

						Ocropus: 82.5% 

						Ocrad: 65.5% 

						GOCR: 56% 

				

				In this case, Abbyy Finereader and XTR Shop lead the rankings, but neither outdoes Cuneiform by very much. Tesseract’s performance also compares fairly well with the commercial alternatives. Ocropus, using its default (at the time of writing) character model, performs quite poorly by comparison, but is still well ahead of the remaining open source tools.

				3.2. Dictionary of Older Scottish Tongue

				The Dictionary of Older Scottish Tongue scans are of very high quality with few non-text artefacts, minimal warping and even print of a generally constant size. The text is, however, extremely dense and made up of two tightly-spaced columns between top and bottom header lines. Linguistically, the material consists of old Scots and archaic English, so the role of language modelling is considerably reduced.

				
						Tesseract: 95.5% 

						OCR Shop XTR: 95.4% 

						Abbyy Finereader 8.0 CLI: 94.3% 

						Cuneiform: 91.3% 

						Ocropus: 86.8% 

						GOCR: 78.4% 

						Ocrad: 20.5% 

				

				Tesseract gave the best results on these high-quality scans, with Vividata’s OCR Shop XTR a close second.

				3.3. Act of Union

				The Act of Union scans were included in our tests as an example of a very low-quality sample set of the kind that might serve as an enrichment of other primary data. The images are much lower resolution than would realistically be expected of anything primarily intended for OCR, with the dimensions of the already binarised scans averaging around only 450x800 pixels. The text is visually pixelated with frequent broken characters and heavy bleed-through artefacts.

				
						Cuneiform: 72.3% 

						Tesseract: 64% 

						OCR Shop XTR: 62% 

						GOCR: 40.8% 

						Ocrad: 38.3% 

						Abbyy Finereader 8.0 CLI: 34.2% 

						Ocropus: 20.4% 

				

				This test, although quite far from a typical use-case due to the very low quality of the input images, nonetheless illustrates the highly variable output that can result when a particular tool is not optimised for a given source. Although the output is poor across the board in this test, the developers of Cuneiform, Tesseract, and OCR Shop XTR have obviously expended a lot more effort on making their products perform as well as possible on low-resolution input images. Most notably, Abbyy Finereader performs very poorly in comparison.

				3.4. Corpus of Electronic Texts

				The Corpus of Electronic Texts (CELT) test material, sourced from the Book of Leinster, consisted principally of one narrow column of Gaelic verse. The task of correctly analysing this layout was, however, complicated by bold and subscript marginal numbering, and – de-marked by a full-width horizontal line – extensive footnotes in a smaller italic font. The scans were apparently captured as 1-bit (black and white) images and, perhaps as a result, had a few broken glyphs that less aggressive binarisation might have preserved. Overall, though, they were of very high quality, with little in the way of unwanted artefacts. Since none of the tools under test had out-of-the-box support for medieval Irish, the role of language modelling was once again minimised.

				
						Abbyy Finereader 8.0 CLI: 87% 

						OCR Shop XTR: 86.4% 

						Ocropus: 82.6% 

						Ocrad: 81.6% 

						Tesseract: 79.3% 

						6GOCR: 76.8% 

						Cuneiform: 70.4% 

				

				3.5. UNLV evaluation

				As a complement to our benchmark datasets we also attempted to test each tool on a subset of the University of Nevada Las Vegas (UNLV) OCR test collection, consisting of a large variety of business, legal and technical documents, along with samples from newspapers and magazines. We restricted our tests to 300 dpi binary images, running a total of 2,400 page conversions. A full breakdown of the results is included in Appendix II.

				In absolute terms, both Abbyy Finereader 8.0 CLI and OCR Shop XTR were more or less equally matched and averaged about 5 to 10% greater accuracy over the whole dataset than either Tesseract 3.0 or Cuneiform, the best of the open source tools. A nuanced look at the results paints an interesting picture of where the commercial offerings had the edge.

				Perhaps surprisingly, raw character recognition rates on this fairly standard English-language material are, for Cuneiform, Tesseract 3.0, and also Ocropus in some cases, very competitive with Finereader and OCR Shop XTR. Generally speaking, for the better open source tools, the main factor drawing the average accuracy down was a lack of robustness in several areas.

				For the business material, usually standard-format business letters and mail-outs, the difference could generally be attributed to poorer handling of non-textual formatting and other stylistic elements, such as logos, bullet points and in particular signatures. Whereas the commercial tools did the right thing by detecting and ignoring non-text components, Tesseract and Cuneiform generally attempted to OCR them, rendering junk output into the transcript. (By contrast, Tesseract 3.0 actually achieves the highest raw accuracy score on the much more stylistically-reserved legal document set.)

				Handling of non-text elements also had a major bearing on the results for the magazine and newspaper samples, although in these cases page segmentation and layout analysis was also a considerable factor. The often challenging layouts used in these scans produced a very high variability in errors rates in all of the applications we tested; even the two commercial tools were frequently flummoxed (often by images which the other handled correctly). OCR Shop XTR, however, proved the most able at analysing difficult layouts, as reflected by its roughly 2% edge in average accuracy over Finereader 8.0 CLI.

				3.6. Evaluation conclusions

				One notable feature of our evaluation results was the relatively high variability in output quality between the different tools. There is no single tool that consistently out-performs all the rest, nor do the commercial tools have an unassailable advantage over their open source counterparts on the historical material tested here.

				The commercial tools do however have a non-trivial advantage with the UNLV material. This is perhaps unsurprising since our test collections – which all feature Latin script and a relative lack of non-text elements – likely played to the strengths of tools like Tesseract and Cuneiform, which feature very capable character recognition but less effective image preprocessing and page layout analysis.

				It is also worth noting again that the fairly poor performance demonstrated by Ocropus in our tests should be taken as an artefact of its relative immaturity rather than a concrete result, since its default Latin character recognition model is known to be incompletely trained at the time of writing.76

				4. Institutional issues

				In limiting our evaluation to tools with CLIs, rather than those featuring a graphical user interface (GUI), we made certain assumptions about the level of skill expected at the small- and medium-sized digital libraries we consider the principal end-users of the software.77 These skills could be broadly divided into three areas, relating respectively to: operational use, integration and source-level modification.

				4.1. Operation

				Command-line tools invariably require a slightly higher degree of technical proficiency on behalf of the user than typical OCR desktop GUI applications that run on Microsoft Windows and Apple’s Mac OS X. In practice, we would not expect an institution to deploy a command-line tool to end-users without some kind of additional user interface, many of which are freely available (albeit usually without the degree of polish possessed by the commercial offerings). It is a realistic assumption, however, that the use of open source OCR tools will require more technical skills from staff than the commercial GUI alternatives, though this consideration is balanced against the opportunities to make people’s jobs easier and less repetitive via more effective workflow integration.

				Open source tools are undoubtedly easier to manage than their commercial counterparts in some important respects, namely: flexibility of use and ease of administration. Both of the commercial applications tested here (Finereader 8.0 CLI and OCR Shop XTR) need a licence for each machine they are installed on, as well as requiring an internet connection in order to function. This can cause serious productivity issues when problems arise due to machine upgrades or network unavailability. In contrast, all of the open source applications tested here can be installed without restriction on as many computers as necessary, and do not require access to the internet in order to run.

				4.2. Integration and extension

				The major strength of command-line tools (and indeed the reason commercial vendors like Abbyy provide CLI versions of their OCR engines) is to facilitate integration with a broader IT infrastructure. This is possible at various levels; a basic use-case might be a system administrator installing a service to automatically OCR material ingested into a digital repository, for example. A more advanced case might be a programmer writing a page layout analyser targeted at specific types of material. This kind of extension and integration with off-the-shelf tools is relatively accessible to generalist programmers, and is something that we will cover in more detail when discussing our web-based prototype interface in Appendix I.

				4.3. Modification

				At the most advanced level, open source provides the opportunity to actively modify the OCR tools themselves. Whilst this might be desirable and necessary in order to improve application stability via the occasional submission of a bug-fix, it is important to note that programmers with the required skill-set and domain-specific knowledge to undertake active enhancement of OCR tools are fairly rare, and therefore likely to be quite difficult and expensive to hire. Decision-makers should not therefore assume that the open source nature of the tools makes them more customisable per se, at least not at a source-code level.

				5. The Ocropodium Web Prototype

				As noted above, we felt that relying purely on performance benchmarks did not capture some of the more interesting characteristics of and potential advantages to open source software like Ocropus, which is rapidly evolving but still far from optimised. These potential advantages included a better range of configuration options, more scope to diagnose and address the causes of poor OCR results, and better scalability for enabling more flexible automated workflows.

				In order to test integration with Ocropus we developed a web application called the Ocropodium Web Prototype (OWP), which, over time and in response to our need for comparing various CLI applications, evolved into a generalised front-end for command-line OCR tools. The application is, at the time of writing, in a ‘pre-alpha’ state, which means it is not yet feature-complete and production-ready. Nonetheless, we feel it can still serve a useful function for end-users with some technical knowledge. While we describe OWP in detail in Appendix I, several features are worth mentioning here.

				5.1. Diagnosing bad OCR

				OCR is a process comprised of several discrete stages, each of which impacts the quality of the final output in different ways.

				5.1.1. Binarisation
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				(a) Colour image	(b) High threshold
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				(c) Low threshold	(d) Balanced threshold

				Figure 2. Low contrast source images such as a) can be difficult for OCR tools to automatically binarise, tending to produce binary images with broken glyphs, such as (b). Conversely, too cautious binarisation can lead to undesirable artefacts obscuring the text, as in (c). Manual intervention may be required to produce results more suitable for OCR, such as (d).

				Generally, the first stage is binarisation, whereby a colour or greyscale image is converted to one containing only black (text) and white (background).78 This is a fallible process, however, particularly in cases where the source image has low-contrast text or a heavy tint (both quite common in aged historical documents.) While some self-contained OCR tools (eg OCR Shop XTR) do allow threshold adjustment for the binarisation step, most of them take a fully automated approach which may not work optimally with all images.79

				Ocropus’s open, componentised approach provides much more access to the various parameters underlying the binarisation stage, although they are, ‘out-of-the-box’, fairly unfriendly for end-users to access. In combination with a user interface as prototyped in OWP, however, it is possible to provide users a fully hands-on, interactive approach to determining the best settings for a given image – settings which can then be re-used when batch processing a collection.

				5.1.2. Page segmentation

				Page layout analysis is another area where Ocropus’s open design pays dividends when it comes to diagnosing – and side-stepping – potential OCR problems. Following the binarisation stage, OCR tools attempt to segment the page into sets of lines in reading order, in the process distinguishing blocks of text from non-text elements such as figures. With complex page layouts this can be a highly error-prone task that can result in an unordered transcript interspersed with pictures rendered as text.

				Ocropus includes a number of different algorithms for performing page layout analysis, each packaged as a separate component. By providing an interactive interface to visualising the results on selected images, OWP provides users with a fast and easy way to make informed decisions about the algorithm most suitable for their particular document set.

				As described in more fully in Appendix I, we have also written proof-of-concept Ocropus components that accept extra user input in the form of ‘hints’, which help the segmentation algorithms to reach the correct hypothesis via foreknowledge of the typical ‘expected’ page layout for a given document set.

				5.2. Assisted correction

				In cases where the OCR output is expected to be read by people (as opposed to just providing a secondary enrichment source), correction of the machine transcripts is an inevitable and crucial part of the process. As well as being extremely time-consuming, transcript correction is also a prime cause of metadata loss: namely, the metadata output by OCR engines that describes the position of text in the source image.

				With OWP, we aimed to improve the situation somewhat by making the positional metadata a fundamental part of the correction process, with lines of text serving as separate editing ‘units’. While this depends on the page layout hypothesis always being correct, the benefits are two-fold. First, it allows the creation of a user-interface that visually links any part of the transcript being corrected to the portion of the source image from which it was derived. Providing these contextual cues eases correction effort considerably, by reducing the need to constantly re-scan for the relevant part of the input image. Second, it results in a finished, corrected transcript that still retains the most relevant positional metadata describing its layout and structure.

				5.3. Automated evaluation

				As mentioned above, OWP provides a platform into which command-line OCR tools (open source or commercial) can be integrated with minimal effort. As well as just leveraging each particular tool’s native feature-set, we can also take a hybrid approach whereby Ocropus’s flexible (and effective) preprocessing and segmentation features are combined with another application’s character-recognition engine. By integrating, for example, Ocropus and Tesseract in this manner we can get some of the best of both worlds: flexible preprocessing with mature recognition features.

				Integrating several tools into this broader framework also allows us to run automated evaluation testing, whereby we compare the performance of different combinations of parameters on the same input material, with the ISRI OCR evaluation suite providing a final accuracy ‘score’. Users can quickly and easily test multiple combinations of preprocessing, page segmentation and character recognition tools against one another on any sample material, and use the results to inform how to proceed with OCR on the full document collection.

				5.4. Batch processing

				Even prior to correction of the output, OCR can be a time-consuming process when dealing with a large number of documents. There is always a trade-off in OCR tools between processing speed and robustness, not to mention the overhead of dealing with the high-DPI scans that are necessary for the best results.80 Given that time spent waiting for OCR tools to complete is time that could be better spent debugging or correcting output, we feel that scalability in this regard is an important attribute in an OCR system.

				Scalability, achieved by processing multiple documents in parallel, is also a considerable advantage that open source tools have over their commercial counterparts. Users of products such as Finereader 8.0 CLI and OCR Shop XTR will generally need one licence for every individual copy they run on one or more computers, which tends to preclude on-demand scaling of processing resources. In contrast, when using open source tools as many copies as needed can be run simultaneously. OWP is designed to take advantage of this potential with a batch-processing system that can leverage a cluster of networked ‘worker’ machines to OCR multiple documents in parallel.

				6. Conclusions

				Whilst by no means a comprehensive examination of the issues, we have presented here a round-up of several open source and commercial OCR tools and the results of our performance benchmarks. Although the open source tools we tested don’t quite match the accuracy of the commercial offerings on English-language material, the gap is small enough that other factors, such as cost and scalability, could well make up the difference. We also found that robustness and handling of non-text elements – rather than pure character recognition – was a major factor in the commercial tool’s favour.

				Moreover, the high variability in performance between different test datasets argues against assuming a particular commercial tool will always be the best fit for a given input. This highlights the importance of running a systematic trial evaluation on representative sample data prior to making decisions about which OCR tool to use for a large project.

				The various aspects of the OCR workflow outlined above with reference to our Ocropodium web prototype interface (and expanded in Appendix I) all capitalise on the advantages offered by Ocropus (and to some degree other embeddable open source programs) in some way, whether simply by allowing use in a parallel distributed environment without requiring per-seat licences, or providing access to normally under-the-bonnet features.

				Ultimately, we believe that whilst commercial products have a clear edge over their open source counterparts when considering the broad spectrum of possible input material, the picture at the level of individual collections is less clear, and the ability to extend and embed open source tools with far fewer restrictions gives us confidence in their potential for use in historical OCR.

				
					
						70	‘Open source’ does not necessarily mean ‘Gratis’. For all the software discussed here, however, we assume that the source code is available, and can be properly compiled for Linux.

					

					
						71	Ocropus also provided the inspiration behind this project’s name.

					

					
						72	Albeit a couple of version numbers behind Abbyy’s latest GUI OCR products for Windows and OS X.

					

					
						73	Customer support after 30 days is charged via an annual maintenance fee. Vividata also offer a ‘Lite’ version of OCR Shop XTR, which we discounted since it omits a number of important features, such as page layout information.

					

					
						74	The site originally hosting the ISRI toolkit is no longer available, but their sources are available on Google Code: http://code.google.com/p/isri-ocr-evaluation-tools

					

					
						75	This method could be considered rather naive, since it can potentially fail to account for different degrees of readability between otherwise similar raw accuracy percentages, but we considered it the best single metric for our purposes. Full results in Appendix II include the number of accurately transcribed words, which may also be of interest.

					

					
						76	To bear this point out, we experienced significant improvements in performance when testing Ocropus character models that were trained on specific datasets. More information on our experiences with training is provided in Appendix I.

					

					
						77	A command-line application is one which runs via text entry at the command prompt (the Shell or Cmd) rather than using a mouse-driven graphical interface. These are more common on UNIX-derived operating systems such as Linux and Mac OS X, but also feature for certain uses on Windows.

					

					
						78	In some cases, preprocessing of the original colour or greyscale image may take place, to correct issues such as page skew.

					

					
						79	The reasons for not exposing every possible parameter vary from application to application. Providing too many options via a CLI can compromise usability. Some tools simply use basic algorithms with few parameters. Makers of commercial OCR CLI tools may feel it detracts from the value of their full-fledged SDK products.

					

					
						80	Tools like Ocropus which are still under active development tend to be slower still, simply because they have not yet been optimised.

					

				

			

		

	
		
			
				Chapter 7

				Connected Histories: Sources for Building British History, 1500–1900

				Tim Hitchcock (University of Hertfordshire), Sharon Howard, Katherine Rogers, Robert Shoemaker (University of Sheffield) and Jane Winters (Institute of Historical Research, London)

				Synopsis

				Connected Histories is a federated search facility which addresses the ‘silo effect’ among academic resources, by providing a single point of access to 11 distributed electronic sources in British history, 1500–1900, encompassing 7 million search items, and giving direct search access to an estimated 5.6 billion words of historical data (and indirect access to 140,000 images). Selected for their variety in terms of content, structure and commercial or academic provenance, as well as their significance, it is intended that these resources will be supplemented by others as Connected Histories is recognised as an essential search facility and new resources become available. The sources included at the launch were:

				
						British History Online

						British Museum Images

						Burney Newspaper Collection, 1600–1800

						Charles Booth Archive

						Clergy of the Church of England Database, 1540–1835

						House of Commons Parliamentary Papers

						John Johnson Collection of Printed Ephemera

						John Strype’s Survey of London

						London Lives, 1690–1800: Crime, Poverty, and Social Policy in the Metropolis

						Origins.net

						Proceedings of the Old Bailey Online, 1674–1913

				

				Our goal was to create a fully integrated search facility, which added value to all these resources not simply by integrating them within a single search, but also by using natural language processing (NLP) to enable more structured searching (by name, place and date) of resources where such searching was not available, and by creating a ‘connections’ facility which allows results on similar topics in different resources to be linked together. The indexes generated to search this material are nearly 30GB in size.

				The project is a collaboration between three research institutes and three project directors at four universities:

				
						University of Hertfordshire (Professor Tim Hitchcock)

						University of Sheffield, including the Humanities Research Institute, which carried out the indexing of all the resources and developed the search engine (Professor Robert Shoemaker). Project staff: Dr Sharon Howard (Project Manager), Michael Pidd (Director, HRI Digital), Katherine Rogers (Technical Officer).

						The Institute of Historical Research at the University of London, which developed the website front end (Dr Jane Winters). Project Staff: Dr Matthew Davies, Bruce Tate (Web Manager), Jonathan Blaney, Dr Peter Webster

						The Centre for Computing in the Humanities at King’s College London, which carried out the evaluation of the natural language processing and the search engine. Project staff: Jamie Norrish, Miguel Vieira.

				

				Connected Histories was an intentionally ambitious project. At the outset, we were aware that securing permissions from the content providers, carrying out the natural language processing, designing an appropriate search facility and managing the work across four organisations would all be challenging tasks. Over the course of the project additional obstacles were encountered owing to the sheer size of the data to be indexed, difficulties in applying NLP to texts generated by poor quality optical character recognition (OCR), and obstacles to ensuring access to subscription resources. While we always knew sustainability would be an issue (and we had a plan), we came to realise that this was a more complex issue than originally anticipated. And while we had a substantial plan for media engagement, this did not work out as originally envisaged.

				Our strategies for meeting these challenges are outlined below. While we have had to make some compromises, we believe we have achieved our fundamental objective of creating a fully functioning search interface which to date has been well received by our target audiences. We hope that the lessons learned, in terms of advance planning, collaborative working and meeting the technical challenges, will be transferable to other projects.

				1. Background

				Connected Histories was designed to address the ‘silo effect’ in all its manifestations, including the architecture of the web that separates one dataset from another, the methodologies of digitisation that make re-using data more difficult, and the ‘silos of the mind’ that prevent scholars from sharing and collaborating.

				The silo effect is a complex amalgam of issues, in part technical and in part philosophical, and Connected Histories addresses them in several different ways. First, Connected Histories is designed simply to bring on to a single screen 11 different major historical web resources 

				– allowing, for instance, the Parliamentary Papers to be searched in combination with the records of all the sessions papers of the county of Middlesex – bringing together precept and practice. Part of this entails breaching the walls that divide digital content created using very different business models. The British digital environment is characterised by content located in free academic sites, genealogical sites and in JISC-licensed, but commercially distributed sites. Connected Histories is designed to index content in all these different forms and in the process remove the initial barriers to cross searching.

				More fundamentally, Connected Histories is designed to separate the ‘front end’ and search generation facility from a ‘back-end’ data store and results delivery system. In doing so, it is intended to help break up the model of one search form addressing a single dataset, and to exemplify an online architecture fit for a distributed online environment that encompasses different business and delivery models.

				In some respects, the silo effect created by individual web resources is simply an epiphenomenon of a deeper series of academic and intellectual practices. The reliance of scholars on keyword searches, for instance, reflects an older style of reading for content. By remotely tagging unstructured data for names, dates and places, Connected Histories is designed to lay the foundations for more structured ways of addressing online resources. It is part of the process of breaking the cycle of old style intellectual engagement with text.

				And finally, Connected Histories is about creating an online community of scholars and an environment in which research connections and search pathways can be shared. It is about crowdsourcing scholarship and encouraging collaboration – helping to address the silos of the academic mind.

				2. Methodology

				In order to enable searching of the 11 distributed resources, each of the sources needed to be indexed by keyword, name, place and date. Each resource provider gave us a copy of their data for this purpose. Because the resources are in several different formats, our methodology for indexing names, places and dates varied, depending on the extent to which the data in the distributed resources is structured.

				Structured databases, such as the Clergy of the Church of England Database, and semi-structured sources where the text is marked up with XML tags, such as the Old Bailey Proceedings Online, were processed by extracting already identified information on names, places and dates into indexes. Unstructured texts, such as British History Online, were processed using NLP in order to identify names, places and dates in the original texts. 

				The NLP begins by identifying all the phrases within the text that appear in one of the gazetteers – this may identify, amongst other things, surnames, places, monarch names, doubtful names and excluded combinations (a combination that may appear to be a person name, but is not, such as Roman Walls). Phrases or words may be initially marked up as several different things – William may be identified as a monarch name, a first name and a surname. When all possible matches have been determined, the NLP takes an ‘educated guess’ to identify words and phrases as a person, place or date. At this stage, phrases or words are only identified as one of these. The NLP process takes two main factors into account when deciding what to mark up as a person, place or date. As well as the gazetteer markup, it considers adjacent words (a word identified as both person and place is marked up as a place if preceded by a phrase such as ‘north of’ but a person if followed by a phrase such as ‘wife of’). It also deduces places and people that do not appear in the gazetteer – ‘town of’, for instance – and will mark the following phrase as a place, even if that place name is not in the gazetteer.

				The NLP outputs XML with basic markup identifying person, place and dates. Details of newly identified people and places, not currently in the gazetteer, can also be outputted so that the gazetteer can be improved with each cycle. Although presented here as a two stage process, the NLP in practice requires several passes of the data – consequently the length of the file and the density of identifiable phrases has a significant effect on the time taken to process each file. As the process relies heavily on gazetteers and the presence of adjacent words and phrases, the NLP is significantly less effective when processing poorly OCR-ed text or even text with minor but frequent errors.

				ANNIE, an open source information extraction system, was used, in conjunction with custom-scripted pattern action rules, to apply named entity recognition to the texts. Gazetteers were constructed from a range of sources, including the structured texts and the Digimap gazetteer, and they evolved as additional text was marked up. The process was carried out in dialogue with our own quality checks and the evaluation procedure outlined below in order to fine-tune the results.

				The search engine uses the Apache Lucene text search engine, within a Java environment. The indexes and search engine are hosted at the Humanities Research Institute in Sheffield, and made available to the Connected Histories website hosted at the Institute of Historical Research in London via a JavaServer Page application programming interface (API). The API receives search parameters via HTTP request parameters and returns results in an XML document. While this is designed to meet the immediate needs of the project, it would be reasonably straightforward to make results available via a RESTFUL interface and/or to return them in RDF format; and we are working to achieve this in the future.

				The Connected Histories front end uses the .Net Framework 3.5, and runs on Windows 2003, IIS6. A local development server is used for project coding and unit testing before deployment to the live site. Texts containing background information, search help and information about the project were created on a wiki and the resulting HTML pages were ported over to the Connected Histories website.

				Evaluation of the NLP and search engine was carried out by the Centre for Computing in the Humanities at King’s College London. Text samples from the resources were manually marked up with names, places and dates, and the results compared with the markup produced by the NLP. The results indicated that the effectiveness of the NLP varied significantly, depending on the structure of the original text and, more importantly, the quality of the transcription. Text generated by OCR tends to produce less accurate results than rekeyed text, because errors in the OCR made both the words to be marked up and their surrounding context less recognisable to a machine processor. The best results (in the region of 63–78% accuracy) were achieved for British History Online (for which all the text is rekeyed) and the Parliamentary Papers (where a relatively consistent printed format enabled reasonably accurate OCR), while the 17th- and 18th-century British Newspapers produced the worst results (from 22–52%), due to the poor quality of the OCR resulting from highly variable and often distorted original print. In general, the best results were found for locations and the worst for persons and dates.

				The search engine was evaluated by testing a sample set of queries on a number of the resources and measuring the relevance of the results that were returned. Where the NLP was successful and the original transcription accurate, the evaluation found high levels of relevance in returned results, with precision levels (a measure of the fraction of documents retrieved by the search that are considered relevant) in the region of 0.9 to 1.0. It was not feasible to compare search results produced by the search engine with those produced by searches in the original resources, as was initially proposed, because the original resources use different units for search and different ranking methodologies.

				3. Challenges, achievements and lessons learned

				The challenges we encountered in carrying out Connected Histories fall into several categories: obtaining permissions to access resources; coordinating work on the project across four institutions; technical difficulties in carrying out the natural language processing and indexing; designing an accessible interface that would appeal to a wide range of users; dealing with subscription access protocols; carrying out a thorough evaluation of the search engine; and finally developing a viable sustainability strategy. Overcoming these challenges required flexibility, innovation and patience.

				All holders of electronic content who we invited to contribute to the project indicated strong willingness to participate in Connected Histories; no provider, whether commercial or academic, turned us down. Turning consent in principle into formal signed agreements, on the other hand, was occasionally problematic. Staff from the University of Sheffield research office helpfully provided an agreement template, and most content providers agreed with only minimal fuss. One non-profit organisation based in the United States, however, proved extremely difficult to work with, owing to their desire to use their own far more complex template, and delays in responding to messages. Ultimately this problem was resolved with persistence, occasional lobbying of high-profile contacts and a lot of patience, but because of these delays this resource could not be included in our first release. The most important lessons to be learned here are to allow plenty of time for such negotiations, and to take advantage of high-level contacts when the process stalls.

				Coordinating work on the project across four universities, two of which had not previously worked in collaboration with the other two, also presented some challenges. Initially, full project meetings involving all project staff in person were necessary in order for staff to get to know each other, but as the project evolved we increasingly supplemented these with online communications software to allow issues to be resolved without having to wait for the next project meeting. These tools included Basecamp, for conducting discussions and sharing files; Google Docs and online wikis for collaborative drafting of documents; JTrac for reporting problems with the website and recording their resolution; and Skype. Once project staff learned how to use these tools effectively, they facilitated efficient communication and resolution of difficulties.

				Most of the datasets were transferred to the Humanities Research Institute quite straightforwardly by FTP and a few small ones were delivered on CD. Some of the larger datasets, such as newspapers, were transferred via hard disk. Managing this process proved complex and, in particular, required careful record keeping to ensure appropriate version control, and an audit trail that would satisfy the requirements of the legal agreements with the original IP owners.

				Connected Histories indexes over 7 million search items, containing almost 4 billion terms, in indexes that are nearly 30GB in size (as the index terms exclude ‘stop words’, they represent only 70% of the original text). The larger collections, such as the 17th- and 18th-century British Newspapers and the Parliamentary Papers, each contain approximately 100GB of textual data. Processing this amount (and variety) of data posed logistical challenges. Data was provided in a variety of ways and in a variety of forms: text, database dumps and XML files. The associated metadata was sometimes part of the data and sometimes existed as separate files, for example as Excel spreadsheets or Word documents. Significant effort was required to ascertain that we had received the correct data and to understand the format of the data and associated metadata before work could begin on building indexes for it. The size and number of files meant that it often took days or weeks to process or transfer the files. For the larger collections, rebuilding and uploading a new Lucene index could take several days (without applying NLP). When the data was not structured and had to undergo NLP, data handling became even more logistically challenging. Data often required preprocessing – the time taken to process a file is, in part, related to its size so some files were preprocessed to remove unnecessary markup before NLP, for example. After applying NLP, files were post-processed – for example, the dates were translated into a form that could be used by the indexes. This meant several versions of the data could exist: the original data, preprocessed data, the data output by the NLP, the post-processed files, the text files for the snippets and the Lucene indexes. A balance had to be struck between backing up this data in its different forms so that work did not have to be unnecessarily repeated versus the time and space required for backing up multiple forms of the data. Text files and Lucene indexes are backed up as part of normal server backup. We also aimed to back up preprocessed and NLP output as a minimum, as well as copies of the original data during the processing period, but for the larger collections this has proved problematic.

				Largely owing to the scale of the data incorporated in Connected Histories, but also due to lessons learned in the course of the project, our planned technical methodology changed in two significant ways. First, our plan to use a web crawler to access data from remote sites was modified. While a prototype web crawler was developed, crawling the data raised a number of difficulties, including the quantity of data and time taken, and access difficulties with subscription sources. Moreover, it was found that valuable existing metadata was lost when data was retrieved by crawling. Ultimately, obtaining data direct from the content providers was more efficient. However, the project retains the ability to crawl websites for data, and we will use this functionality where appropriate to determine whether the data on federated sites has changed significantly. If it has, we will contact the content provider to negotiate access to the new data. Second, our plan to produce RDF versions of the index was abandoned. The large quantity of data generated raised storage issues, and it was felt that whilst the ability to generate RDF for external linking was useful, within the project searching would be more effectively performed using Lucene indexes. This issue will be revisited as the technical environment changes, and in light of changing demand for RDF formatted output.

				A final technical challenge could not be overcome within the scope of this project. As explained above, the project relied on NLP to identify names, places and dates in unstructured texts, but the evaluation demonstrated that some text generated by OCR had so many errors that the NLP could not function at a high level of accuracy. These problems might be alleviated by implementing more sophisticated processing or searching algorithms, but this presents a number of technical and practical obstacles and the work required was beyond the scope of the project. However, one objective of the project was to expose the underlying raw OCR text of historical data to the end user in a ‘snippet view’, as a way of encouraging both the development of better OCR methodologies designed specifically for historical materials, and greater scholarly appreciation of the issue of OCR quality. It is hoped that the project will encourage the providers of such text to improve their OCR-ed text in order to make both searching and NLP more productive.

				The development of the user interface provided a number of challenges. Most importantly, we needed to understand how users were likely to interact with the site, and what features they would be likely to use. To that end, we engaged a web design firm very early in the project, which proved to be very helpful. By conducting focus groups with target users (academics and students), through the questions the web designers asked of us, and in discussions with our advisory panel, we were able to identify the functionalities that the site would and would not need. The focus groups, for example, made it clear that social networking features were not a high priority, even for students, and while the academics told us that a personal workspace would be valuable, they indicated that we did not need to replicate features available in widely accessible citation management programmes such as Zotero.

				We also faced some hard decisions about how we should display the results of searches, which often produce thousands, if not tens and hundreds of thousands, of results. In resolving this issue, it was helpful to think back to the primary purposes of this project, one of which was to point users to the full range of resources available, some of which are less widely known than others. For that reason, the default search results page initially displays one result for each resource, regardless of how many are returned, and the ordering of the results depends on the density of the presence of that search term in the original resource, which means that even relatively small resources will sometimes come at the top of the list. The resulting display, which provides several opportunities for users to modify the display to suit their own requirements, was the result of a significant amount of discussion and testing.

				In delivering results to our users, we faced the problem of facilitating user access to subscription sources. Connected Histories works by providing all users with snippet access to comprehensive search results, but for sites which require subscription access users must log in to view the original resource. The login requirements of commercial sites vary significantly, and, for subscriptions which are institutional, procedures at the institutional end also vary. The variety of procedures unfortunately meant that it was impossible to establish problem-free access to subscription sources. We attempted to establish appropriate durable URLs to use with all data providers and one provider did work with us to provide a new route into their site to alleviate access issues. We also provided advice on subscription access through a ‘tooltip’ in the form of a key next to the relevant search results. While these strategies work for most subscription sites, one resource still remains problematic, and the commercial provider has been reluctant to help us resolve the problem. In the end, all we can do is gather evidence of the difficulties encountered, with a view to presenting this evidence to the provider in order to lobby them to fix the problem.

				One of the innovative aspects of the project was the appointment of a project partner with the specific task of evaluating the two major technical aspects of the project: the natural language processing and the search engine. This proved to be worthwhile, since the issues raised by the evaluation allowed us to refine our methodologies and eliminate bugs. But while this was an element of good practice which is worth repeating, it added an additional complication to project management. Communications with this additional partner sometimes broke down, and we were unable to find enough time at the end of the project to allow a thorough evaluation of the search engine to take place, and address any problems raised. In the future, the participation of the ‘evaluation partner’ needs to be more carefully incorporated into the project plan.

				Finally, we spent a lot of time planning our sustainability strategy. Not every resource which was available to us could be incorporated into the website at launch, and in any case we are aware of the need to secure ongoing income streams to keep the site going. As originally planned, we have included Google Adsense on the site, and at the suggestion of our advisory panel, we have included an on-site facility for donations. To obtain funded new content, we have developed a policy, published on the website, which explains our criteria for accepting content and the costs which will be charged, on a renewable basis, to providers. As we move into the post-launch, non JISC-funded phase of the project, we are conscious of the need to develop sustainable procedures for managing the site’s development, given that we will no longer have staff with a significant amount of time available to devote to the website.

				4. Outcomes and impact

				The Connected Histories website (www.connectedhistories.org) was launched on 31 March 2011 at the Institute of Historical Research in London. It was presented, alongside the JISC-funded Mapping Crime project, at a workshop attended by more than 40 people, with a keynote address given by David Thomas, Director of Technology at The National Archives.

				The finished website foregrounds the search function, essential for users when navigating through such a huge range of material. It presents a single, Google-style search box on the homepage, with options to undertake a free text search or to limit results by person, place or date. The separate search page allows users to undertake more complex searching, with a range of options for filtering results (by subscription status, resource and source type).

				As explained, search results are presented by resource, allowing users to view the different resources indexed by Connected Histories. The initial view presents the most relevant result for each resource, and the user then has the option to view more (bringing up five results) or to view all results for a particular resource in a new window. Where a search returns fewer than 20 results across all resources this is presented in a single consolidated list. Easy to use options are provided to facilitate search refinements. Our approach is intended to help researchers navigate through a huge range of material, without losing the context for the information with which they are working, and to encourage users to become aware of all the possible strategies for refining searches.

				Connected Histories also offers registered users a personal workspace, within which they can save searches or individual search results, which they can then connect together. The option to create ‘connections’, which may be kept private or shared with other users as a form of user-generated browsing, is an important aspect of the site, and one with considerable potential to support the use of Connected Histories in teaching. Users may also choose to export search results for re-use, at present in CSV or HTML format.

				In a site of such complexity, it is important to provide a range of contextual material to help users make the best use of its functionality. To this end, Connected Histories has included a series of nine research guides, focusing on topics such as ‘Local history’, ‘Searching for images’, ‘Crime and justice’ and ‘Family history’, which provide advice on search strategies. It also makes available guides to the individual resources which are accessed through the site, including information about the technical methods used in their creation and any strengths and weaknesses of which researchers should be aware. There are also ‘Frequently Asked Questions’, a short video introduction to the site and a range of ‘tool tips’ providing further guidance.

				While still in development, as the result of a JISC press release the project received early publicity from the BBC, where it featured in an article in the ‘News’ section of its website (http://news.bbc.co.uk/1/hi/8577164.stm). It also featured in publicity for the British Library’s Growing Knowledge Exhibition in the autumn of 2010.

				The formal press launch for Connected Histories was on Monday 4 April 2011. A press release was circulated by JISC and by the press offices of the partners in the project. It may be viewed at www.jisc.ac.uk/news/stories/2011/04/connected%20histories.aspx. Further promotional activity was carried out using a variety of online media, including blogs, web news items (eg www.nationalarchives.gov.uk/news/556.htm) and Twitter. To attract journalistic interest, a series of exemplary case studies, for example about royal weddings and a conspiracy to kill King George III, were created by Sheffield MA students and distributed with the press release, together with images.

				Unfortunately, despite initial interest from the Sunday Telegraph, the story was not picked up by the national media. Discussions with a journalist at the Telegraph suggest that because the site has not created any new content, the story was not deemed newsworthy. While disappointing, this is not a major problem for the project since a series of articles about the site are forthcoming in periodicals targeted at our core audiences of academics and family and local historians. These include the major journal History, the Royal Historical Society newsletter, Research Information (www.researchinformation.info), the May issue of Who Do You Think You Are? magazine, and the May issue of Local Historian, produced by the British Association of Local Historians. The two largest popular history journals in the UK, History Today and the BBC History Magazine, have also indicated that they will run stories about the site.

				In its first fortnight, from 31 March to 13 April 2011 inclusive, Connected Histories received 26,537 page views, consisting of 5,043 visits (3,759 visitors). The average number of page views per visit is an encouraging 5.26. The majority of traffic (66.59%) has been from within the UK, but there has also been significant international usage, notably from North America (17.51%). The video guide introducing Connected Histories has been viewed 72 times, and Connected Histories has been referenced in several hundred tweets.

				The bulk of user feedback to date has been received via Twitter, and has been uniformly positive. Selected comments include: ‘Fascinating new online resource for historians (and anyone interested)’; ‘Website of the Day (Month? Year?!)’; ‘Teaching, studying, or interested in British History? Check out Connected Histories’; ‘One to definitely add to your bookmarks for history resources’; ‘Absolutely amazing!’; ‘Rather splendid federated search tool’; ‘This looks ACE’; ‘such a great project’; ‘Feel like I studied in the dark ages…’; ‘Fantastic new Historical Resource’; ‘Connected Histories has got me all excited about my PhD again’. Connected Histories has also featured in a number of blog posts, for example History & CUL [Cornell University Library], http://bit.ly/hIP7RR (‘a remarkable free resource [which] suggests some of the ways that historical digital collections may develop’); the Society of Genealogists blog, http://bit.ly/hLkjxM (‘Connected Histories brings together great resources for family history – a thumbs up from the Society of Genealogists’); and The Bioscope, http://bit.ly/g8nPQl (‘[Connected Histories] is a significant indicator of the ways things are going. Institutions and individual databases are becoming things of the past. Concatenations of datasets and federated search systems are going to take over. It’s the globalization of knowledge.’).

				Our experience with academic use of electronic resources such as Connected Histories suggests that use will grow over time, as academics incorporate it into their research and teaching strategies. In particular, student use is likely to grow when undergraduates start new modules at the beginning of the next academic year, and embark on dissertations and related projects. The planned inclusion of additional resources will both encourage greater use and provide an additional opportunity to disseminate publicity about the site.

				As well as a continued focus on public and academic dissemination, technical members of the project team intend to author papers in order to disseminate knowledge about the technical methodology, with a particular focus on the implementation of the NLP. A paper on the technical methodology has already been accepted for presentation by Katherine Rogers at the 2011 Digital Resources in the Humanities and Arts conference.

				In addition to the 11 resources included at the launch of Connected Histories, a major update, planned for September 2011, will see the inclusion of at least five new sources: 65,000 19th-century books from the British Library, via the JISC Historic Books platform; 23,000 19th-century pamphlets from JSTOR; material from The National Archives’ documents online; data from the People in Place project (www.history.ac.uk/cmh/pip); and the new History of Parliament Online. Even before then, the British Library newspapers on the site will be expanded to take in the vast 19th-century collection (3 million pages from 71 titles). Discussions are under way with other resource creators and publishers, including the State Library of Queensland (publishers of the British Convict Transportation Registers database), as part of the Connected Histories long-term strategy for development and sustainability.

				The Connected Histories project has had a significant impact both on the members of the project team and on their respective institutions. All staff working on the project have developed new skills, in relation to its technical, administrative and collaborative elements. The scope and scale of the project was unique for all partners, and the challenges of dealing with cutting edge natural language processing techniques, complex rights management and the requirements of five central organisations and seven external resource providers have considerably enhanced the overall skill set. For the universities and research institutes involved, chiefly Sheffield, Hertfordshire, the Humanities Research Institute and the Institute of Historical Research, the project has demonstrated the importance of developing online research resources and the significance of collaborative working in achieving innovation. The engagement of university administration in such processes is vital for the sustainability of electronic resources, and Connected Histories has successfully achieved this level of impact within the partner higher education institutions. 

				5. Conclusions

				Connected Histories has demonstrated that there is a strong appetite for integrated searching of existing electronic resources in a more precise manner than is possible with internet search engines. The universal willingness (so far) of commercial content providers to participate in this model is particularly significant. This project also demonstrates that such a resource can integrate a wide range of types of source, large and small, including both text and images, and data with varying degrees of structure. And by separating front- and back-end functionalities, it shows that indexes made accessible via an API have the potential to be interrogated in a variety of different ways. Some technical challenges, of course, remain, but these cannot all be resolved by this project alone. There is an urgent need to clean up the ‘dirty’ OCR behind some electronic resources, in order to improve the results generated by natural language processing, and subscription access protocols need to be simplified in order to ensure those with legitimate subscription access can do so without difficulty.

				The success of this project, of course, will only become evident over time. While initial reactions are very positive, site usage needs to grow over time in order to achieve our goal of making Connected Histories the first port of call for anyone conducting research in British History. To that end we will continue actively to publicise the site, but our most important strategy for embedding the site in university teaching and research is to increase the number of resources included. The additional resources included in our first update, in September 2011, are the first substantial step in that direction, and if the site is to be successful it will require regular updates thereafter. Over time, it is hoped that the site’s geographical and chronological parameters can be extended, perhaps in the first instance to include all English language historical sources, and the twentieth century (as several potential users have suggested to us). As we have learned from our other projects, an internet resource can only be successful if it continues to grow and adapt to the needs of its users.

			

		

	
		
			
				Chapter 8

				Mapping Crime beyond the John Johnson Collection

				David Tomkins (University of Oxford)

				Synopsis

				The Mapping Crime project sought to enhance crime material available via the online digital resource the John Johnson Collection: an Archive of Printed Ephemera through the creation of direct links to related material in a number of external online resources, thereby enabling those studying crime history in particular, and social history in general, to more easily explore themes and narratives by building connections between different sources. This paper will describe the context of the project and its outcomes, before exploring aspects of the project methodology, particularly with regard to its manual approach to gathering information and establishing links. It will then consider the potential for future developments.

				1. Context

				Between 2007 and 2009, JISC funded the Electronic Ephemera81 project, a partnership between the Bodleian Library82 and ProQuest83 to catalogue, conserve, digitise and deliver online some 70,000 items drawn from the Bodleian’s John Johnson Collection of Printed Ephemera.84 The project endeavoured to broaden access to a wide array of rare or unique archival materials documenting various aspects of everyday life during the eighteenth, nineteenth and early twentieth centuries, and its main output was the digital resource the John Johnson Collection: an Archive of Printed Ephemera.85 One of the five broad subject areas in the collection selected for inclusion in the project was the Crimes, Murders and Executions section, comprising some 1,300 broadsides, calendars, pamphlets, chapbooks, trial proceedings, wanted posters, prints and news clippings.

				The Crimes, Murders and Executions section is one of the most popular and most often consulted sections in the collection, providing documentary evidence which supports research in various aspects of social history: the judicial system and its sentences; public attitudes to crime and punishment; women and crime; the nature of contemporary reporting; and the practices associated with street printing during the period. The provision of detailed and extensive catalogue records for such material, all with high quality digital images and delivered through a sophisticated, state-of-the-art search facility, has ensured easy access to such material for scholars investigating this crucial aspect of Britain’s social history during the eighteenth and nineteenth centuries, especially for those who might not be able to visit Oxford in person.

				It became clear while undertaking research to create the catalogue records for this material that there were already a number of individual resources available online which offered a substantial amount of source material relating directly to the crime ephemera being delivered through the. However, while the prolificacy of online resources relating directly or indirectly to the study of criminal histories was largely welcomed by researchers active in this area, it did not escape the notice of some commentators that many of these resources needed to be consulted in conjunction with each other rather than in isolation in order to gain a full and accurate picture of criminal events and their place in the public consciousness.86 With a discrete collection of crime ephemera newly available in digital form through the John Johnson Collection, it seemed there may be scope for encouraging historians of crime to follow trails and build narratives by pointing users of the digital resource toward external information which would be of direct relevance to their specific area of research. To this end, a proposal was successfully submitted to JISC’s eContent Programme 2009–2011 and a one-year project, Mapping Crime beyond the John Johnson Collection,87 commenced in October 2009.

				The primary aim of the Mapping Crime project was to map individual records in the John Johnson Collection to the appropriate entries in existing online resources that contain references, citations or other related material, so that users at all levels of research could more easily follow their line of enquiry. Over the course of a year, records in the resource were linked as appropriate to relevant pages in seven resources (described below), as well as to other items in the John Johnson Collection itself:

				1.1. Old Bailey Proceedings Online88

				A digitised collection of all surviving editions of the Old Bailey Proceedings, published by the Humanities Research Institute at the University of Sheffield and providing access to nearly 200,000 trials held at London’s central criminal court between 1674 and 1913. Records in the John Johnson Collection were linked directly to the transcript of the relevant trial.

				1.2. Dying Speeches and Bloody Murders89

				Harvard Law School Library’s collection of more than 500 broadsides spans the years 1707 to 1891; it is one of the largest such collections recorded and was the first to be digitised in its entirety. Records in the John Johnson Collection were linked directly to an image of the relevant broadside.

				1.3. The Newgate Calendar90

				Published by the Navarre Society in London in 1926 and hosted by the Tarlton Law Library at the University of Texas at Austin, this edition of the calendar provides a five-volume compilation of biographical accounts of many of those imprisoned at Newgate, most of whom were awaiting execution. Records in the John Johnson Collection were linked directly to the relevant biographical account.

				1.4. British Periodicals91

				Produced by ProQuest, this resource consists of more than 460 periodical runs published from the 1680s to the 1930s, comprising some six million keyword-searchable pages to form an unrivalled record of more than two centuries of British history and culture. Records in the John Johnson Collection were linked directly to the full text of the relevant periodical articles.

				1.5. British Newspapers 1600–190092

				Produced by Gale Cengage, this resource provides access to the British Library’s 17th and 18th Century Burney Collection Newspapers and 19th Century Newspapers, and contains nearly three million pages and 40 million articles. Records in the John Johnson Collection were linked directly to the full text of the relevant newspaper articles.

				1.6. 19th-century UK Periodicals93

				Consisting of more than 600 titles, this Gale Cengage publication consists of five series and is an invaluable resource for the study of British life in the nineteenth century. Records in the John Johnson Collection were linked directly to the full text of the relevant periodical articles.

				1.7. Bodleian Library Broadside Ballads94

				The Bodleian Library has unparalleled holdings of over 30,000 ballads in several major collections, many of which relate to crime and criminals, and these have been gathered into a single catalogue which is presented with a scanned image of each ballad sheet. Records in the John Johnson Collection were linked directly to an image of the relevant broadside.

				2. Outcomes
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				Figure 1. Trial and execution broadside

				The main objective of the Mapping Crime project was to enhance the records in the Crime, Murders and Executions section of the John Johnson Collection: an Archive of Printed Ephemera, so that users could follow direct links to related material in other online resources and thereby more easily make connections between different types of source material. Whether they are studying crime history specifically, or are interested in crime as part of the wider social or cultural sphere in the eighteenth and nineteenth centuries, users of the John Johnson Collection have since late 2010 been provided not only with extensive descriptive metadata, high-quality images and sophisticated searching and viewing functionality, but also with direct links to relevant records, transcriptions and digital surrogates in a variety of external open access and restricted-access resources.

				For example, a scholar who is interested in pirates will find in the John Johnson Collection a broadside relating to the 1864 trial and execution of some sailors for murder and piracy on board a ship called ‘The Flowery Land’.95 At the end of the main body of the record relating to this broadside, he will find a list of related sources with links to different types of source material. There is a link to 19 reports and commentaries regarding the crime, and the fate of those accused of committing it, in Gale Cengage’s 19th Century UK Periodicals and a further link to over 200 reports in British Library Newspapers 1600–1900. And amongst links to articles in ProQuest’s British Periodicals, he will find in Charles Dickens’ journal All the Year Round the ship’s Norwegian carpenter’s personal account of falling victim to the pirates and standing witness at their trial. A full transcript of the trial itself is provided through a direct link to the Old Bailey Proceedings Online, and this can be supplemented via a British Periodicals link to an article in the Examiner which reports proceedings with reference to low-paid foreign crews (indeed, Rosalind Crone suggests that ‘for an accurate account of the sessions at the Old Bailey during the nineteenth century, the Proceedings need to be read alongside the newspapers’96). Finally, the user will have access to a Bodleian Library Broadside Ballads link to a contemporaneous ballad (‘Oh! what numbers did flock to see...’) about the pirates’ execution.
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				Figure 2. A standard broadside about William Corder’s trial for the murder of Maria Marten

				Similarly, someone searching the John Johnson Collection for ephemera relating to the famous Red Barn Murder97 of 1827 will soon find the record for a standard broadside about William Corder’s trial for the murder of Maria Marten. At the foot of the record, he will be provided with a link to Corder’s entry in Volume V of the online version of the Newgate Calendar and to three links to different broadsides in Harvard’s digitised collection Dying Speeches and Bloody Murders, one of which complements the Johnson broadside’s account of the murderer’s trial with a postscript which describes his subsequent execution. Finally, of the four associated John Johnson Collection records for which links are provided, one will direct the user to a playbill from an entirely different section of the resource, a flyer promoting a new exhibition of waxworks advertising ‘a beautiful cyclorama of the mysterious murder of Maria Marten‘ which includes ‘Her mother’s dream [in which] the form of Maria Marten comes forth…with one hand pointing to her breast, where there is a large wound, from which the blood is flowing, [and] with her other hand she points to the Red Barn, then gradually disappears through the clouds’.98 An item of ephemera such as this may be of little use if the reader needs to verify the specifics of the crime and its participants, or of the subsequent trial and execution, but if he is interested in learning more about the wider social fabric of the age in which the crime was committed, reported and consumed by the public, then this sort of material might well prove invaluable.

				Aside from the benefit to users of the John Johnson Collection of links to such rich and varied source material relating directly to their fields of research, there were a number of other valuable outcomes from the Mapping Crime project. Data for all John Johnson Collection records which link to the Old Bailey Proceedings Online has been provided to the Humanities Research Institute so that reverse links can be implemented from the Proceedings’ Associated Records Database. Meanwhile, there are plans to revise both the data format and delivery platform of the Bodleian Library Broadside Ballads in the near future, and data for all John Johnson Collection records with links to its digitised ballads has been passed to the administrators of the Ballads database in order to facilitate future reverse linking. A number of case studies which illustrate the way in which research in crime history can be enhanced through making connections across different types of resource are being authored by members of the project’s Academic Advisory Board and by students at the Open University, and these will be published in the Writers’ Responses section of the online resource in 2011. Finally, the project was presented at the second British Crime Historians Symposium at the University of Sheffield in September 2010, and at Digital connections: new methodologies for British history, 1500–1900, a workshop held at the Institute of Historical Research (University of London) in March 2011 to celebrate the Connected Histories and Mapping Crime projects.

				3. Methodology

				3.1. Audience

				In recent years, there has been a proliferation of online resources, and in particular digital collections, produced in support of historical research. Sources related to the history of crime have proved to be especially popular as the subject can be used to facilitate not only the specific study of crime and justice but also scholarship within the context of a wider social history. Because the subject of crime can be used to inform aspects of historical research in fields as diverse as political and social reform, the judicial system, gender issues, publishing, genealogy and even entertainment, the crime ephemera in the John Johnson Collection has traditionally been consulted by a diverse range of scholars engaged with aspects of cultural history in the broadest sense. Recent digitisation of this ephemera provided the potential to add to the benefits of engagement with the material by harnessing a number of diverse online collections and linking them through the John Johnson Collection for the purposes of research and teaching.

				3.2. Approach

				Broadly speaking, there are two ways of approaching the mapping of data between a number of different electronic resources, and an effective enough summation of these approaches might be ‘man’ and ‘machine’.

				The Connected Histories99 project, which was funded by JISC as part of the same eContent Programme as Mapping Crime, has produced a federated search facility for a number of distributed digital resources relating to four centuries of British history. It has achieved this largely through automated processes, using a combination of web crawling and the application of a Natural Language Processing methodology to create non-intrusive, distanced tagging of the data within the distributed sources selected for inclusion in the project. The advantages of such an approach are borne out by the project’s anticipated outputs: Connected Histories eventually expects to deliver access to 14 major databases containing primary source texts (with more than 400 million words), nearly 500,000 publications, over three million further pages of text, and nearly 100,000 maps and images.

				Conversely, the more manageable number of crime ephemera delivered through the John Johnson Collection allowed the Mapping Crime project to adopt a manual approach: a single researcher was appointed to manage the project and to identify and describe all links between the resource’s 1,300 or so crime records and related references, citations, transcriptions and digital objects across the eight distributed resources selected for the project.

				For each Johnson record, the researcher undertook an extensive search in each of the other online resources, usually, though not always, based on the name of the criminal(s) to which the record referred, and qualified by a date range where applicable. Firstly, the John Johnson Collection itself was searched as there was much cross-referencing between different boxes and sub-sections both within and beyond the resource’s Crimes, Murders and Executions section. Three crime-specific open-access resources were searched: the Old Bailey Proceedings Online, the Newgate Calendar, and Dying Speeches and Bloody Murders. Three further restricted-access resources were then searched: ProQuest’s British Periodicals, and Gale Cengage’s 19th Century UK Periodicals and British Library Newspapers 1600-1900. Finally, the Bodleian Library Broadside Ballads database was also searched and links established to digitised ballads where applicable.

				Following discussion between the project researcher at the Bodleian and colleagues at ProQuest regarding a suitable format in which links and associated metadata should be structured for ingest into the ProQuest database for online delivery through the John Johnson Collection, data was compiled in a spreadsheet under a number of column headings, with repeatable rows for when any single resource yielded a number of different records or images requiring a link. Completed spreadsheets were submitted to ProQuest iteratively up to completion of the survey in early November 2010, and ProQuest announced the release of the enhanced records through the John Johnson Collection at the beginning of the following month.

				Aside from standard dissemination activities such as mailing lists and presentations, the latter stages of the project saw the production of a number of case studies designed to illustrate how documentary evidence from distinct resources can be connected to enhance research methods, and a one-day workshop held in conjunction with the JISC-funded Connected Histories project which provided a forum for discussion of digital approaches to historical research.

				3.3. Issues

				There were advantages and disadvantages associated with the Mapping Crime approach, the latter being more likely to determine the project’s immediate ability to deliver its projected outputs. 

				An early reaction to the time constraints of the project was the exclusion of approximately 100 calendars from the survey. Calendars, in the context of crime ephemera, are essentially published lists of prisoners awaiting trial, or of sentences of prisoners awaiting punishment, at any given gaol. It was agreed that, while links would be created back to calendars from individual crime broadsides and related material, specific data sheets would not be created for individual calendars on the basis that doing so would be extremely time-intensive and was likely to be of least use to the resource’s audience. The total number of Johnson records included in the survey was therefore reduced to approximately 1,200.

				With regard to Gale Cengage’s 19th Century UK Periodicals and British Library Newspapers 1600–1900, wherever more than ten results were forthcoming from a search, it was considered too time-consuming within the confines of the project’s timeframe to list, link and describe them all. Instead, a basic one-line explanation was provided which detailed the number of results yielded by a specific search (the project researcher undertook a number of different searches so as to specify which search returned the highest ratio of useful results within as small a results set as possible). In some cases, therefore, especially with regard to cases where a crime was heavily reported, a user of the resource who follows a link to either of these two resources may be presented with a single link to the full results set rather than with a list of links to individual records. Large results sets were far less common for ProQuest’s British Periodicals but, because this resource does not provide a bookmark for results sets (only for individual records), these links had to be excluded altogether.

				For much of the project, the prospect of providing online links to the two Gale Cengage resources, 19th Century UK Periodicals and British Library Newspapers 1600–1900, was in some doubt. The URLs both for individual results and for results sets in these two resources are structured around the subscriber domain from which the search originates; this meant that all the links provided to these two resources would only work from within the institutional domain from which the link was established (ie Oxford University) and not from elsewhere. Eventually, ProQuest’s project representatives were able to liaise with senior staff at Gale Cengage who provided a solution (both organisations have expressed support for collaboration between publishers wherever it adds benefit to the customer experience); the institutional domain name part of the URL stem could be excluded, with access instead dictated automatically by username and password for those with institutional access.

				During the planning stages of the Mapping Crime project, the implementation of Digital Object Identifiers (DOIs) was assumed to be the logical solution to the problem of linking to URLs which may not necessarily have been persistent. Indeed, a component of the original project proposal was the collaboration between the project and the Humanities Research Institute100 in Sheffield to address the issue with regard to URLs for the Old Bailey Proceedings Online, which had had to change its URLs sometime previously. Following discussion with the Humanities Research Institute in autumn 2010, however, it became clear that the URLs currently used for the Old Bailey Proceedings Online were expected to remain persistent, and that the impact of any modification of URL stems could be absorbed by using unique identifiers in conjunction with a resolver service.
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				Figure 3. Example from the Old Bailey Proceedings Online

				Aside from the main outputs and outcomes of Mapping Crime, there were some advantages to the manual approach adopted for the project which an automated approach might not have been able to offer. While not necessarily an expert in the subject, the project researcher had enough experience of working with crime material to recognise anomalies and coincidences which a less well-trained eye might fail to notice and which an automated system would miss altogether without specific programming.

				For example, Sally Salisbury101 was a highly paid courtesan in 1720s London when she stabbed a client (who had complimented her sister) and was sentenced to a year’s imprisonment in Newgate, where she died before her release of ‘brain fever’ – probably syphilis.102 However, she was also known as Salley Salisbury or Sarah Salisbury, or by her given name of Sarah Pridden, or by the variation Sarah Priddon, or by a combination of any of these names, and this inconsistency is reflected in the way she is referred to across different sources.

				Similarly, the authenticity of events described in a broadside concerning 22-year-old Jane Robinson,103 ‘who was executed at the new drop, London, on Saturday, May 5, 1821, for being concerned in robbing and murdering Mrs. Lascells, a widow lady, and her two servant maids, Elizabeth Green and Ann Ford’ was considered doubtful only because a human mind recognised its similarity to an earlier broadside concerning 22-year-old Sarah Malcolm,104 ‘who was executed at the new drop, Newgate, on the 6th. inst. 1816, for robbing and murdering Mrs. Duncombe, and her two servants, Elizabeth Harrison and Anne Price’; indeed the veracity of this earlier broadside was called into question as soon as the links to external sources were established and it became clear that Ms Malcolm had actually committed the crime nearly a century beforehand.

				While there are obvious advantages in having a dedicated researcher undertake investigation of potential links on an item-by-item basis, especially where the researcher has some specialist knowledge of the subject, it is clear that such an approach is possible only where the corpus of material in question is small enough, and the subject-matter specific enough, to allow for a systematic review of material within the project’s timeframe and budget. The workflows proposed for Mapping Crime simply could not be applied to an enterprise of the size, scope or variety of Connected Histories, for which an automated approach was crucial to its objectives. The ambitions of the Mapping Crime project were comparatively modest, as demonstrated by its short timeframe and small budget; it was never intended to champion one particular approach to linking data over another, though it might serve to substantiate the adage that there are more ways than one to skin a cat.

				4. Future developments

				The enhancements made to the John Johnson Collection records relating to crime have been in the public domain for only a few months and it is therefore too early to measure the bearing that this linked data will have on the historical research of crime in particular and on research in aspects of eighteenth- and nineteenth-century social history more generally. However, the potential for the project to impact on research in this area is clear; as Alice Smalley asserts with regard to the reporting of crime in the nineteenth century, ‘Mapping Crime links together a considerable amount of data […] These sources offer the researcher a variety of avenues to explore, including the close relationship between older and newer forms of print and the connections between the provincial and metropolitan presses in the nineteenth century.’105

				There is scope also for the outputs of the Mapping Crime project to play an active part in teaching, learning and research. In 2010, a number of Oxford institutions put together an idea for a project called Crime and Creativity, proposing to bring the John Johnson Collection, and in particular its linked crime material, to a new community of learners at summer school workshops for creative writing, and for crime writing in particular. Although a recent funding proposal to JISC’s eContent Programme 2009–2011 proved unsuccessful, the intention is to pursue this line of activity so as to expand the existing audience for resources such as the John Johnson Collection and those it now links to through Mapping Crime, as well as to discover new ones.

				Furthermore, the Open University and the Bodleian Library have sought to build upon the work undertaken for Mapping Crime by applying to the Arts and Humanities Research Council106 for a collaborative doctoral award to establish a PhD studentship. The contribution that this research would make to scholarship both within criminal history and in the humanities more widely would be to demonstrate in a precise way how existing digital resources can be more effectively linked for the purposes of research and teaching, and how such links might be exploited in order to answer new research questions. Moreover, the research would look to establish relationships between the creators of such resources and those who use them in order to ensure that newly created resources are of real value to those who employ them for teaching, learning and research.

				Finally, there is potential for the Mapping Crime project to have practical benefits for other resources, and by extension for those who use them. We have referred already to the project’s contribution of data to both the Old Bailey Proceedings Online and to the Bodleian Library Broadside Ballads for the purposes of reverse linking. It may also be that there is scope for Mapping Crime to provide authority lists for other projects, especially with regard to authorities for criminals in the provinces, as much of its material does not focus on London while resources such as the Old Bailey Proceedings Online are necessarily centred on the capital. Similarly, the enhanced data held in the John Johnson Collection could be made available to automated search facilities such as Connected Histories.
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				Chapter 9

				Visualising China

				Nicky Ferguson (University of Bristol)
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				Figure 1. Travelling by wheelbarrow, Tianjin – 1860–1880? © 2010 Dr Jocelyn Chatterton

				Visualising China has created a website bringing together a number of important collections of photographs of China from 1850 to 1950. These collections, some already existing digitally and some newly digitised, are cross-searched and browsed from within one interface using a ‘linked data’ approach. In addition several social software features have been included, allowing users to comment and make suggestions on specific attributes of the images, such as dates, locations, people and places depicted and their significance. It attempts to combine the flexibility of crowdsourcing and informal annotation with the structure and provenance of archived collections.

				The design and the software engineering have both been heavily influenced by user testing and usability work conducted at different stages during the project. 

				We have successfully incorporated more images and more collections than we anticipated in the project plan. Our priorities on features and functions have shifted several times during the project in response to user feedback. The project itself has given us the opportunity both to build a diverse user group and to meet with other developers on related JISC projects and exchange technologies, approaches, opinions and insights.

				We have also brought together an impressive list of future collaborators who have agreed to make further substantial and very important image collections available through the integrated Visualising China interface, should future funding be forthcoming.

				1. Background to the project and context

				
						Visualising China is an online resource,107 developed over the last 14 months as a research project with JISC funding, that significantly enhances access to a number of important collections of photographs and metadata relating to pre-1950s China. As well as giving access to many individuals’ albums from trunks and attics, it includes Bristol’s digital collection of nearly 7,000 historical photographs108 integrated visually with the complementary collections held at Virtual Shanghai109 and Queen’s University Belfast’s Sir Robert Hart Digital Image Gallery.110 Visualising China currently offers an extended cross-search, cross-browse and novel visualisation of the collections and related resources in a Web 2.0 context, introducing potential valuable related China e-content from Google Books. It will allow scholars, as well as those interested in family history and the history of trade and relations between China and the UK, to annotate and comment upon images as well as include their own collections.
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				Figure 2. Visualising China website

				
						The Historical Photos of China digitisation effort has taken place over the last five years within the Chinese Maritime Customs Service project based in the Department of Historical Studies at the University of Bristol. Between 1842 and 1954 tens of thousands of Britons visited or lived and worked in China. Bristol’s digital collection offers access to thousands of photographs of life in China before 1950, donated by families or descendants of Chinese and British men and women who formerly lived there. These images include snapshots of expatriate social life, scenes of everyday Chinese life, and records of momentous political events. They are a valuable resource for the study of Chinese modern history. 

						Part of the Historical Photos of China open access collection111 is currently hosted on the French collaborator’s server. In addition, Visualising China cross-searches and browses two major UK digital collections, building an interface from elements fetched from diverse international sources. Visualising China has developed a reliable and long-term sustainability strategy based on a hosting solution with the full support of the Advanced Computing Research Centre (ACRC) at the University of Bristol.

						The Visualising China software offers:

				

				
						Cross-searching and browsing of the photographs, through a cross-mapping of metadata from the Historical Photographs of China; the substantial Sir Robert Hart collections at Queen’s University Belfast (Sir Robert Hart was Inspector General of the Imperial Customs, Peking, 1863–1908, and a key figure in China’s 19th century history and its foreign relations with the West112); Virtual Shanghai; the most recently added Joseph Needham Photographs of Wartime China, 1942–1946 from the Needham Research Institute, Cambridge; and other collections.

						Image annotation and general social software support for personal or shared use by researchers. This allows researchers to make specific digital cross-references between people, locations, images, time periods and related resources (such as books, film archives and newspaper excerpts) in an extensible manner.

						Support for further cross-linking to user annotations of early 20th century China newsreels and photographs uploaded to Flickr. This will allow for (moderated) informal as well as formally collected multimedia content to be linked in to Visualising China.

						Visualisation of the images and related content through interchangeable context views (such as by timelines and via location with views of geographical maps as well as more traditional text-based views).

				

				This project has already excited interest amongst varied communities of researchers interested in visual history and modern China (researchers in Environmental Change, Politics, Economics and Law, as well as History). Originally developed for the Screen Arts community the underlying software approach not only illustrates the benefits for Chinese modern history research, but will be documented, disseminated and freely available for further use throughout the JISC community and beyond.

				2. The issues the project is addressing, why the work is important and to whom

				2.1. Dispersed, scattered and hard to find resources

				Researchers and those teaching increasingly popular courses in Chinese Studies find it hard to bring together and discover images of China from the period 1850–1950. There are a number of reasons for this, one being the number of social upheavals during that period in China itself, with many photographs being lost or destroyed; another being the fact that many important photographs are as yet undigitised, some still in trunks or attics in the UK and all over the world; and another being the difficulty in accurately and narrowly searching for relevant digitised images on the web (as opposed to text which, with the advent of powerful indexing and search engines, is much easier to track down). Most of the well known image searches such as Picasa, Flickr, Google Images and PhotoBucket will present a large amount of irrelevant material to even a sophisticated searcher.
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				Figure 3. Wang Jingwei, Zhang Tailei and Mikhail Borodin – 1925–1926 © 2007 C.H. Foo and Y.W. Foo

				2.2. Information on many images is patchy at best

				Many images come to us from albums kept by people whose ancestors were in China as merchants, military personnel or diplomats. They may or may not be annotated and the annotations may or may not be meaningful to us (‘Chalky and Bones on shore leave’). Many thousands of miles and perhaps a hundred years intervene between the images and the locations they depict. Even with the best kept, meticulously recorded collections, key information may be missing and the items shown in the photographs which are of interest to today’s historians (or family historians) may not be the ones that interested the photographer or cataloguer at the time.

				3. Addressing the issues

				The original proposal included our intention to ‘build on sophisticated visualisation Web software from the JISC-funded STARS project. We will upload the images to a Bristol-hosted database searchable by STARS software and extend STARS technology to support image annotation’. So the first tranche of effort was spent developing the technology to bring images from existing collections and allow web clients to display them in the Visualising China interface – for this we used a custom-built version of the Semantic Tools for Screen Arts Research (STARS) software which would allow us to accomplish the following:

				
						Rapidly include newly digitised materials and other collections

						Search and browse them in intuitive ways

						Allow a new community of users to add to and update the information 

						Also allow them to add new images of their own from personal collections on Flickr or Picasa or newly 	digitised images from hard copies or indeed pointing to resources already available on the web

				

				We felt it was vital to use a designer and a user experience expert to ensure that the interface we were building would be useful to the target community.

				We were gratified to find that a community of intending and enthusiastic users coalesced rapidly around our prototyping work and continue to help us engage with our target audiences. The user engagement workshops have proved invaluable, helping to emphasise for our team the importance of solving information problems as well as solving technical problems; holding a small focused technical workshop also worked well, allowing us to share ideas with projects clearly working in the same area and with insights to contribute.

				The feedback from the user experience work, however, led us to transform the user interface of the STARS software so that what had previously been a side-panel at the edge of graphical visualisation instead became the core of the user experience, with visualisations being called in as required by context. This, combined with extended tagging, commenting and annotation interfaces built in the latest Google Web Toolkit (GWT), has added a wealth of Web 2.0 features to the software foundation carried through from STARS.

				4. Challenges, achievements and lessons learned
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				Figure 4. Preaching Hall, Kweilin © 2008 Peter Lockhart Smith

				4.1. Research project versus user-driven utility

				Many of the challenges we met during the project fell under this heading. The project was funded by JISC to investigate and prove the use of social software solutions for academic purposes – sharing historical images of China for teaching and research. However the funding is not for ‘pure research’ – the intention is to provide an example of a website which uses the technology, offers a utility to an identified community of users (and perhaps others) and is indeed used by that community. We studiously avoid using the ‘s’ word – ‘service’, since it implies an ongoing commitment to providing for the users; but of course the niceties of this will be lost on most of the website’s users. So the project, like many others funded in this way, has to reconcile twin aims of proving a technical approach within a limited amount of time and funding and yet providing a website which we hope people will use for some years afterwards (with all the implications that has for support, amendments, updates etc). Not an easy circle to square.Achievement: creating a website whose content and features appeal to its target audience.
Lesson: clarify the role and longevity of deliverables and the (lack of) support likely to be available when research funding ends.

				4.2. Pros and cons of incorporating design and user-experience work in a research project

				Designer Ben Hayes and user experience expert Stuart Church were involved in the project from the outset. There is no doubt that their presence and their input provided us with a totally different end product from what would have appeared without their involvement. Because we had this involvement, we were perhaps over-confident as the project neared it conclusion – ‘we do not anticipate major changes as a result of the user testing process’ was one phrase which in retrospect tempted fate. In fact, major changes were exactly what were required and we had to change the underlying technology (and in turn rapidly redesign to incorporate the requested inclusion of new functions and omission of old ones) in order to deliver these changes. So the user testing transformed not only the interface but also the technology and the approach.
Achievement: a usable and attractive website featuring the functions which its target audience require and uncluttered by those features they neither understand nor value.
Lesson: even when design and user experience is incorporated in the project at an early stage, the crucial test is when the technologists deliver enough functionality to put a working prototype in front of the users – expect significant changes at that stage.
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				Figure 5. Part of a 14-page usability report on a candidate interface for Visualising China. The colours denote ‘hotspots’, ie places where most users clicked, and user comments are seen at the bottom of the figure

				4.3. Challenges and requirements for using social software in an academic setting

				While this project and many others are keen to bring the advantages of social networking to learning, teaching and research, academic enterprises (and particularly the institutions which typically host them) have concerns and imperatives which are often different from both commercial and informal social collaborative sites. We highlight a few issues here:

				4.4 Authentication

				For ease of use, we decided to use OpenID as the main authentication mechanism for the site. This means that anyone with an account at Yahoo, Google, Orange, MySpace, Flickr and several other providers can sign in to Visualising China without creating a new ID and password. While this is neat and convenient for users it proved in user workshops to have two disadvantages: first (and surprisingly) many academic users, particularly older or more established ones, either did not have or could not remember the details of any of these accounts; secondly it is very easy to create an account with one of these providers without accurately and fully identifying yourself, so where controversial material is being handled and commented upon, this may cause a problem for the institution responsible for the site. Which brings us on to the next issue:
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				Figure 6. Busy street, Shanghai – 1920s © 2008 Dr Elizabeth Hensel

				4.5. Provenance

				One of the aims of the project has been to bring together resources from multiple collections into one familiar interface. Of course it is important for users to know where the image and description(s) have come from. Even for images whose ultimate provenance is in doubt (ie exactly where and what date they were taken may be unknown), the fact that they form part of xyz collection is an important piece of information. Equally, it is important for users of a research/learning resource to know whose comments they are reading and where the images they are looking at have come from. Skywalker or Happymum may be fine for blogs or YouTube but they will not help someone putting together a pack of referenced learning materials or a research proposal. An academic focused site has a particular challenge in balancing such considerations against the highly desirable ambition of avoiding bureaucratic barriers to use. We also faced the challenge of judging ‘what is core data?’ and ‘who can change it?’ Even sites such as Wikipedia wrestle with this issue, with most sections open to change from any user (with a fallback facility) but an increasing number of important or controversial sections needing approval for changes.IPR, copyright, legal and policy implications
At an early stage we formulated a policy for dealing with intellectual property rights which included a Creative Commons statement113 and negotiating appropriate use agreements with a variety of rights holders. However the introduction of social software techniques brings a series of new challenges. In controversial areas, allowing users to comment and add or suggest information will need an element of oversight. Clearly a site with academic pretensions would not be keen to host legally dubious claims of whatever sort. Allowing users to ‘add’ new resources from the Internet (even if those resources are not physically saved by Visualising China but merely pointed to ‘as if’ they were part of a physical collection) also raises questions of rights and ownership. Users must be made aware of their responsibilities and requested to assert that they own the rights or have permission to make these images available through Visualising China. A simple and rapid ‘objections’ procedure also needs to be in place allowing copyright holders to object and an administrator to take down any alleged offending material while an investigation is made. Similarly objections should be open to comments or annotations.

				4.6. Combining metadata

				A related problem is that of dealing with and displaying a wide variety of metadata. For each of the formal collections we are including in the interface, formal catalogued metadata (usually added recently) for each image/resource is available. These are provided in a variety of schemes (usually home-made) and of varying quality within and between the collections. In addition we have a variety of comments made much earlier: some are written on photographs, some on albums and some on the negatives or slides themselves; some were added at the time the photograph was taken, some much later in another country; some were made by the photographer and some by cataloguers or the subjects or their descendants. Add to this the tags, annotations and suggestions that users will be adding to the site. Many questions arise from this: do we treat them all the same – as one body of interesting information?… Do we search all the comments/metadata in the same way but attempt to differentiate the sources in the search results?…Do we rank sources in different ways?…Do we add to this melange by making available extra information on the ‘collection’, the photographer, the copyright holder, the collector? Lots of interesting questions for which we don’t pretend we have found all the answers. In addition, we have the task of making a bridge between the terminology and jargon of the collector/librarian/archivist and the jargon of modern web and social software users – how do collections, classification, keywords, sit alongside tags, tweets and like me? Anyone undertaking a similar task will need to be aware that combining comprehensive, scholarly information with the clarity and simplicity needed for a usable website is a fascinating and complex challenge.

				Achievement: We have created a prototype which we feel integrates many of the attractive and useful features of social networking and crowdsourcing while addressing issues of provenance and integrity which are important to academic researchers.

				Lesson: The imperatives and priorities of an academic website may be different from those of a commercial or informal service. It remains to be seen whether the audiences feel or act differently. We anticipate many more lessons once the site is widely used.

				4.7. Sustainability – technical and content
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				Figure 7. Catechist and his family, Hwa Sang, Kucheng –1890s © 2008 Peter Lockhart Smith

				‘Staying alive’ is an important issue for a website once short-term funding for development ceases. JISC has recognised this and require institutions to put in place sustainability measures to ensure that the site does not disappear shortly after the research funding ceases. But these measures tend to be focused on the technical side – ensuring that server space is found, URLs are persistent and that scripts continue to work when no one is looking after them full-time. However to a user there are other equally important ‘signs of life’. These entail changes to the homepage and enough up-to-date references to appear cared for. References to a ‘recent meeting’ held a number of years ago would not be signs of life! So sustainability would require at least some attention to content and appearance – of course where the resource comes from to fund that continuing attention is another matter.

				Achievement: We have found and nurtured a mutually advantageous relationship with the ACRC, mentioned above, which gives us the technical sustainability we and JISC require. 

				Lesson: To sustain ‘signs of life’ and freshness, a website must have some level of continuing input – ideally from its users.

				4.8. Angels and mentors

				We were very fortunate to have input from various outside experts and advisors. In particular, we welcomed visits from different JISC staff, our experienced and supportive advisory group, including Malcolm Raggett from the School of Oriental and African Studies (SOAS), and our project mentor Grant Young, Digitisation and Digital Preservation Specialist from Cambridge University Library. While most projects have involvement from senior academic figures as an institutional contribution, it is rare to have such active and enthusiastic participation as we did from Professor Robert Bickers. The participation of such angels and mentors in a project may sometimes seem inconvenient and challenging (especially when they are suggesting more work!) but we have found it to be always constructive and thought provoking. 

				4.9. Workshops and user evaluation

				Our workshops, both user-focused and technical, proved to be a source of great inspiration and ideas. In a practical session with users who have never been exposed to the interface before, especially where the audience is very varied, in seniority, language, technical expertise and historical speciality, things happen which no one expects. For us these were both positive and negative, with users identifying things to do with our data which we had not considered and others failing to notice or use features which we thought had been made simple and obvious. In particular, our user experience consultant was able to conduct detailed interviews independently of the team in an environment where frank criticism and detailed discussion of workflow and task orientation were encouraged. The results were most useful in the iterative design and construction of the site. 

				5. Impact
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				Figure 8. Street in Shaukiwan, Hong Kong – c.1910–1913 © 2011 SOAS

				The project made an immediate impact within the community of academic historians interested in Chinese history of the period because we were fortunate enough to be able to demonstrate it at several appropriate events and keep the ‘early adopters’ informed by involving them in testing and evaluation. It is uncertain exactly how use of the site will evolve, but the fact that several more prestigious institutions have expressed interest in making their important collections available through Visualising China augurs well for the future. In addition, the project’s technical work and the workshops it led created much interest in the community of developers interested in creating social software solutions for academic and research information sharing. Simon Price presented a paper at the ninth UK e-Science All Hands Meeting (AHM Sept 2010) www.allhands.org.uk

				Within the institution, the project has also made an impact much bigger than its size. This is mainly because, as part of our sustainability plan, we were fortunate enough to have the cooperation of the new University of Bristol Advanced Computing Research Centre (ACRC).114 At the well-attended and high profile recent launch of the ACRC, Visualising China was heavily featured115 and the launch was also prominently covered by regional media.

				Selections of the images featured in Visualising China have been exhibited at the Brunei Gallery, the Museum of East Asian Art, Bath, the Oriental Museum, Durham University, Grant Bradley Gallery, Bristol, Red Navarra de Estudios Chinos (Navarre Network of Chinese Studies), and the Universidad Pública de Navarra (Navarre Public University), as well as being shown in other exhibitions in Beijing, Nanjing and Hong Kong. ‘Picturing China 1870–1950: Photographs from British Collections’ by Robert Bickers, Catherine Ladds, Jamie Carstairs and Yee Wah Foo was the subject of a 12-page supplement to the International Institute of Asian Studies Newsletter and the Historical Photos of China collection was also featured in articles in Asian Art, Research Horizons (University of Cambridge), Bath Life, Swire News, Evening Post and two University of Bristol publications: Subtext and Research. Images were also featured in the University of Bristol centenary celebrations/celebration of Chinese culture, and ‘China: Journey to the East’ at the City Museum and Art Gallery.

				While as yet we have scanty information on Visualising China’s impact on practice in teaching, learning and research, we expect it to build on these high profile activities and feedback on potential use from user testing has been very positive.

				In the longer term we hope that the project will bring together academic historians, commercial companies (we already include the Swire collection from John Swire and Sons Ltd116), those researching family histories and those still alive who have personal memories or archives of the key people and places featured in the site.

				6. Conclusions and plans for the future
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				Figure 9. Hong Kong harbour – 1880s © 2010 University of Bristol

				The project started as a plan to use an existing software platform to bring more images of China to academics and to provide those users with more functions and capabilities. It turned into a fully fledged software development project, bringing social networking together with academic and commercial historical archives.

				With an adaptable and collaborative team and the help and support of many outsiders we believe we have produced a good example of how we can begin to bridge the gap between formal academic research needs and the increasing familiarity of users with simple, easy to use interfaces and the capabilities of social software.

				Visualising China will be formally launched to the public at the international conference Treaty Ports in Modern China, 7–8 July 2011 and the British Inter-university China Centre’s conference on Britain and China, pasts, presents and futures, from the nineteenth century to the twenty-first, 24–26 August 2011.

				In the future, we plan to develop the website, bringing in further collections from the British Library, The Needham Research Institute,117 Cambridge, SOAS and the Bath Royal Literary and Scientific Institution who have all indicated their enthusiasm. We also plan to tackle the metadata challenges created by integrating new collection and item level information from disparate content collections by developing lightweight tools to aid and integrate both the formal cataloguing of images as well as informal, crowdsourced metadata ‘tagging’. We would like to build new user communities, both through the use of social media and by contact with recent Chinese alumni and elderly members of the Chinese diaspora. We would also like to offer a tool from our JISC-funded MyMobileBristol project to allow smartphone users in China to augment image data with geo-locations and also to take their own photos of these locations to help build up a ‘then and now’ view of these depictions of life in China. Although the funding landscape and priorities are quite unclear at this difficult time for the UK economy, given the new priorities of the Arts and Humanities Research Council (eg ‘Digital Transformations’) and also the current JISC review, it seems likely that some emphasis will move away from ‘blue sky’ towards collaborative and immediately productive research work. This project, with many collaborators from different sectors and combining the input of archivists, commercial institutions, artists, historians and technologists and a clearly important international dimension might be seen as a model for such future work. With China an increasingly significant economic superpower and Chinese History entering A-Level and GCSE syllabuses, the development and exposure of these rare resources is relevant not only to researchers but also potentially to all those involved in trade and relations with China who wish to understand better China’s recent cultural and political history.

				
					
						107	In the final development stages, see: http://visualisingchina.net 

					

					
						108	The total Bristol collection is 15,000 digital images with approximately 7,000 being ‘website-ready’ with full metadata markup, expected to grow to more than 10,000 in the next 12 months via an ongoing digitisation process separate to this project undertaken as a continuation of the ‘Chinese Maritime Customs Project’. Original funding by the Arts and Humanities Research Council, the Chiang Ching-kuo Foundation for International Scholarly Exchange, the 1999 Higher Education Funding Council Chinese Studies initiative, through the East Asian Institute at the University of Cambridge, the Universities’ China Committee, John Swire & Sons Limited, The British Academy, WUN, and the University of Bristol.

					

					
						109	http://virtualshanghai.ish-lyon.cnrs.fr, a research and resource platform on the history of Shanghai from the mid-19th century. 

					

					
						110	http://digitalcollections.qub.ac.uk 

					

					
						111	Approximately 5,000 digitised photographs are included in the Virtual Shanghai collection.

					

					
						112	Queens University holds 77 volumes of Hart’s personal diaries (1867–1908), covering his whole career in China, notes and papers relating to Hart’s experiences and analysis of the Boxer disturbances in Peking, 1900, plus numerous photographs, slides etc of Sir Robert, his relatives, friends and colleagues, c. 1854–1911.

					

					
						113	This work is licensed under a Creative Commons Attribution-NonCommercial-ShareAlike 3.0 Unported Licence. Based on a work at www.visualisingchina.net. For higher resolution images or permissions beyond the scope of this licence contact us by email: hums-chinaphotos@bristol.ac.uk
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						114	www.acrc.bris.ac.uk 

					

					
						115	www.bris.ac.uk/news/2011/7446.html 

					

					
						116	http://en.wikipedia.org/wiki/Swire_Group 

					

					
						117	In fact, we are very grateful to the Needham Institute for supplying us with their data and allowing access to their images in advance and we have included them experimentally in our cross-search for this release, though more work needs to be done on fully incorporating the collection and integrating our approach to the metadata.

					

				

			

		

	
		
			
				Chapter 10

				The CEDAR Project Approach to Bringing Together Dispersed Digital Content to Create a Resource for Teaching and/or Research

				Gurdish Sandhu and Libby Homer (University of East London)

				Synopsis

				The major focus of the CEDAR project was to increase the usability and impact of East London Theatre Archive’s (ELTA, www.elta-project.org) content. In order to achieve this there was a need to build more content which could be embedded at the University of East London and in its partners’ teaching and learning curriculum. The project added more relevant content from Hackney Empire and Gay Sweatshop Archive and also linked to the Mapping the Moment Archive of Nottingham University thus creating a new web resource, the Online Theatre Histories Archive – OTHA (www.otha.org.uk). This content was enriched through user-added content using Bossa software. The website has gone through rigorous testing and has been improved through constant development. The project has produced four case studies on the usability of the content. There have been challenges, particularly related to collaboration and the perceptions of archives, but the CEDAR project has successfully delivered a tool which enhances the learning opportunities of not just users within higher education but also the wider community.

				1. Background to the project and context

				The Clustering and Enhancing Digital Archives for Research (CEDAR) project was initiated to enhance and embed e-content in teaching and learning, of the existing East London Theatre Archive (ELTA). The ELTA was a product of a JISC-funded project from the second phase of the e-content programme in 2006, and provided open access to 15,000 digital images of the theatre world and performing arts from East London (UEL). The ELTA project fostered strong collaborative partnerships from which a commitment to further develop the pioneering resources on the website was created.

				It was recognised that the ELTA should be embedded into teaching, learning and research at UEL and other higher education institutions (HEIs). In order to do this one of the CEDAR project’s aims was to further investigate how digital archives could be utilised in the learning environment. In addition, working with our partners – King’s College London’s Centre for eResearch (CeRch), Royal Holloway, University of Nottingham and University of Sheffield – CEDAR would create and promote a hub of e-resources for learning and teaching through clustering and enhancing other digital theatre and performing arts archives.

				The aim of the project methodology was to examine the use of the ELTA and see how it could be developed to increase usage and be embedded within learning and teaching. The project began this work by analysing the use of the ELTA in UEL performing arts taught modules, and then subsequently developing a new website with greater interactive features. The new website, Online Theatre Histories Archive (OTHA), was then used within teaching workshops at each partner institution and usability testing was undertaken to make the site more intuitive. During the course of the project, research has been conducted on the use of digital archives within the performing arts and gauging different groups’ reactions to the use of them.

				The project concluded with these main achievements:

				
						A new website (www.otha.org.uk) was designed, showcasing digital images from the ELTA project and is used by at least four classes (approximately 100 students) at different HEIs

						The OTHA website includes Bossa software and community engagement software which enhance metadata creation

						The OTHA website was embedded in teaching and learning at UEL and partner institutions

						More digital content was created with 500+ new digital images being added to the resources

						Three case studies and one research toolkit were produced exploring the use of digital archives, how they can be embedded in teaching and learning and metadata creation

				

				2. Embedding, collaboration, content clustering and content enhancement strategies

				2.1. Embedding and usability strategy

				UEL’s inclusive culture enables the Library and Learning Services (LLS) to work side by side with academics and researchers to embed e-content into the curriculum. In collaboration with our academics in the Institute for Performing Arts Development, we set the ambitious target of embedding ELTA content in the teaching programmes of collaborative institutions (Sheffield University, Royal Holloway and Nottingham University). Courses and research projects in each institution were identified which could use the content. As each institution has its own unique curriculum and validation methods, it was decided in the beginning of the project that each partner, in conjunction with the CEDAR Research Assistant, should devise their own approach to using the content. The Research Assistant then facilitated workshops in each institution to promote the resources, providing training on them and then capturing the outcomes of these teaching sessions.

				At UEL, the ELTA was used in the Institute of Performing Arts-led Networks module which was part of the BA courses in Theatre Studies and Community Arts Practice. The module looked at how the cultural and capital economy of the performing arts is shaped by the ‘creative industries’. The ELTA was used as a research tool particularly in the case of the Hackney Empire which has influenced the culture and economy of East London. During this module the ELTA website was tested by students and academics and the OTHA website was developed out of this feedback. As a result of the positive feedback from students using the digital archive, the Networks module has been redesigned and is now called ‘Performing the Archive’. This new module looks at the documentation of performance and using the materials on OTHA for devising performance. The development of a module and the use of the OTHA website is a real success for the project and helps to increase the sustainability of the site.

				2.2. Collaboration and partnership

				Each project partner has unique strengths, institutional culture and practices. Based on the strengths and interests of partners, we drew agreements (formal and informal) in the beginning of the projects. The following agreements were reached:

				
						CeRch at King’s College has expertise in implementing technical infrastructure and were looking after the ELTA technical infrastructure. We worked very closely with CeRch in the implementation of Bossa software, mirror servers and in the development of the new OTHA website

						Agreement was reached with Royal Holloway and Nottingham University to incorporate the archival content of Mapping the Moment and the Gay Sweatshop Archives

						The appointment of the Research Assistant who also worked in the Institution of Performing Arts and Development at UEL enabled us to receive regular advice on the addition of new content and its usage on theatre study courses

						The Institute of Performing Arts and Development not only provided advice to the project but also played an important role in strengthening relationships with our academic partner institutions

				

				The CEDAR Project was successful at embedding the OTHA website at all our academic partner institutions:

				
						At the University of Nottingham the CEDAR Research Assistant worked closely with academics Joanna Robinson and Lucie Sutherland to devise a workshop which advanced students’ creative thinking and analytical skills by using digital objects from the archive. The embedding was successful; Lucie will continue to run this session as part of her teaching

						At the University of Sheffield, Dr Bill McDonnell is currently devising an alternative theatre movement module which will look in depth and some of the items on the OTHA website, particularly those relating to the CAST theatre company

						At Royal Holloway, University of London (RHUL), Dr Chris Megson researches British Theatre Culture since 1968 and much content on the OTHA website relates to this interest. He is further investigating using the website in his teaching and research

				

				2.3. Content clustering
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				Figure 1. Poster for a Gay Sweatshop production

				The need for increasing the content in theatre histories was identified during the ELTA project. It was decided to harvest the content of partner institutions, the University of Nottingham, Sheffield University and Royal Holloway. However, after initial investigation we concluded that Nottingham University’s content for ‘Mapping the Moment – Performance Culture in Nottingham 1857–1867’ could not be harvested and integrated (the reasons for this are described below) so was therefore linked to instead. Different issues occurred with the British Theatre Archive meaning we were unable to incorporate this content into the archive also. However, the project has created more digital content by digitising images from the Hackney Empire Archive (held by UEL) and the Half Moon Young People’s Archive and the Gay Sweatshop’s Archive (held by RHUL). This content is searchable online for the first time through the OTHA website.
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				Figure 2. OTHA logo

				2.4. Content enhancement 

				Bossa software was implemented by CeRch (http://boinc.berkeley.edu/trac/wiki/BossaIntro) to enhance the metadata for existing and new images. Bossa allows users to create a taxonomy for each item using a more structured format of questions to generate metadata than general tagging. Bossa has been a great tool in engaging with users as well as enhancing the searching facilities on the website. Bossa has allowed the OTHA website to become more interactive and community focused.
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				Figure 3. How Bossa allows users to enrich the collection

				As demonstrated in Figure 3, Bossa creates tasks for the user to complete. It is very easy for the user to follow the instructions online. Bossa harvests object items from the Fedora back-end database and presents them in the form of tasks for the user to complete. In case of the image cutter (Figure 2) the user is asked to highlight different parts of the image, then classify them into different categories, such as cast list or advertisement, thus increasing the value of the individual object for research purposes.
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				Figure 4. Bossa’s image cutter

				3. Project achievements

				3.1. Website developments

				A key deliverable for the project was to cluster and enhance the digital resources of the partners to create a hub of archival resources related to the performing arts with cross-searching facilities. All the partners involved have some archives related to theatre. The University of Nottingham’s ‘Mapping the Moment – Performance Culture in Nottingham 1857–1867’ features playbills, newspapers and diaries as well as an interactive map which locates performances on a particular day within the period 1857–1867. The University of Sheffield was involved in the British Theatre Archive project with the British Library which features oral histories relating to theatre and performance. Finally, Royal Holloway houses the Half Moon Young People’s Archive, a company for which the ELTA project digitised several thousand images so their archive linked particularly well to the CEDAR project.

				At the beginning of CEDAR, data was gathered from each institution with regard to their archive and it was revealed that there would be several issues with clustering their materials. Firstly, RHUL did not have any digital materials which the project could cluster; secondly, Sheffield were unable to allocate the rights to cluster their archives as they had recently moved to a different institution; and thirdly, the technical support was no longer available to cluster Nottingham’s archive. Therefore, it was agreed by JISC and CEDAR that instead we would link to these sites and create a new platform with new digital content and intuitive ways of producing new metadata for all the objects. This platform would help embed the resources into learning and teaching and encourage community engagement.

				The digital content created by the project has been catalogued and added to the OTHA website. The digitisation of this material was only made possible with the help of RHUL archives and it has helped facilitate engagement with our partners and made the archives become more alive to the users at these institutions.

				The OTHA website has been extensively tested through workshops at all our partner institutions and at UEL. Throughout the project, the website has undergone constant development based on the findings of the usability testing. The feedback the OTHA website received was vital to ensure the site was community focused and intuitive for those within higher education and outside of it also.

				3.2. Case studies 

				A large body of work has been undertaken by the project in relation to the use of archives in theatre performance and practice. This began with a literature review concentrating on archives and how performance is documented. Furthermore, the project conducted an audit of current teaching practices and subjects in the performing arts across the higher education sector in order to develop ideas for embedding OTHA across a large number of HEIs. CEDAR wanted to identify what were commonalities across universities in teaching and learning and develop the OTHA website to cater to these.

				One of our outputs has been a case study created in partnership with JISC Digital Media. This study is a film featuring key project personnel discussing metadata creation. It was particularly useful for the project team to take part in this case study as it helped analysis of our methods of creating metadata and adoption of metadata standards. Bossa software was also discussed which enabled the team to think of different ways to utilise this technology. The case study itself will be made available on the JISC Digital Media website (www.jiscdigitalmedia.ac.uk/tags/category/case-studies) and will act as a guide to other projects wishing to create archives and related metadata.

				The other CEDAR case studies concentrate on the issues brought to the fore by workshops, focus groups and interviews with students, academics, archivists and theatre professionals. Case study 3 focused on the use and impact of digital resources in performing arts departments and the tension in the types of documentation for archived and live performance. This case study used evidence from several different workshops where participants were asked to use items from the archive to create performance, and was interesting due to its focus on engagement with the archive and the interpretation of images. It concluded that it was impossible to document performance and that the way in which an institution or archive frames its materials has consequences for interpretation.

				Furthermore the project has created a research toolkit which is a guide for using primary resources within digital archives. The toolkit is primarily aimed at undergraduates and concentrates on digital theatre archives but also covers resources in the arts, history and social sciences. In addition, there is advice for academics on using digital archives within teaching, thereby embedding the resources.

				4. Challenges and reflection

				4.1. Collaboration

				There were a variety of issues that arose when collaborating with partner institutions which did prove challenging on this project. In particular, conflicting priorities became a distraction amongst several of the partners and it was vital to engage with them so that they remained focused on the CEDAR project. We therefore arranged regular meetings with all our partners to keep them up to date and raise awareness of the latest project news. When devising the workshops and usability testing for each institution, we ensured that the content would be relevant and enhance the existing teaching on the modules. We attempted to lighten the load for those involved by ensuring the workshops were self-contained with little set-up and advanced help required. In addition, we designed the workshops to demonstrate the uniqueness of the digital resources and thereby get students enthused, which would contribute in helping to embed the resources at each institution. Occasionally we were required to adopt a more formal approach with certain partners in order to guarantee that the work was conducted. The service level agreements which were drawn up at the start of the project were a valuable tool for reminding partners of their responsibilities.

				The Advisory Group for the project involved several members who had sat on the ELTA project Advisory Group in order to enhance continuity between the two projects and help to promote the resources beyond the official partners. All members of the Advisory Group have been active participants in the project and their requests for information have been one driver for dissemination of project activities. Not all members have been able to make Advisory Group meetings so we have kept them informed of project updates and highlighted the blog and Twitter feed as ways of gaining the most current project information.

				4.2. Embedding content in teaching and learning

				The focus of the CEDAR project was not only to enhance the existing digital archive but also to embed it into teaching and learning at UEL and within the partner institutions. This chapter has already discussed how this embedding work was undertaken with the development of workshops and the success of these with different HEIs; however there were challenges associated with the methods we used.

				One of the most basic issues was timing of work packages for the project. We wished to work with our partner institutions over the course of two academic years (a semester from 2009/10 and a semester from 2010/11) however modules at institutions had already been planned and we were unable to find much time within the schedule to conduct workshops. Furthermore changes to project staffing and delays with the new web user interface meant that we were only able to conduct usability testing sessions to begin with. These sessions were very useful, though, in developing the site and we received good early feedback from each partner. In addition, working closely with academics preparing the workshops undertaken in academic year 2010/11 ensured that the workshops were more relevant to the curriculum and this increased engagement with the academics and the students within the sessions. Thus this has had a successful outcome – the time taken to develop tailor-made learning for each institution has created enthusiasm amongst users and promotes long-term community use of the OTHA website.

				CEDAR also went beyond the original remit and made some successful attempts to embed the OTHA website within the professional archivists and performing arts community. Throughout the project, the team have been widely disseminating information about CEDAR to professionals through networking, blogs, Twitter, meetings, events, presentations and the OTHA website. We held focus groups with both archivists and performing arts professionals to undertake usability testing of the website. The challenge we have faced with these groups is identifying how they can use the website and embed it into their professional practice in the long term as these professional groups are used to using traditional hard copy resources. Furthermore, we have only managed to contact a very small percentage of people within these communities so there is a great deal more scope for embedding work with these groups.

				4.3. Research and perceptions

				A major issue highlighted by the research was the perceptions of archives which we encountered from communities who took part in focus groups and at the conference organised with PALATINE, ‘Archiving for the Future: using archives to enhance learning and teaching in drama and theatre studies’. The conference, held in May 2010, highlighted that both academics and professional practitioners are uncertain about using archives and that archivists themselves are unsure about how to handle increased usage, access and digitisation. The conference delegates lent support to the key research themes (archiving and theatre studies) already established by the project and had a demonstrated need for more information on how to exploit these resources and strategies for embedding them.

				Several tensions arise from the research the CEDAR project undertook. Despite wanting to encourage greater use of archives, archivists they felt it was important to balance the need to respect the materials involved and their time and resources. They expressed a desire to support teaching and learning but felt constrained by their professional values. There was also an issue with using only the archive to document performance, as academics argued that several things make up the documentation of a performance, for example a script and a photo may make up some of this documentation, but interpretation by an audience also documents a piece. Therefore an archive would never include the complete picture of a performance and academics would need to stress this idea to students.

				The case studies found on the OTHA website focus on these issues in more depth but the approach adopted by CEDAR was to ensure that research activities undertaken by the project were focused, with an in-depth knowledge of the community being engaged. This was to understand the specific concerns they would have surrounding the topic and begin to think of suggestions of practical strategies that could be adopted to assist in embedding archives.

				5. Conclusions 

				The CEDAR project has had a huge effect on teaching and learning at not only UEL but also within partner institutions. The project has created a resource which the community can add to and which promotes debate and discussion focusing on digital archival objects. The collection is no longer concentrated on just East London and the project has developed ways of using the website across the UK. Both at UEL and at the partner institutions, our success is evident in the teaching that has been based on the OTHA website, with students and users having the opportunity to use primary resources and interpret them in new and interesting ways. The CEDAR project has taught users new skills and created a new learning experience. In addition, it is not just users within HEIs that we have engaged in the development and use of the OTHA website; we have reached professionals both in the theatre and the archives sector and begun the embedding of the website within their professional practice. The Bossa software development offers the ideal opportunity for anyone to contribute to the website whilst creating a taxonomy for each object. This also guarantees the sustainability of the project by promoting community engagement and creating community content.

				Furthermore the sustainability of the project is helped by the secondment of existing UEL staff within the Library and Learning Services and the Research Assistant being a member of UEL teaching staff. Therefore they are able to continue the promotion of the site through teaching and at events. Library and Learning Services are also developing a community engagement strategy based on archives and the OTHA website and materials will be utilised as part of this scheme. In the future we aim to gain more funding (either internal or external) to increase community engagement activities particularly outside of higher education to create a greater wealth of resources which add to the whole documentation of a performance. This is a topic which intrigues those who study both the performing arts and archives and the OTHA website provides a unique opportunity to cluster information for a wide section of the community.
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				Synopsis

				Biological disciplines spanning scales from the molecular to the global are accumulating data at unprecedented rates. History demonstrates that the synthesis of data at the interface between these disciplines can catalyse major scientific breakthroughs. However, the rapid pace at which information is currently being generated presents two important challenges for biologists: first, automated mechanisms are required to continually integrate new information, forging scientifically rigorous links between disparate data resources; and secondly, the sheer amount of data makes synthesis a technically demanding problem, making this field of enquiry closed to all but the most computationally skilled scientists. Our goal in this project was to develop an online system for tackling these problems simultaneously; to create a data portal offering a regularly updated and linked snapshot of a diverse array of data, thereby providing ‘biological informatics for the masses’. Our system was targeted at the UK and global community of biological scientists. As taxonomists, ecologists and evolutionary biologists, our interest was in synthesising information on the diversity of species, their geographic range, ecological requirements and evolutionary history. Since the number of species on Earth runs into tens of millions, we began this task with the grasses, a globally distributed, and ecologically and economically important group of species that have been intensively studied and well described. We used computer science methodology to automate the aggregation of taxonomic, phylogenetic, biogeographical and environmental data within a public web resource called GrassPortal. GrassPortal synthesises four data types: A) taxonomy, including 59,380 synonyms, morphological traits and expert range maps; B) phylogeny, based upon molecular markers sequenced for over 3,000 species; C) geographical species occurrences, spanning more than 6.5 million records; and D) multiple Earth Observation data products, describing the terrestrial environment. The major technical challenges that we have solved in this work include the cross-referencing and error checking of species names across multiple databases, the mapping of geo-referenced point localities onto GIS shapefiles, the design of pipelines for automatic updates, and the construction of a flexible system that allows a broad range of possible queries. By carrying out technically challenging bioinformatic data processing, GrassPortal opens up new possibilities for the biological community, allowing a renewed focus on posing, refining and testing synthetic hypotheses about evolution and ecology.

				1. Background and motivation

				Biological disciplines spanning scales from the molecular to the global are accumulating data at unprecedented rates. The cost of DNA sequencing has plummeted in recent years, meaning that data acquisition is increasing exponentially (eg www.ncbi.nlm.nih.gov/genbank). This, coupled with advances in computing power, has enabled recent DNA-based reconstructions of the evolutionary tree of life to include more than 100,000 species – a feat undreamt of a decade ago. At the other end of the scale, Earth-observing satellites take global snapshots of climate and ecosystems at multiple time-points every day, beaming their data down to NASA, which collates this information into data products (eg http://earthengine.googlelabs.com). The datasets are immense and, for the most part, in the public domain. The opportunities presented by this new age of ‘big biology’ are tremendous.

				History shows us that the synthesis of data at the interface between disciplines can catalyse major scientific breakthroughs. Darwin’s Origin of Species is a classic example that marshalled evidence from animal breeding, biogeography and the fossil record. The Evolutionary Synthesis of the mid-20th century went a step further, meshing Darwin’s ideas with a modern understanding of genetics. In the 21st century, rapid advances in genome sequencing are promising new advances in our understanding of how evolution works. Modern scientists are well aware of the tremendous potential for advances at the boundaries between disciplines, but the rapid pace at which information is currently being generated presents two important challenges. First, continual updates are necessary to keep pace with data acquisition. Ideally, automated mechanisms should be developed to forge scientifically rigorous links between disparate data resources. Secondly, the sheer quantity of data makes synthesis a technically demanding problem. As a consequence, the informatics field is closed to most biologists and remains the realm of only the most computationally skilled biologists, and mathematicians and computer scientists who often lack biological knowledge.

				Our goal in the GrassPortal project was to develop an online system for tackling these problems simultaneously. We wanted to create a data portal that, through regular automatic updates, would offer a fully linked snapshot of a diverse array of data. We also wanted to make these large linked datasets readily accessible to only moderately computer literate scientists, thereby providing ‘biological informatics for the masses’. Our system was targeted at the UK and global community of research scientists, academics and advanced level (MSc and final year BSc) students. As ecologists and evolutionary biologists, our interest was in synthesising information on the diversity of species, their geographic range, ecological requirements and evolutionary history. Since the number of species on Earth runs into tens of millions, we had to make this problem tractable. We therefore began our task with the grasses, a globally distributed, and ecologically and economically important group of species that have been intensively studied and well described. Grasses include the world’s major cereal crops including rice, wheat and maize, important biofuels such as sugarcane and elephant grass (Miscanthus), and dominate grasslands and pastures.

				2. Methodology

				2.1. Digitised content

				GrassPortal synthesises four types of digitised content: A) Taxonomy, including a mapping of 59,380 synonyms for grasses onto 11,088 names that are accepted by Kew taxonomists, together with morphological traits and expert range maps for each of the accepted species; B) Phylogeny, a representation of the evolutionary tree of life based on DNA sequences, which currently covers more than 3,000 grass species; C) Biogeography, mapping geographical occurrences for about half of the grass species, spanning over 6.5 million records; and D) Environment, using Earth Observation data products to describe the terrestrial environments that these species inhabit.

				A) Taxonomy. A definitive list of grass species is important because only 11,088 of 59,380 species names are accepted; the others are synonyms. Information on synonymy is stored and updated via GrassBase – The Online World Grass Flora (www.kew.org/data/grassbase). As well as a comprehensive synonymy, this contains a detailed diagnostic description for each species, and a geographical range map, and has been compiled for every species by grass taxonomists in the Herbarium at the Royal Botanic Gardens, Kew. It forms the ‘backbone’ of GrassPortal. As part of their IT strategy, Kew is integrating GrassBase into the World Checklist of Selected Plant Families (http://apps.kew.org/wcsp). Since these data are dynamic, an important aspect of the GrassPortal project has been working with the Kew Herbarium and IT Applications groups to develop web protocols allowing GrassPortal to extract the necessary data from GrassBase.

				B) Phylogeny. The evolutionary relationships between species are inferred by comparing DNA sequences in particular regions of the genome. Similarities imply close evolutionary relationships, with divergence implying greater evolutionary distance. As a condition of publication in scientific journals, all DNA sequence data must be deposited in the public domain via the database Genbank (www.ncbi.nlm.nih.gov/genbank). Despite significant advances over the past decade, the evolutionary relationships of grasses remain uncertain in key areas, and will only be resolved with more DNA sequence data. In recognition of this fact, Nicolas Salamin (University of Lausanne) has developed GrassWeb (www2.unil.ch/phylo/bioinformatics/grassweb.html), and is currently implementing it as an online system. GrassWeb regularly searches Genbank for new DNA data, and updates the grass phylogeny as required. Work on the grass phylogeny has advanced considerably in the last year through the work of the Grass Phylogeny Working Group 2 (GPWG2), funded by the National Science Foundation (NSF) National Evolutionary Synthesis Center (NESCent) at Duke University, USA (www.nescent.org). The development of web protocols to gather data from GrassWeb has been an important component of the GrassPortal project, and will enable the automatic integration of knowledge from GPWG2 into our system, once their data are published.

				C) Biogeography. Many of the world’s herbaria have digitised large parts of their collections by scanning herbarium sheets, and extracting metadata including species name and collecting locality. In the process, they have generated a large database of species occurrences. Data clumping has been achieved for many (but not all) of the world’s digitised herbarium collections by the Global Biodiversity Information Facility (GBIF, www.gbif.org), which contains over 6.5 million geo-referenced records for grasses. Our link to GBIF is via a web interface, allowing us to update regularly as new species occurrence data are brought into the facility. While representing a tremendous resource for mapping the world’s biodiversity, archival collections like herbaria and museums are inevitably biased in their sampling of geographical regions, ecosystem types and climatic zones. While Northern Europe, North America and Australia are well represented, large regions of the species-rich tropics are under-sampled. Expert range maps provided by the GrassBase web resource offer an unrivalled opportunity for measuring this bias. By mapping point occurrences from GBIF onto the coarser scale (country-level occurrence) expert maps, we allow users of GrassPortal to build up a picture of sampling bias for each species of interest.

				D) Environment. The ongoing threat of global change driven by unsustainable human activities has motivated an extensive effort, built up over many years, to describe and understand the global environment. Acquiring these datasets is a major part of the remit of both non-governmental (eg IIASA, www.iiasa.ac.at) and national (eg NASA, www.nasa.gov) organisations, and the data are generated both through direct and spatially explicit satellite observations (Earth Observation data), and through the interpolation of point-based ground observations (eg weather station and soils data). For each of the geographical occurrences of species sampled in C, we have linked information on the key determinants of plant distributions, including average climatic conditions, fire regime, soil conditions and vegetation properties. These data products are in the public domain, and have been compiled by a number of organisations. Since they are static (not updated, but superseded by new data products), they have been acquired, processed into a standardised format and stored locally for rapid access by GrassPortal.

				2.2. Linking content

				The crucial points of linkage between the four data resources are: 1) Species name; and 2) Geographical location. Briefly, the accepted Linnean Latin name for each species and the author of that name are together used as the unique point of linkage between A) Taxonomy, B) Phylogeny and C) Biogeography. Synonyms are resolved to these accepted names using a matching procedure, outlined in more detail below (‘Challenges and achievements’). Data from C) Biogeography are, in turn, mapped onto the expert range maps from A) and the multiple data types describing D) Environment. A schematic summarising these linkages is shown in Figure 1.
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				Figure 1. Data resources and linkages within the GrassPortal system

				To achieve our goals, it was important that GrassPortal was constructed as a dynamic system, being regularly updated with the latest information from each of the four domains, A–D. This was a challenge for the environmental data (D), which are typically released as discrete products, and there is currently no centralised repository for this information. However, in the coming year, a working group in the NSF National Center for Ecological Analysis and Synthesis (NCEAS, www.nceas.ucsb.edu) at the University of California, Santa Barbara, USA, is aiming to deliver a web resource to solve this shortfall. Until we can link to this resource in future, we have acquired the necessary environmental datasets and are storing them locally. It has been possible to link dynamically to the remaining data sources (A–C), however, and we have established web interfaces with (A) GrassBase through collaboration with the Kew IT applications team, with (B) GrassWeb by collaborating with Nicolas Salamin at the University of Lausanne, and with (C) GBIF through communication with their systems analysts based in Copenhagen. A schematic overview of the GrassPortal architecture is shown in Figure 2.
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				Figure 2. Architecture and user interface of the GrassPortal system

				2.3. User interface and functionality

				To achieve our goals, it was also important that the user interface of GrassPortal provided sufficient functionality to allow a moderately computer literate research user to search, visualise and export the linked data. We consulted with our scientific advisory group in December 2009, and carried out a period of consultation with our wider user community in Spring 2010 to gather requirements and to establish a target for development.

				The clear message that emerged from this process was that advanced functionality was neither desirable nor appropriate. First, it was clear that GrassPortal would be serving a diverse research community, who used a range of specialist tools that were already available as desktop applications. These tools included GIS methods and applications, and methods for modelling the ranges and ecological requirements of species using functions developed for the statistical package R. Since both the software tools and the methods they facilitate are continually being updated and refined, we felt that any attempt to embed this kind of advanced functionality within GrassPortal would rapidly condemn the system to redundancy. Instead, advanced methods were best left to the individual user, and our focus should be on: the quality of data and linkage between data types; a flexible and powerful search interface; tools for visualising the structure of data returned by searches; and a simple method for downloading data in a portable format (Figure 2).

				3. Outputs and outcomes

				The GrassPortal system is accessed via a website designed by the e-learning specialists Can Studios in Sheffield (www.canstudios.com) at the domain name registered for the project (www.grassportal.org; Figure 3). The system itself is currently housed on a server in Sheffield.
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				Figure 3. The GrassPortal website

				The GrassPortal search interface is designed to be easily accessible, but flexible and powerful, and uses a unique visual method for query composition (Figure 4). Workshops with user groups have been used to refine its accessibility, and to develop online help to the necessary level. This work is ongoing (spring 2011). Custom searches are constructed via two routes: first, via a simple keyword search, which looks for an exact match across all data fields; and second, via complex queries, which are constructed in a series of steps. Concepts (data fields) are first selected from a hierarchical menu (Figure 4, left). This brings up a box, to which search criteria can be added. The search criteria are keywords that filter by matching to ‘any’ data, or by specifying ‘exact’ or ‘like’ matches to the data. It is also possible to return empty (null) data fields by selecting the ‘all’ option. These search terms may be combined using ‘and’, ‘or’ or ‘not’ to develop complex queries. Further concepts may be added to the search to show more data fields and to further refine the query.

				
					[image: Image5330.PNG]
				

				Figure 4. The GrassPortal user interface, showing (left) the hierarchical tree of data concepts, and (right) the results of a query displayed in (top) tabular and (bottom) map forms. Visualisations of the data as pie charts, bar charts and frequency histograms a re displayed by clicking on the green bar (right) labelled ‘Visualise Results’.

				The results of searches are displayed in three ways: i) a table of numerical values (Figure 4, top right); ii) a map of geographical occurrences (Figure 4, bottom right); and iii) pie charts, bar charts and frequency histograms which display the distribution of data returned. The mapping visualisation was developed using Google Maps. However, the standard representation of a data point as a pin failed to adequately display high sampling densities, and a hierarchical display method was developed instead. This clusters the species occurrences and displays the number within each cluster, as shown in Figure 4, bottom right. Red indicates a high sampling density, with yellow intermediate, and blue showing a low density. The clusters are then progressively ‘unpacked’ as the user clicks and zooms in on the map. Data downloads are achieved via a single click, and deliver a package of files to the user’s desktop. These include the numeric and textual data in ASCII format, the phylogeny in NEXUS format, and text files that outline the correct citation for GrassPortal and the other data sources that have been indirectly accessed.

				4. Challenges and achievements

				4.1. Species names

				The linkage of species names across multiple data resources represented a major scientific and computational challenge. The GrassBase synonymy was undoubtedly the key to this endeavour, providing a means to cross-reference names provided by GrassWeb and GBIF, and to map synonyms against the names accepted by Kew taxonomists. Two challenges were encountered in this work. First, scientific names for each species are often recorded in GBIF without a naming authority (author), which creates a problem with homonyms, scientific names that have been assigned historically to more than one species. For example, the name Festuca arundinacea was first assigned to a species by Johann von Schreber in 1777, but subsequently used by Samuel Liljebad 1798 for a different species (subsequently renamed Scolochloa festucacea in 1892). A scientific solution was offered by GrassBase, which flags the accepted name that is most likely for each homonym. Second, exact matching of names was not possible in many cases, due to issues with GBIF data quality, especially spelling mistakes in Latin names, and non-standard abbreviations of author names. For example, ‘Douglas ex Lind’ is the standard abbreviation for David Douglas and John Lindley, but ‘Dougl. ex Lind.’ is also found in databases. In these cases, we chose the best match, and provided a ‘match statistic’ (percentage fit of the name to an accepted name in GrassBase). This process is now automated, and executed for each update that comes in from GBIF and GrassWeb.

				4.2. Species concepts

				It is important to note that the description of each species in GrassBase (The Online World Grass Flora) represents the subjective view of a particular taxonomist or taxonomists. Whilst in many cases there is consensus among taxonomists about the appropriate circumscription of species, in others there is disagreement and vigorous debate. For example, Watson and Dallwitz in their Grass Genera of the World recognise Achnatherium Beauv. to be a distinct genus (http://delta-intkey.com/grass/www/achnathe.htm). However, Clayton and colleagues in GrassBase consider this to be a part of the genus Stipa L. (www.kew.org/data/grasses-db/www/gen00611.htm). When used in a taxonomic context, the term ‘species’ is therefore not a distinct entity that can be defined objectively, but instead is a concept that is circumscribed by a taxonomist. In recognition of this fact and to provide a unique resource name (URN) to each of their species concepts, Kew have adopted life-science identifiers (LSIDs, www.ipni.org/lsids.html) which are also used by the International Plant Names Index (IPNI, www.ipni.org). These provide a unique representation of each species concept, and have been adopted both in the Kew web service for GrassBase and in GrassPortal.

				4.3. Sampling bias

				As noted earlier, the linkage of GBIF species occurrence records with expert country-level distribution maps for each species offers a neat way of quantifying the sampling bias in GBIF (Figure 5). This method for assessing data coverage will be invaluable for filling in data gaps using future digitisation work. For example, species sampling is especially sparse for India (Figure 5).
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				Figure 5. GBIF sampling bias, shown as the percentage of species in each ‘botanical country’ (as defined by Kew experts) that are sampled by GBIF occurrence records

				5. Impact

				To date GrassPortal has achieved impact in four areas:

				
						Academic. The system is currently being used to produce a number of academic papers for submission to international peer-reviewed journals. One of these discusses the importance of automating the linkage of large ecological and evolutionary datasets, and illustrates the potential benefits in doing so. Another examines the global distribution of species diversity for grasses, and tests alternative hypotheses about the unusual patterns seen in this group. Both papers have already been presented at academic conferences, including: New Frontiers in Plant Systematics and Evolution in Beijing, the International Photosynthesis Congress in Shanghai, and annual meetings of the Botanical Society of America, the South African Association of Botanists, and the British Ecological Society

						Research. The system is currently being utilised by two working groups of the National Evolutionary Synthesis Center (NESCent), one concerned with grass evolution (www.nescent.org/wg_GPWGII), and the other studying the assembly of grassland ecosystems (www.nescent.org/wg_grasslands). NESCent is an NSF-funded organisation based at Duke University in North Carolina, whose aim is to promote synthetic approaches to the study of evolution. The working groups are principally using GrassPortal to extract plant morphological, life history and physiological characteristics for large numbers of species, and to standardise names

						Economic. Development of the system by the company Knowledge-Now has led to spin-off products for managing knowledge (disKover) and visualising knowledge (eyeKnow). These are being marketed as software tools for large organisations to manage their data on spending/finances (www.k-now.co.uk/k-now)

						Institutional. Kew is undergoing a major review of its IT infrastructure, and GrassPortal has served as a testbed for some important institutional decisions. The adoption of LSIDs was one of the most important of these. The system has had impact at Sheffield too. Its close alignment with Faculty of Science priorities in research means that it is being supporting in the medium-term under the Project Sunshine remit (http://shine.sheffield.ac.uk). Institutional buy-in at both Kew and Sheffield was essential for the success of the GrassPortal project, and alignment with the institutional priorities of each and engagement with senior management were key factors in each case

				

				6. Conclusions

				GrassPortal automates the technically challenging bioinformatic data processing that is needed to link and synthesise large ecological and evolutionary datasets. Through its user interface, it opens up novel possibilities for a diverse biological community, allowing a new generation of non-expert users to deploy informatics approaches in their work on evolution and ecology. At an institutional level, the successful completion of the project and its embedding within existing web infrastructure both depended critically on buy-in from senior management and alignment with strategic priorities.
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