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JISC Project Plan 
Overview of Project

1. Background

The continued development of OAI-PMH compliant institutional repositories is of vital importance to British HEIs, research and the national economy
. Many institutions that have implemented repositories have encountered cultural barriers to embedding repositories and challenges surrounding deposit. At the University of Wolverhampton we have successfully established WIRE (Wolverhampton Intellectual Repository and E-theses) open access institutional repository for research output
. Launched just six months ago this is already populated with over 500
 articles and theses. However, we are acutely aware both from our own experience and through talking to others that we are still well short of achieving comprehensive archiving (or as close as we can get to this while remaining within the constraints of copyright, licensing and embargo restrictions). Common difficulties facing many repositories include the identification and capture of their institution’s research output, time spent providing mediated deposition services or resistance to, and/or lack of engagement with, self-archiving and copyright/licence clearing of material for open access. 

In response to the fact that manual creation of tagged bibliographical data is an extremely resource- and time-intensive process, a number of research projects have been recently carried out that aim to develop the technology to unify existing disjointed bibliographical repositories (e.g., the Bibster project
). Very recently, industrial products enabling efficient management of bibliographical data have appeared. For example, Symplectic’s Publications Management System
 automatically harvests journal citation data from a broad variety of pre-specified institutions such as CiteSeer, ACM Portal, or BioMed Central. The free-of-charge CiteULike system
 aims to do the same by re-using the efforts of a growing community of its individual users. Nonetheless, these systems can only make use of data that has already been encoded in the format with which they have been adapted to deal. As a result, the coverage of such systems is greatly limited. Symplectic’s PMS, for example, processes only journal papers of specified publishers, missing out such publications as conference proceedings, books and book chapters. To our knowledge, the only systems that actually extract bibliographical data from the unrestricted Web are CiteSeer
 and Google Scholar
.
The present project will build on the team’s experience and expertise of theoretical and applied research, provision of research support in the areas of information extraction, information retrieval, and natural language processing as well as provision of information services and the management and administration of an institutional repository.

2. Aims and Objectives

The overall aim is to develop and evaluate a system for an automated population of an institutional repository with bibliographical data discovered automatically on a local network or a web site of the institution.

To achieve this aim, the following objectives are set out:

· To carry out a detailed study of user requirements to the system (quality requirements, scope of application, interface requirements).
· To study and develop a focus crawler system, capable of automatic discovery of documents containing bibliographical data on the university’s staff publications.

· To study and develop an information extraction (IE) system to identify text segments in the discovered bibliographical entries corresponding to Dublin Core metadata.
· To implement a facility for automatic checking of copyright/license issues with the SHERPA Romeo
 database.
· To investigate different possibilities to introduce human supervision into the operation of the system, in order to minimise human involvement.
· To investigate ways to integrate the system into the DSpace workflow.
· To carry out a user-focused evaluation of the integrated system, in the context of the WIRE repository.
3. Overall Approach

Strategy and methodology. In developing the two major components of the AIR system, the focused crawler and the IE component, the project will investigate two methodologies, and attempt to come up with a most optimal combination of the two:
· Rule-based approach: the discovery of relevant documents and the extraction of relevant text segments to be included into the database are performed based on a set of hand-written rules involving specific textual cues, such as presence of certain key phrases, their relative position in the document, HTML mark-up, etc. The main advantages of this approach are its high accuracy and scalability to large data volumes. The disadvantages are low coverage and “brittleness” (a system developed for one application or set of documents cannot be re-used for a different application). 

· Statistical/machine learning methods: the system induces rules for locating and extracting relevant data from text based on a set of positive examples. While the approach usually ensures high coverage (by finding rules that human experts tends to overlook) and easy portability to new applications, the approach suffers of low accuracy.

The project will try to determine the most optimal combination of the two approaches, such that would work best in complementing human users of the AIR system, i.e. employing rule-based techniques at points where precision is critical but human involvement is too costly and statistical  techniques where coverage is critical.
The development of other system components (checking the copyright/license status of a publication in an external database, interface with the DSpace workflow, the user interface) that can be carried out in well-established ways will be carried out in constant consultations with potential users.

Scope and boundaries. With regards to the scope of the system operation, it will be limited to the documents discovered on a particular website/local network, possibly making queries to a limited number of external sites, rather than a search on the entire Web. The AIR system will be interfacing with the WIRE repository and evaluation of the system will be carried out in this context. As much as possible effort will be made to facilitate future porting of the system to other repositories. With regards to the scope of system evaluation, the evaluation of individual components of the system will be carried out of a set of about 100 manually annotated documents. User-focused evaluation will be conducted with the help of 3-4 repository librarians at the University of Wolverhampton.

The scope of activities of the ILP staff (two research associates) on the project will be concerned with research and development activities, recruitment of (temporary) research staff. The scope of LIS staff (3 members) activities will be limited to a study of user requirements, user evaluation of the AIR system, and participation in project management. Both ILP and LIS staff will participate in the dissemination activities on the project.
Critical success factors. Critical success factors for the project are:

· Adequate performance of the focused crawler and IE components, other components being rather off-the-shelf solutions
· Efficient integration with the DSpace based Open Repository software and the SHERPA Romeo database
· Successful user evaluation of the overall AIR system
· Sustainability of the outcomes of the project, ensured by the integration of the system with WIRE repository, its user-friendly interface and high-quality documentation
4. Project Outputs

Deliverables. The project is expected to produce the following deliverables:
· A stand-alone web crawler component tunable to different applications

· A stand-alone IE component

· An integrated AIR system

· Documentation on the software tools and user manuals
· A user evaluation report

· Project reports

Knowledge and other outputs. The project will help the team to gain new knowledge and experience that will potentially benefit the researchers, librarians, the University as well as the wider repository community. Specifically, it will help to:

· Enhance opportunities for UW researchers to gain experience in knowledge transfer that will be highly beneficial for their research careers.

· Develop the relationship between LIS and ILP which may lead to further research co-operation on advanced information access technologies.

· Investigate the concept of partial automation of population and deposition in the context of an institutional repository

· Establish the limits of automation and good practice for the procedure.
5. Project Outcomes

The major qualitative benefits of the project for the teaching, learning and research communities are expected to be the following:

· Significant growth in content in the WIRE institutional repository to better reflect the published research work produced by the UW staff.

· Improved coverage of the repository will increase its popularity with its potential users, and thus will help to further the goals of the WIRE project.

· Improved capture of research activity and thus help embed the WIRE repository within the research process at UW

· Raised profile of UW research by adding as much as possible to WIRE, which, as an open access repository, will increase the likely hood of citation.

· Greater opportunities for UW researchers to participate in knowledge transfer

· A stronger support for research-informed teaching by improving access to UW research in a form that can be readily integrated within our heavily used VLE.

· Facilitation of self-archiving by academic staff by providing partial automation of the deposition process.

· Reduction of LIS staff time spent on routine parts of the mediated deposition process, to enable rationalisation or redeployment.

· New relationships between LIS and ILP which may lead to further research co-operation on advanced information access technologies.
6. Stakeholder Analysis
	Stakeholder
	Interest / stake
	Importance

	ILP director
	Interested in a successful completion of the project, which will ensure various benefits for its staff and raise the profile of the institute as a whole, and help to gain new experience and establish new relationships in the area of applied research.
	High

	LIS administrators
	Interested in facilitating the growth of the WIRE repository and freeing up LIS staff time from routine repository reposition activities.
	High

	Researchers employed on the project
	Interested in gaining experience in applied research and knowledge transfer that will be highly beneficial for their research careers.
	High

	Librarians
	Would like to use easier-to-use, more automated facilities for deposition of data into repositories
	High

	Research-active university staff (teaching staff, researchers) at UoW
	These are the producers of research output and content for institutional repositories. Currently struggling with new challenge of self-archiving. This project will support them by partially automating self archiving. The products of the project will make this task easier to ‘sell’ to hard pressed academics and by engaging them in its development phase they can help shape it to ensure its value to them.
	Medium

	Students at UoW
	Interested in ensuring their research outputs are adequately represented in the institutional repository. Together with undergraduates, also interested in having easy access to research outputs produced at the university.
	Medium

	Repository community
	Currently faces the challenges of improving deposition in repositories but is constrained by limited staffing budgets and lack of uptake of self-archiving by academic staff.
	Medium

	HEFCE
	Keen to promote the use of institutional repositories to support the competitive edge of UK HE sector research
	Medium

	JISC
	Keen to promote the use of institutional repositories to support the competitive edge of UK HE sector research
	Medium

	BioMed Central
	Keen to develop and improve the functionality of Open Repository software and to contribute to DSpace community
	Low


In addition to the stakeholders actively contributing to the project (ILP directors, LIS administrators, librarians, and research staff), members of research-active staff and post-graduate students at UoW will be invited to participate in user-focused evaluation of the AIR system. Upon completion of the project, the staff and students will also be informed about the project outcomes in a university newsletter. Wider repository community and JISC will be informed about the project progress and its outcomes at regular JISC Programme Meetings as well as through the project web site.

7. Risk Analysis

	Risk
	Probability

(1-5)
	Severity

(1-5)
	Score

(P x S)
	Action to Prevent/Manage Risk

	Failure to employ an RA with sufficient programming and text mining skills within the given time-scale
	2
	4
	8
	The positions will be re-advertised until suitable candidates are found. Meanwhile, the implementation activities on the project will be carried out by VP, who will devote 100% of his contract time to the project, as well as temporarily employed MSc students at ILP and School of Computing at UW.

	Poor scalability (performance standards do not generalise to new data)
	2
	3
	6
	The system will allow for easy tracing of each step automatically performed by the system, so that appropriate amount of human input can compensate for the errors. This design will guarantee that in the worst cases, 100% of all effort on extracting the information is done by a human, but the risk of inserting erroneous data into the repository is minimised.

	Technical problems e.g. an adverse impact on the University website from use of the web crawler.
	1
	5
	5
	Web crawler and other software to be thoroughly tested and checked before use on the live website. In order not to overload institutional web server, all processing will be done off-line, with the web pages accessed only periodically, during quiet periods between 03.00 and 07.00. Close liaison with UW IT Services colleagues 

	Copyright on web pages
	1
	3
	3
	In order not to infringe the copyright of the owners of web pages, the pages will not be permanently stored by the system locally: it will save only the information extracted from them along with references to original pages and their sections, without storing or re-distributing entire pages.

	Poor user friendliness of the system
	3
	3
	9
	In case the user evaluation indicates that the integrated system does not have a user-friendly interface, the project will attempt, in as much as possible, to allocate more of RAs’ time to the development of the front-end of the system (at the expense of its less critical components). More complex activities on customising the system to a specific user’s requirements will be done outside the present project.

	Tight schedule of the project
	4
	3
	12
	All desirable functionalities of the system, determined by the user requirements study, will be prioritised, in order to ensure that the most important are implemented within the lifetime of the project.


8. Standards

	Name of standard or specification
	Version
	Notes

	ASCII
	X3.4-1986
	Format of web documents 

	Unicode
	UTF-8 and UTF-16
	Format of web documents

	DOC
	6 and above
	Format of web documents

	RTF
	1.8
	Format of web documents

	PDF
	PDF/X 1.6 and PDF/A-1
	Format of web documents

	HTML
	HTML4, XHTML
	Format of web documents

	XML
	1.1
	Format of web documents

	HTTP
	1.1
	The protocol for data transfer that will be used for access the university server


9. Technical Development

The project will use software engineering techniques drawn from industry standard good practice, which will include:
· Analysis of requirements from the user perspective and definition of system and sub-system specifications based on the user requirements study
· Description of system architecture using UML, supported by narrative and scenarios
· Modularity of code
· Use of issue log documenting change and faults-on/off notes
· Adequate internal and external code documentation
· Standard compliance and regular interoperability tests to ensure interoperability with DSpace software and SHERPA/Romeo databases
· Use of back-up and version control facilities such as Subversion.
10. Intellectual Property Rights

The AIR participants will adopt the following position with respect to intellectual property (IP), generated by the project:
· All generated IP will be owned by its originators; however, it will be released into the general public under the GPL license, i.e., it will be available free of charge for academic and research purposes.

· For outputs such as project reports, a non-exclusive licence to archive and disseminate the work will be granted to JISC. These outputs will be distributed via the AIR website and WIRE.

· While the developed software will be made freely available to the general public, training and consultancy on its installation, customisation and maintenance will be provided to institutions other than University of Wolverhampton for a fee.

· The project will ensure that any of its outputs do not infringe intellectual property rights of third parties. To that end, it will make use only such software and data released by third parties that itself is being distributed under the GPL license.

Project Resources

11. Project Partners

The project will be led, and the bulk of the R&D work carried out, by the Research Institute for Information and Language Processing (ILP) at the University of Wolverhampton (main contact: Dr. Viktor Pekar). The Learning and Information Services (LIS) at the University of Wolverhampton (main contact: Alison Robinson) will be participating in the study of user requirements and user evaluation of the system as well as in managing the project and liaising with the external project partner, BioMed Central. The role of BioMed Central is to enable large-scale ingest of automatically acquired data into the WIRE repository and to consult on issues relating to the ingest.
A Consortium Agreement with BioMed is currently in preparation.

12. Project Management

The project will be managed by Dr. Viktor Pekar, who has considerable relevant experience including his work on the ESRC-funded BiRD (“Building Research Databases”) project, which has many overlaps with the current proposal. The aim of the BiRD project was to develop a system to monitor the Web for announcements of resources available for the academic community, extracting information from it, and creating a publicly accessible database on these resources. Dr Pekar will spend 50% of his time of the project.
In addition, quality assurance on the project will be achieved with the help of a Project Steering Group, that will include John Dowd, Alison Robinson, and Frances Hall from Learning and Information Services, and Prof Ruslan Mitkov from ILP. All three have experience of managing library projects and John Dowd is currently the project manager for the WIRE project, which will be the major immediate beneficiary of AIR. Prof Mitkov had extensive experience managing long-term research projects. The function of the Steering Group, who will hold bi-monthly meetings, will be to monitor the progress of the project, the quality of its deliverables, and take decisions on alternative strategies. The Steering Group will adopt a quality review as a methodology to assure quality of the workpackages, which will be reported to the Project Manager.

Project Manager:

Dr. Viktor Pekar (VP), Research Institute of Information and Language Processing, University of Wolverhampton, Stafford St., MB Building, Wolverhampton. WV1 1SB
Email: V.Pekar@wlv.ac.uk
Tel: 01902 32 22 17
Fax: 01902 32 35 43

Project Steering Group:

Prof.R.Mitkov (RM), Research Institute of Information and Language Processing, University of Wolverhampton, Stafford St., MB Building, Wolverhampton. WV1 1SB
Email: R.Mitkov@wlv.ac.uk
Tel: 01902 32 24 71
Alison Robinson (AR), Learning and Information Services, University of Wolverhampton, MX Building, City Campus North, Camp Street, Wolverhampton, WV1 1AD
Email: A.Robinson@wlv.ac.uk 

Tel: 01902 32 29 18
Frances Hall (FH), Learning and Information Services, MX Building, City Campus North, University of Wolverhampton, Camp Street, Wolverhampton, WV1 1AD
Email: F.Hall@wlv.ac.uk
Tel: 01902 32 19 65 
John Dowd (JD), Learning and Information Services, University of Wolverhampton, MX Building, City Campus North, Camp Street, Wolverhampton, WV1 1AD
Email: John.Dowd@wlv.ac.uk 

Tel: 01902 32 26 08
13. Programme Support

We believe that technologies underpinning this project are of particular interest to the digital repositories programme and would appreciate advice on user evaluation of the project and the best routes to disseminate the results of the project to its potential users.
14. Budget

	Directly Incurred


	Year 07-08
	Year 08-09
	TOTAL £

	
	
	
	

	Directly Incurred Total (A+B=C)

(C)
	18,263.67
	36,527.33
	54,791.00

	
	
	
	

	Directly Allocated Total (D)
	21,640.33
	43,280.67
	64,921.00

	
	
	
	

	Indirect Costs (E)
	28,581.50
	50,667.50
	79,249.00

	
	
	
	

	Total Project Cost (C+D+E)
	68,485.50
	130,475.50
	198,961.00

	Amount Requested from JISC
	34,303.75
	65,359.75
	99,663.49

	Institutional Contributions

	34,181.76
	65,115.75
	99,297.50

	
	
	
	

	
	
	
	

	Percentage Contributions over the life of the project
	Partners

50%
	JISC

50 %
	Total

100%


Detailed Project Planning

15. Workpackages

See Appendix B.

16. Evaluation Plan

	Timing
	Factor to Evaluate
	Questions to Address
	Method(s)
	Measure of Success

	Dec 2007
	Completeness of user requirements 
	Do we have enough information from users to develop system specification?
	Survey
	Interviewing at least 3 repository librarians

	Jul 2008
	Performance of the web crawler
	Does the crawler accurately detect relevant documents and does it have the desired coverage?
	Experimental evaluation
	Accuracy and coverage scores, acceptable for users

	Jul 2008
	Performance of the IE component
	Does the IE detect relevant documents and does it have the desired coverage?
	Experimental evaluation
	Accuracy and coverage scores, acceptable for users

	Oct 2008
	Efficiency of the interface with DSpace software
	Can the system efficiently deposit the discovered data en bulk into the repository?
	Efficiency tests
	Efficiency acceptable for users

	Jan 2009
	Performance and user friendliness of the integrated system
	Does the system as a whole perform with the required levels of accuracy and coverage? Is it easy-to-use?
	Experimental user evaluation
	Significant speed-up of the deposition process,
positive feedback from users


17. Quality Plan

	Output
	User requirements

	Timing
	Quality criteria
	QA method(s)
	Evidence of compliance
	Quality responsibilities
	Quality tools 

(if applicable)

	15/12/07
	Comprehensive, detailed description
	Interviews with users
	User requirements adequately reflected
	VP, AR
	


	Output
	System specification

	Timing
	Quality criteria
	QA method(s)
	Evidence of compliance
	Quality responsibilities
	Quality tools 

(if applicable)

	15/12/07
	Compliant with user requirements
	User feedback
	Positive feedback from users
	VP, RA1, RM
	


	Output
	Web crawler

	Timing
	Quality criteria
	QA method(s)
	Evidence of compliance
	Quality responsibilities
	Quality tools 

(if applicable)

	15/11/08
	Accuracy and coverage; efficiency
	Experiments on evaluation datasets
	Performance rates correspond to user requirements
	VP, RA1
	


	Output
	Information Extraction

	Timing
	Quality criteria
	QA method(s)
	Evidence of compliance
	Quality responsibilities
	Quality tools 

(if applicable)

	15/11/08
	Accuracy and coverage; efficiency
	Experiments on evaluation datasets
	Performance rates correspond to user requirements
	VP, RA1
	


	Output
	Integrated system

	Timing
	Quality criteria
	QA method(s)
	Evidence of compliance
	Quality responsibilities
	Quality tools 

(if applicable)

	15/01/09
	Accuracy and coverage; efficiency
	User evaluation 
	Performance rates correspond to user requirements
	VP, RA1, RM, AR
	


18. Dissemination Plan

	Timing
	Dissemination Activity
	Audience
	Purpose
	Key Message

	15/10/07
	Project web site is up
	Any interested parties with an internet access
	Dissemination of project outcomes
	New technology for repository population is being developed

	Autumn 08
	JISC programme meeting
	Participants in JISC Repositories and Preservation Programme
	Dissemination of project outcomes, networking, search for possible collaborators, or repositories which to use the software 
	Functionalities and benefits of the technology

	April 2009
	Open Repositories Conference
	Open Repositories community
	Dissemination of project outcomes
	Availability of new technology for repository population


19. Exit and Sustainability Plans

	Project Outputs
	Action for Take-up & Embedding
	Action for Exit

	AIR system
	The system will be integrated with the WIRE repository interface which is continuously used at UoW
	Integrate and setup the system at LIS

	AIR system
	The system will be distributed over the website under the GPL license
	Make the system available for download

	AIR system
	The ILP staff will provide consultation and maintenance to LIS for at least 3 years beyond the end of the project.
	Keep up detailed documentation for the system

	Web site
	The website, though which the software will be distributed, will be maintained for at least 3 years beyond the end of the project
	The project website to be maintained as part of the ILP website


	Project Outputs
	Why Sustainable
	Scenarios for Taking Forward
	Issues to Address

	AIR system
	In continuous use by LIS at UoW and potentially for similar institutional repositories
	ILP staff will provide consultation and maintenance of the system for at least 3 years after the completion of the project
	The ILP to find the resources for this task after the completion of the project


Appendixes

Appendix A. Project Budget

Appendix B. Workpackages

� � HYPERLINK "http://www.jisc.ac.uk/news/stories/2007/06/news_repos.aspx" ��http://www.jisc.ac.uk/news/stories/2007/06/news_repos.aspx� 


� � HYPERLINK "http://wlv.openrepository.com/wlv/" �http://wlv.openrepository.com/wlv/�


� Not all of these are yet available in full text open access because of copyright/licence/embargo issues.


� � HYPERLINK "http://bibster.semanticweb.org/" ��http://bibster.semanticweb.org/� 


� � HYPERLINK "http://www.symplectic.co.uk/products/publications.html" ��http://www.symplectic.co.uk/products/publications.html�


� � HYPERLINK "http://www.citeulike.org/" ��http://www.citeulike.org/�


� � HYPERLINK "http://citeseer.ist.psu.edu/" ��http://citeseer.ist.psu.edu/� 


� � HYPERLINK "http://scholar.google.com/" ��http://scholar.google.com/� 


� � HYPERLINK "http://www.sherpa.ac.uk/" ��http://www.sherpa.ac.uk/� 


� If the institutional contributions include a contribution towards the direct costs of the project please complete a table along the lines of the example overleaf
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