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Executive Summary 
The Automatic Summarisation for Systematic Reviews using Text Mining (ASSERT) project 
draws upon the need for wider inclusion of social scientists in e-Infrastructure. In social 
science research, text documents and textual data form a large portion of the material being 
analysed and investigated. Recent innovations in text mining are now providing direct 
assistance to analytical and investigative methodologies in areas of the biomedical sciences. 
However, little uptake of these innovations has been observed elsewhere, outside of large 
corporations. The ASSERT project aimed to help remove the barriers previously identified by 
practitioners – namely a perceived lack of relevance of, and limited trust in, text mining due 
to traditional ‘black box’ approaches. 
 
The project therefore aimed to integrate a set of text mining technologies into a software 
framework capable of appealing to a wide spectrum of social scientists, with especial focus 
on the task of carrying out literature surveys. This task was chosen as it is a methodological 
step common to many researchers, who are thus well acquainted with the challenges and 
frustrations involved in the task, and are also aware of those techniques that have proved 
successful for their needs.  This task then offers an excellent case study for targeted 
dissemination to users willing to test a system that has the potential to make their everyday 
work easier. 
 
A team was formed containing text mining expertise from the National Centre for Text 
Mining, and research methodology experience from the Evidence for Policy and Practice 
Information Coordinating Centre, who specialise in performing systematic reviews for large 
organisations. The project itself would focus on the development of a tool for systematic 
reviewing and, as part of this, a summarisation service. Furthermore, a community call was 
drawn up in collaboration with the JISC to fund activities building upon the delivered 
technology to act as further case studies for the target audience and to showcase the 
benefits and possibilities of using text mining technology. 
 
The delivered system combines term extraction tools with document clustering and 
summarisation. Additional automated query expansion tools were added to support existing 
search techniques and these were also noted to be of potential benefit to the e-learning 
community as a method for exploring new domains without having to necessarily know the 
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technical jargon used. Evaluation and testing were successfully conducted across a number 
of subject areas chosen by core stakeholders. Numerous areas of future extension and 
inclusion have been identified and in some cases work has already begun on these, with 
promising results and further user feedback. Thus, although the project has now terminated, 
the project partners continue to develop and extend functionality of the system, in the light of 
strong interest from and interaction with the user community,  
 
This project and the associated output from the community call represent a significant 
contribution to the e-Infrastructure in the UK, as demonstrated by the level of interest and 
uptake of the results. Broader involvement in these activities by the social science 
community as well as active use of the delivered technology by the digital libraries and 
repositories community show the success of a platform already generating profitable 
synergies and engagement. 
 

Background 
The Automatic Summarisation for Systematic Reviews using Text Mining (ASSERT) project 
centres on providing for broader institutional involvement in text mining by the social science 
community. This background work developing an exemplar systematic review service will 
provide a foundation for the project work, whilst at the same time developing an exemplar 
service for the social sciences domain. 
 
As a whole, ASSERT strongly contributes to the outcomes required by the e-Infrastructure 
programme: 

·  Greater participation by the social sciences in e-Research. 
·  Sustainable core text mining services common across numerous projects in the 

social sciences 
·  Case studies providing examples of benefits and effective use of e-Infrastructure 
·  Provision of novel models for retrieving and processing textual data 
·  Through the community call the project also demonstrates capabilities for flexible 

deployment in service provision environments as well as direct integration into 
research workflows. 

 
Currently there is very little use of text mining within the social science or arts and 
humanities areas. Despite this, there are potentially huge advantages to using text mining 
methods to save time for researchers, open up new areas of research and encourage new 
ways of doing research.  
 
ASSERT thus interfaces with the social sciences community in three ways:  

1) Development of a social sciences summarization exemplar service based on 
NaCTeM tools. 

2) Support for the social science community projects involving text mining funded by the 
JISC as the result of a community call.  

3) Dissemination activities based upon the resulting tools to broaden the involvement 
social scientists in text mining and the transfer expertise to core stakeholders.  

 
The community call has been proposed to further extend or adapt the functionality of the 
ASSERT tools for other social science based projects. Our intention is to show how different 
text types can benefit from text mining and provide demonstrable results in multiple areas of 
research. This will assist with further dissemination and will provide key case studies 
grounded in real applications and solving challenges currently facing social scientists. 
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Aims and Objectives 
The overall aims of ASSERT were: to facilitate the process of systematic reviewing; to 
produce a text mining demonstrator for key stakeholders at the Evidence for Policy and 
Practice Information Centre (EPPI)1; to facilitate greater participation by the social sciences 
community in e-Research by introducing and customising text mining technology (searching 
and summarisation services); and to support a number of community projects adopting text 
mining services. 
 
The overall objectives of the proposed exemplar service are: 

1) to develop cost-effective and rapid methods for locating relevant studies for input to a 
systematic review using a combination of text mining techniques; 

2) to apply a suite of text mining tools that will support novel methods of information 
management in the domain of social science systematic reviews (document 
clustering, term extraction, query expansion and text summarization); 

3) to demonstrate the applicability of the text mining technology in social sciences, in 
cooperation with the Evidence for Policy and Practice Information and Co-ordinating 
Centre (EPPI)  currently heavily involved in producing systematic reviews; 

4) to disseminate the benefits of text mining to the wider social sciences community via 
NaCTeM services. 

 
We have identified a key partner to participate as service users and domain experts in the 
proposed service development. The EPPI is part of the Social Science Research Unit2 at the 
Institute of Education in London, and has been involved in research synthesis since 1993.  It 
is part of the ESRC's National Centre for Research Methods (NCRM), focusing specifically 
on building upon existing approaches to research synthesis to build an integrating framework 
that accommodates diverse types of information and research. 
 
The existing NaCTeM3 tools need to be minimally tailored in order to meet the requirements 
of the new project. This will involve the addition of some minor features and some tuning to 
make the tools more effective when applied to problems of systematic reviews and in the 
domain of social sciences. However, the bulk of the work will be to produce a tool for a 
summarisation service. Additionally, the summarisation tool must interoperate effectively 
with the existing NaCTeM tools.  
 
The overall objectives of the proposed community call support are: 

1) to liaise with domain experts from other institutions who will use text mining as an 
integral part of their projects supported under the community call 

2) to configure appropriate text mining workflows for the specific purposes of the 
supported projects. 

 

Methodology 
Before undertaking any new policy, practice, research or before making any other decisions 
it can be useful to find out what is already known about an issue in a fair, unbiased manner, 
in order to be of any scientific value to the community.  This knowledge may include the 
findings of individual research studies that might, alone, be limited in their applicability and 
vulnerable to bias. In order to minimise this bias, therefore, a large number of people and 
organizations, such as the Cochrane Collaboration (http://www.cochrane.org), the Centre for 

                                                      
1 EPPI - http://eppi.ioe.ac.uk 
2 SSRU - http://ioewebserver.ioe.ac.uk/ioe/cms/get.asp?cid=11975 
3 National Centre for Text Mining – http://www.nactem.ac.uk 
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Reviews and Dissemination’s guidelines (http://www.york.ac.uk/inst/crd/report4.htm) have 
developed methods for locating research evidence and synthesising it in order to inform 
decision-making.   They have developed ways of conducting literature reviews of research in 
a systematic way, which provide users with a ‘short-cut’ to relevant evidence. 
Systematic reviews usually proceed along the following stages: 

i. First, extensive searches are carried out in order to locate as much relevant research 
as possible according to a query. These searches often include electronic databases, 
scanning reference lists and searching for unpublished literature.  This stage includes 
the definition of a set of inclusion and exclusion criteria on which the researchers 
base their searching. 

ii. Then the mass of data retrieved by this process is screened until only the most 
relevant and reliable literature remains to form the focus of the review. 

iii. Finally, the literature is synthesised and summary reports are written to inform policy 
and practice. The summaries of research that are produced in this systematic way 
are then used to help users of research to make evidence-informed decisions. 

 
Currently, this task is performed mostly manually and encounters many problems. The 
proliferation of information in textual form means that the quantity of potentially relevant 
literature retrieved in the early stages of a review can become unmanageable. Reviewers 
have been accustomed to sacrificing specificity in their searches in order to ensure they 
have not missed any relevant studies.  They conduct searches that yield large numbers of 
‘hits’.  They then download the titles and abstracts, usually into bibliographic software, and 
look through them manually.  This process is often called ‘screening’ and is the most time-
consuming part of the review. Reviewers are finding that they sometimes need to scan 
through tens of thousands of titles and abstracts that are retrieved from large databases 
such as ERIC4 and MEDLINE5 to decide whether or not they meet the inclusion criteria for a 
review. 
 
Informed by the study of systematic reviewing practices and requirements gathering, text 
mining techniques are being used to support these stages as follows (see Figure 1):  
 

                                                      
4 ERIC - http://www.eric.ed.gov/ 
5 MEDLINE - http://www.nlm.nih.gov/ 
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Figure 1: Text mining techniques and workflow for supporting systematic reviewing 
 
Improving the search strategy  
Currently, searching is performed manually. Reviewers search bibliographic databases 
based upon a defined search strategy, i.e., an exhaustive list of keywords that is manually 
constructed by reviewers. The list details the issues important to the search. Reviewers use 
sets of inclusion and exclusion criteria to determine if any given article is relevant to the 
review. To facilitate the search strategy we have used the following text mining technologies:  
 
(i) Term Extraction  
Term extraction improves the search strategy by creating additional metadata that can 
improve its accuracy by automatically identifying key phrases and concepts, or technical 
terms, within the documents. Technical terms characterise the content of a document set. In 
our project, we extract the most significant terms in a collection of documents by using the 
TerMine service6. TerMine automatically extracts and ranks technical terms based on a 
hybrid term extraction technique C-value (Frantzi 2000). C-value is a statistical measure 
used to evaluate how important a term is to a document or to a collection of documents. In 
this project, they are combined with the indexing capabilities of Lucene 2.27 for indexing and 
searching. 
 
(ii) Document Clustering  
An important stage in systematic reviewing is evaluating the set of documents and their 
content against the original goal and scope of the review. This is often difficult to track as a 
single document can often contain information useful in a number of areas, some of which 
may not become apparent until mid-way through the investigation. To assist in this process 
we have used document clustering tools which automatically assign documents to groups 
based on conceptual similarities. The groups or clusters are generated based upon the 
content and underlying themes and differences.  

                                                      
6 Termine Demonstrator – http://www.nactem.ac.uk/software/termine 
7 Apache Lucene - http://lucene.apache.org/java/docs/ 
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Document similarities are calculated based upon concept document vectors. Words and 
terms from documents are grouped based on tf–idf using matrix factorization. The most 
frequent terms are then used as concepts to represent documents. Clustering works better 
with larger document collections as these can reduce a lot of the noise and allow for a more 
complete view of the domain. Clustering generates human-readable descriptive labels, 
allowing the reviewer to gain a quick overview of the collection based upon the variation of 
the labels. 

 

 
Figure 2: Visualisation of clustered documents for mental health systematic reviews 

 
The current version of ASSERT uses the open source document clustering engine Carrot28 
(Osinski 2005). Figure 2 shows an example of visualisation of document clustering using 
Carrot2 for the domain of mental health. The clusters are ‘Patients Care’ and ‘Hidden Costs 
of Mental Health’ and the overlap between the sets is shown as a merged bubble. In this 
example the documents in the overlap are: recovery from depression, work productivity and 
health care costs among primary care patients; cost effectiveness of practice-initiated quality 
improvement for depression; cost of treatment failure for major depression: direct costs of 
continued treatment; 'Hidden' spending on community services and gender patterns in cost 
effectiveness of quality improvement for depression. By adding more topics, we gain a better 
overview of the documents in the collection. Moreover, topic addition offers the user a quick 
method of selecting only the documents that are of interest and can be used multiple times, 
by passing a cluster back into the system to see how that is re-categorised.  
 
Document clustering, whilst effective is computationally intensive as each resource needs to 
be compared against every other resource. For this reason clustering on larger document 
collections can take a considerable amount of time. For systematic reviews this is generally 
not an issue as the process would remain faster than the manual operations required. 
Overall, outcomes of a systematic review can be improved by running through multiple 
iterations of the searching and screening phases, with gradual improvement based upon the 
partial results. With this in mind it is nevertheless useful to look at ways in which this 
processing can be further reduced, while preserving accuracy and balanced coverage.  
 
 

                                                      
8 Carrot2 Engine - http://project.carrot2.org/ 
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(iii) Document Classification  
Whereas document clustering discovers groupings of documents based on the content, 
document classification identifies the underlying patterns and distinguishing features within  
documents that make them part of a defined grouping or class and uses this information to 
assign each new document to known classes.  
 
For the purposes of systematic reviews this allows our system to generate clusters for a 
significant proportion of the best ranked documents and use these clusters as fixed classes 
for the purposes of training a document classifier. We then pass each of the remaining 
documents through the classifier in order to assign them to the original clusters. This 
approach is based upon the assumption that the set of higher ranked documents represents 
the major themes within the rest of the collection. From practical evaluation results, this 
appears to be the case during the initial iterations, during which the document collections are 
the largest. Following several rounds of screening, the proportion of documents passing 
through the clustering process increases, providing richer results and thus leading to less 
reliance upon the classification tools.  
 
Document classification has been investigated by many researchers (Sasaki 2007). In the 
late 1990s, machine learning techniques were successfully applied to topic classification. 
After trials with various machine learning algorithms, we settled on using support vector 
machines (SVMs) as this approach yielded the best overall accuracy on the test domains. 
Within the current implementation we have used tinySVM library9 for classification. Feature 
sets were chosen to match the other methods in use and included single words filtered by tf-
idf and terms extracted by TerMine. Alternatively, word/term (feature) clustering can also be 
used for feature selection to reduce the dimensionality of text data. In future, distributional 
clustering will be applied for text categorization, based on the distribution of class labels 
associated with each word/term.  
 
(iv) Query Expansion  
In order to enhance further the search strategy we have used query expansion. One of the 
major criticisms with current search engines is that queries are effective only when well 
crafted. A desirable feature is automatic query expansion according to the users’ interests, 
but most search engines do not support this, beyond mapping selective query terms to 
ontology or thesaural headings (e.g., PubMed). Therefore, there are inevitable limitations of 
coverage in the typical case. To address this, we have used associative searching 
techniques to automatically identify important concepts and related documents. These 
concepts are then added to the original query, expanding the scope to include related 
keywords.  
 
This process relies upon the similarity between documents in the term space to discover 
sets of texts with similar content to a number of documents provided by the user. This is 
relatively straightforward for a single document as we already have the document similarities 
calculated across the whole collection, but when multiple documents are used as a ‘query’ 
this becomes more complicated.  
 
For this to work we must examine the area of term space occupied by the query collection 
and use this to map back to the document space as shown in figure 3 below. Document 
similarity can be used for this, but in order to find the best matching set of documents it is 
essential that this be calculated differently � by comparing the combined term vector of the 
query collection to the rest of the documents.  
 

                                                      
9 TinySVM Library - http://www.chasen.org/~taku/software/TinySVM/ 
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Figure 3: Document-term mappings for query expansion 

 
Each dot in figure 3 represents a document in document space, or a term in term space. The 
lines connecting the dots represent a high level of similarity between the documents. As can 
be seen, this method not only returns directly similar documents but may also identify new 
areas that could be of interest, which would have otherwise gone undiscovered.  
For the purposes of searching, this offers systematic reviewers an efficient automated 
method for identifying conceptually related documents. Within the ASSERT project, we use 
this for two purposes. Firstly, we can present users with a ranked list of documents that are 
similar to the one currently being viewed: this has proved useful for finding specific 
information in a narrowly defined area. Secondly, we can extend the notion to take into 
account terms in multiple documents. The associative search routines can then be 
considered as query expansion tools, finding documents that contain conceptually similar 
content, related across document sets. In this case, we set the defined boundaries of input 
to be the generated clusters of documents discussed above — or the set of all relevant 
documents.  
 
By multiple searches and through directed expansions using these three sizes of input data 
the user can zoom in or out of the document collection at various levels of detail. The set of 
relevant documents gives the most expansive option but this can bring in additional noisy 
terms. Expansion at the cluster level allows focussed searching across particular topics or 
strands of research. The single document expansion generated the most detailed and 
focussed expansion for identifying sources containing specific information or themes.  
Additional strength is given to the system through the use of the terms extracted by TerMine. 
Instead of focussing on individual words we can bias the expansion towards specific areas. 
The weight of this bias is generated by the C-value score, meaning that terms more 
important to the document or collection carry more sway in the expansion process. This 
reduces the noise generated by loosely associated terms and strengthens the conceptual 
similarity across the expansion. The multi-objective analysis of these weights allows for a 
flexible granularity of expansion of the significant terms by topic or by similarity to the 
individual texts whilst maintaining the overall scope of the query. The critical stage of this 
process involves a combination of term variation techniques with term clustering technology 
to ensure a more complete and thorough expansion at a semantic level. Expansion can 
happen across multiple iterations to gradually improve the results, with each stage having an 
optional interaction phase to examine the results and/or manually tweak the expansion 
process.  
 
Improving the screening strategy  
One of the aims of screening is to narrow the scope of search, thus reducing the collection to 
only the relevant documents of a specific review. A large proportion of this screening will 
have already taken place in the components discussed in the searching phase. The 
interactive approach to searching espoused here, along with the optional focussed 
expansions means that a great deal of the irrelevant documents otherwise generated in the 
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equivalent manual procedures will not be included. Additional filters are further put in place, 
derived from any stored metadata, which allow documents to be removed based upon 
information such as publication date or location. Finally, text mining can provide further 
support for screening through alternative use of the classification software.  
 
During the interactive searching phase, the user can remove documents from the results by 
attaching details of the exclusion criteria. Removed documents continue to be tracked by the 
system and classifiers are trained on each collection using the same approach carried out 
with the document clusters. As new documents are added through the expansion process or 
an additional search they are passed through the classifier and presented to the user with 
quantified predictions for the categories. This then acts as a recommender for reviewers, by 
highlighting the documents most appropriate for inclusion or exclusion from the review. Over 
a number of iterations, as more documents are added to the training sets, the results show 
greater accuracy and, as trust in the results is built up, reviewers can spend more time 
analysing the more ambiguous documents. We thus achieve a useful balance between man 
and machine, relieve the human of tedious and error-prone manual processing, and provide 
greater opportunity for the human to attack the more interesting aspects of the task.  
 
An additional benefit of the SVM component is the possibility to investigate the underlying 
features that define the classes. The features in these experiments were the set of TerMine 
terms and single words used as input to the classifier. In the system described above these 
features are presented in a ranked list according to how they contribute to the overall 
classification result. By examining these data closely it is possible to gain an insight into how 
the terms and topics are related suggesting to the reviewer areas that may be appropriate 
for further investigation and also potentially identifying areas where further exploration may 
not be as fruitful.  
 
The combination of these results can be exploited to provide an audit trail for the reviewer to 
appraise quantified evidence of the classification and the original document source, should a 
result ever be questioned. This is a key feature in technology assisted systematic reviews as 
trust in the results is vital for an effective and accurate review. Moreover, the direct linking 
between evidence and source can speed up any synthesis.  
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Figure 4: Iterations of searching and screening within ASSERT 

 
Improving the mapping and synthesis strategy  
The final stage of systematic reviews combines mapping and synthesis. We improve on 
manual methods here by using an adaptable multi-document summarisation component, 
driven by user defined viewpoints. The literature is firstly broken down into relevant topics 
and areas of research during the mapping process and then summary reports are written to 
inform policy and practice. The summaries of research that are produced in this systematic 
way are then used to help users of research to make evidence-informed decisions.  
Synthesis is a complex process that involves both the description of the research identified, 
an assessment of its reliability and the combining of its findings. We see summarisation as 
facilitating the description of research activity and the identification of relevant information for 
reviewers to assess the quality of that information efficiently.  
 
In more detail, first, the scope and range of relevant research is described (mapping). This is 
particularly important when reviewing social science literature, because for example, 
interventions, populations and outcomes may differ between documents in the same review, 
whereas in more clinical areas, the research included is usually more homogenous. 
Standard frameworks for describing research in key areas (i.e. population characteristics 
etc) are usually used. These are similar to the inclusion and exclusion criteria detailed 
earlier, in that they are categorical methods of classifying research. Thus, similar text mining 
tools can be employed to assist in the process – i.e., the classifiers described above, 
although we do not foresee the use of text mining to completely replace the manual work in 
this stage, as current technology is no match for human insight.  
 
During the screening phase the clustering technology was used to help maintain the scope 
of the review and filter down the resources to contain only the most relevant evidence. For 
the mapping phase we can use the same tool, combined with the visualisation interface to 
assist in sectioning the evidence into important strands, representing the core interests 
featured in the inclusion criteria. These strands are originally suggested by the ASSERT 
tools, based on the terminological profiles. Through an interactive process, they can then be 
adapted or enhanced by the user, saving both time and effort in the mapping stage and 
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potentially suggesting alternative views of the evidence that the user may not have first 
considered.  
 
The summarisation component used in the ASSERT project takes as input the documents 
representing identified strands of evidence during the mapping stage. The overall strategy 
for summarisation is:  

·  to score significant terms in retrieved documents based on statistics generated within 
the subset of documents, i.e. significance within this strand.  

·  to choose a set of sentences (extracts) that contain significant information, excluding 
potentially redundant information scattered across the input documents.  

 
We adopt a practical solution to summarization as it is still very difficult to generate 
comprehensible summaries from an internal linguistic representation. In addition, domain 
specific documents use a number of technical terms (and variants) for describing the same 
concept. Hence, it is crucial to perform carefully the statistical analysis to improve the quality 
of a summary, incorporating terminological variations such as synonyms, acronyms, etc. Our 
summarization system is based on a systematic terminological analysis which is important 
for domain specific areas, whose key characteristic is that they are rich in terminology.  
 
The synthesis component extracts salient sentences based on the assumptions that: a 
human reader breaks each sentence into a set of information fragments to which the 
sentence is referring; information fragments are mutually independent; and an information 
fragment has an importance score. Among various sentence representations (e.g., bag-of-
words and n-grams), the system employs terms extracted via the C-value method, which 
identify important technical terms for specific domains. In order to emphasise terms 
appearing specifically in a cluster obtained from the previous stage, each information 
fragment (term) has a weight value computed by the frequency of occurrence of the term, 
inverse document frequency, and inverse cluster frequency. The synthesis component 
solves a combinatorial optimization problem that determines a set of sentences containing 
as many important information fragments and as few redundant information fragments as 
possible, under the constraint of the summary length specified by the user.  
 
The redundancy reduction technique works particularly well for single documents, however 
due to the nature of the approach it can produce sub-optimal results when used for 
summarising multiple documents at once. Care must therefore be taken to ensure that there 
is a primary focus within the collection of documents or the number of non-overlapping 
concepts can lead to an extractive summary that whilst technically accurate becomes difficult 
to read. It must therefore be appreciated that, as a standalone tool, summarization may yield 
limited results. However, through integration into the mapping stage of a systematic 
reviewing process, the abovementioned primary focus can be assured, leading to useful 
results and representative summaries of the core strands of evidence. The overall benefit of 
this process then is to provide evidence-rich representations of the chosen strands which 
can be used as a starting point for construction of the review report, rather than automatic 
generation of the report itself. 
 

Implementation 
A focus towards web enabled applications was a clear trend during early analysis of the 
requirements. This was chosen to both represent the user need of working on the review 
from a number of sites whist maintaining previous activity and for dissemination purposes to 
allow interested participants the opportunity to try the collective tools without the need for 
installing complex frameworks of software. Apache Tomcat was chosen as the hosting 
platform with Java Servlets acting as the interface to the tools. This serves the purpose of 
operating system independence within a reliable and community supported environment. By 
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using Java Servlets we could maintain a focus on reusability of components beyond the 
original scope such as potential for web services or standalone graphical user interfaces. 
This separation of interface from processing model also allows for fast prototyping and 
expansion through pluggable components and provides a suitable environment for 
redesigning the visible interfaces to suit individual user requirements across projects and 
domains.  
 
With this in mind, the next stage of development looked at opportunities for linking the text 
mining components into a pipeline. Existing web services were available for TerMine but 
further investigation showed that this would not be scalable due to the creation of a 
bottleneck in what is clearly a data intensive task (NaCTeM provides a batch service 
optimised for this very purpose). Instead wrappers were written around the existing tools 
allowing more efficient processing alongside results more easily manipulated. This became 
essential for the runtime components allowing users to filter the lists of identified terms or 
keep all of the available results.   
 
For usability purposes the current realisation of ASSERT processes documents in advance 
offline. This allows for faster access to the individual results and means that lengthy and 
processor intensive tasks only need to be done once with the actual results served to the 
user without need for recalculation. This saves on server load and increases efficiency for 
the user. Alternative models such as parallelisation for these tasks were considered outside 
the scope of this integration project, but have not been ruled out for future plans. This is a 
key area to be investigated over the medium term, potentially as a follow on from the 
community call EEP project which introduces web crawl technology to complement the core 
document collection(s). 
 
Carrot2 was chosen as the clustering tool for this project based upon the useful feature of 
cluster labelling and dynamic selection for the best amount of clusters to be displayed. Initial 
evaluation on smaller document collections provided by EPPI (‘mental health’ and ‘walking 
and cycling schemes’) proved successful and fast. However, once the progression was 
made to larger collections (Intute or MEDLINE) scalability becomes an issue. To reduce this 
effect in the current release, we have limited the clustering to the top 400 documents 
returned by the engine. This still provides a good overview of topics in the area whilst not 
forcing the users to wait excessively for results to be displayed.  
 
Cluster visualization is provided by the open source Aduna Cluster Map library10. Custom 
wrappers were built to allow a smoother transition to results and improve the reusability 
options for the clustering components. Despite rigorous testing on systems for browser 
compatibilities it has recently come to our attention that differences in Java Runtime 
Environments may cause the viewer to load incorrectly. By updating the users system to the 
latest version, this can be rectified, but this does not offer an optimal solution. NaCTeM are 
planning on teaming up with visualisation experts to completely overhaul the viewer 
interface. Information on this will be posted to the ASSERT website when available.  Despite 
these limitations this has been a very popular aspect of the ASSERT components with users 
welcoming the novel views of the collection and identification of the relationships between 
the core topics. 
 
The summarization component has been built on top of the Maccori11 tool developed by 
Naoaki Okazaki at the University of Tokyo. Again a wrapper was built around the Maccori 
engine to include it within the text mining pipeline with additional tools developed to 
automatically generate ‘problem files’ from the pre-processed results. By linking the 

                                                      
10 Aduna Cluster Map Library - http://www.aduna-
software.com/technologies/clustermap/overview.view 
11 Maccori Summarization - http://www.chokkan.org/software/maccori/#id4720603 
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individual sentences back to their sources in Lucene the engine becomes more powerful that 
the mere construction of a textual summary, now the context of the original text can be 
examined and appropriate action taken if the items are deemed useful by the user. 
 
Overall the component based framework allows the option to add and remove components 
as necessary an important option for future integration with other text mining technologies 
and for customisation across domains and for purposes beyond those originally envisaged in 
the ASSERT proposal. 
 

Outputs and Results 
The main output from this project is a service that automatically collects information about 
specific topics (as specified by the user), consults with predefined document collections 
using a combination of text mining techniques to augment the scope of the original query, 
and automatically provide relevant topics and clusters within the results and summaries 
upon demand. This service can directly assist systematic reviewers in the social sciences by 
analysing, sorting, linking and summarizing the thousands of abstracts and full texts of 
primary research studies according to the reviewers’ interests. It is backed up by an 
exemplar based on the practices and documents used by the EPPI-Centre, which represents 
a good exemplar of the usefulness and applicability of text mining tools and techniques in 
systematic reviewing.  The exemplar complements existing methods of analysing an article 
or a set of articles by matching the relevance of documents to the user defined criteria by: 

·  Clustering documents relevant to the user’s information need by improving searching 
using a combination of text mining techniques (query expansion); 

·  Identifying and classifying the relevant topics within the focus area (term extraction); 
·  Generating summaries by “condensing” the selected information. 

 
The main outputs of this project are therefore: 

·  A summarisation service 
·  An exemplar tool for EPPI systematic reviews 
·  Documentation about how to use the tools and the service 
·  Training support for both sets of software 

 
In addition to this the community call and its developments will have their own outputs. 
 
Education Evidence Portal 
The EEP project, in partnership with the Institute for Education (IoE), focuses on the 
practical usage of ASSERT to support a web portal and assist in the search and discovery 
within its document collection. In addition to the core ASSERT components this integrates 
web crawl technology to allow for adaptive extension of the corpus and format translation 
tools required to handle the majority of file formats used namely Microsoft Word, PDF and 
HTML. Upcoming developments include the automatic mapping of documents to existing 
taxonomies. Each of these components will potentially add an extra dimension to the core 
ASSERT system allowing users to broaden the breadth of documents available and also the 
depth and richness of search based upon full text content. 
  
 
Media Frame Analysis 
The MFA project, in close partnership with the National Centre for e-Social Science 
(NCeSS), takes a more experimental approach, examining how the tools developed in 
ASSERT can enhance the manual workflows currently undertaken in frame analysis 
methodology. By enhancing the metadata in documents through text mining such as named 
entity recognition and sentiment analysis it becomes possible to investigate the core 
concepts in their richer context, ideal for assisting the often complex and time consuming 
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task of identifying frames in larger document sets. Further to this options are being 
investigated into how this can complement existing tools for annotating documents to allow 
much larger collections of texts to be worked on in a reasonable amount of time with best 
use of the required effort. 
 
Further information on these tools and their outcomes will be posted to the ASSIST website 
throughout the rest of the lifetime of these projects. NaCTeM are looking to host an event to 
bring these exemplars and other relevant technologies to a wider audience and further 
investigate the potentials for knowledge transfer and infrastructure development in the social 
sciences. 
 

Outcomes 
As a whole, ASSERT strongly contributes to the outcomes required by the e-Infrastructure 
programme: 

·  Greater participation by the social sciences in e-Research. 
·  Sustainable core text mining services common across numerous projects in the 

social sciences 
·  Case studies providing examples of benefits and effective use of e-Infrastructure 
·  Provision of novel models for retrieving and processing textual data 
·  Through the community call the project also demonstrates capabilities for flexible 

deployment in service provision environments as well as direct integration into 
research workflows. 

 
The major intangible outcome of the project has been a general raising of awareness of text 
mining in the social sciences community, and of the tools that are available.  NaCTeM 
organised a dedicated workshop on “Bridging qualitative and quantitative research methods 
for social sciences using text mining” funded by the ESRC National Centre for e-Social 
Science. 
 
Further to this a more recent workshop was held entitled "Text Mining and the Social 
Sciences" in conjunction with the 4th International Conference on e-Social Science. This 
event was well attended with representatives from numerous areas of the social sciences as 
well as text mining practitioners interested in working in this area. We look forward to 
maintaining these relationships throughout the lifetime of the community call projects 
potentially leading to a wider and more formal network.   
 
Additional dissemination at core JISC events and NCeSS showcases have brought 
additional interest from the UK community and papers at international events have brought 
this work to the attention of the wider community. Overall this has been successful, but we 
appreciate that there is more to be done in the future to continue this engagement and 
support the social sciences.  
 
The ASSERT project has allowed NaCTeM to enhance the take-up of text mining in the 
social sciences and broaden the scope of its output to areas outside of the biomedical 
sciences. 
 
Potential beneficiaries and users of the project outputs include researchers in: 

·  qualitative inductive research 
·  social sciences 
·  e-social science 
·  repositories and digital libraries 
·  research methodology 
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The community call itself was very successful, generating 16 proposals for funding and 
further driving interest in the benefits and opportunities of text mining in the social sciences. 
The chosen projects show two of the main options for inclusion of text mining, both as a 
supporting service behind the scenes in a portal and as an interactive process within the 
research itself. We would recommend the use of community in future projects, but note that 
timing is critical. If the call happens too early extra support is taken away from core activities, 
but if it happens too late in the project it is difficult to maintain the continuity of activities. In 
addition to the community call, other projects are already benefitting directly from the 
technology developed in this project.  
 
BBC Cluster and Visualisation Pilot 12 
An extension to ASSERT showing the potential for direct indexing of RSS feeds and the 
benefits of systematic review style analysis in the domain of online news articles.  
 
Intute Repository Search 13 
This project provides a direct implementation and customisation of the core ASSERT tools to 
match the requirements of a cross repository searching environment. By drawing upon the 
aggregated metadata from open access repositories in the UK, the tools are working to 
automatically enhance the metadata by applying the core text mining tools across the full 
texts. This adds a richer level of metadata and leads to more conceptual searching and 
therefore promotes the activities and output of UK institutions which may have otherwise 
gone overlooked.  
 
Gold Dust 14 
The technology used by ASSERT for query expansion is being investigated in the context of 
generating user research profiles from electronic content viewed and marked as significant 
to researchers in the engineering disciplines. This is leading towards novel methods for 
improving personalisation of results within repository environments. 
 
Further projects are planned which will continue to benefit from and/or enhance the ASSERT 
components providing a greater synergy across any of the individual tools and areas of 
activity. Updates in this area will continue to be posted on the ASSERT homepage with links 
to the ongoing activity. 
 

                                                      
12 http://www.nactem.ac.uk/bbc/ 
13 http://www.intute.ac.uk/irs/ 
14 http://www.hull.ac.uk/golddust/index.html 
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Conclusions 
Systematic reviews form an early part of nearly all research activity. Improvements to the 
methodologies used, through the application of text mining technology, would therefore have 
a positive effect on the community, saving both time and effort for users and potentially 
identifying items and subject areas that otherwise may have gone overlooked. Our 
component based framework and the separation of the processing model from the interface 
have allowed for more flexibility for future adaptation and reuse, following the core aims of 
NaCTeM.  
 
It is clear to us that there is a defined need for text mining technologies in the social 
sciences, but currently there is a lack of knowledge of potentials and suitable expertise to 
carry out this work at the levels required. Follow up activities on this are required to assist in 
this matter, with higher level overviews and introduction to identify key members of the 
community who can drive this forward. In this respect ASSERT and the community call 
projects have shown some examples of what is possible and this has driven the imagination 
of users. The demonstrations and exemplars have been key for this followed by more in-
depth personalised discussion. Unfortunately this is limited to specific tools and adequate 
provision for more wide scale targeted dissemination has not been available.  
 
Further investigation needs to be carried out into licensing options and permissions for social 
science resources. The current limitations can be seen as a barrier to adoption of text mining 
as activities are restricted or cannot be made publicly available. Once these issues are 
satisfactorily addressed we can continue to examine the wider potentials for the ASSERT 
technology by looking at how it could be adapted to suit planned repository activities. 
 
Multiple stages of the repository lifecycle stand to benefit greatly from these tools and future 
iterations, but issues of current metadata standards need to be investigated further to ensure 
compatibility when working across multiple sources or with aggregated data. Work in this 
area is already underway in other projects funded by JISC so we look forward to hearing 
their recommendations and contributing our own results back to the community. 
 
 

Implications 
An opportunity for community building exists, potentially alongside NCeSS or similar existing 
communities. It may be of value to focus the expansion around the social science data 
mining community who already have similar technical expertise and are potentially more 
open to trialling and in turn championing new technology. Further potential lies here for 
integration with existing geographic systems for mapping document content by locations 
discussed, population size etc. 
 
A clear audience for these tools can be found in the repository community. Recent activity 
surrounding institutional repositories and next generation systems contain a number of 
potentials ranging from automated metadata creation and advanced searching/browsing 
through to complex review options. Implications here for UK based research is clear, but 
current timing may also promote further ties to USA and Australian initiatives during the 
initial consultation period. 
 
Possibilities exist for parallelisation or distribution of the text mining algorithms to allow for 
runtime processing of documents, whilst not essential for current use this could have a high 
impact on more dynamic domains rather than traditional archives.  
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Detailed information extraction beyond NER would provide additional opportunities for more 
detailed analysis of documents as part of the reviewing process. Fact extraction could 
directly identify and annotate important details and link events or entities together 
semantically. By further extension with the geographic mapping systems this could have 
direct implications in social studies ranging from census data to epidemiological surveys. 
Finally formal metadata detection could be included to further assist in the dynamic inclusion 
of documents in the reviews. Though standards exist for methods to store formal metadata 
in file formats, such as HTML meta tags, these are not always included by users making it 
difficult to track authors, affiliations and even titles. Options exist to use text mining towards 
mapping between multiple taxonomies or controlled vocabularies used to represent subject 
details. Care must be taken if these are investigated further as it is possible to train the 
system to be too domain specific and lose the generality currently available. 
 
Current trends of Web2.0 technology suggest a number of options for extension to the 
ASSERT system. Services such as ‘Faculty of 1000’15 provide expert ranking and 
recommendations of current research publications, whilst more basic systems such as 
Amazon.com recommendations based on other profiles would also provide useful 
suggestions. This could be further enhanced with improved profile detection so rather than 
identifying read items that are common, it could use Gold Dust style profiling to detect 
subjects of interest in turn leading to recommendation from other people, but also 
recommendations matched against other documents. Through inclusion of the citation data 
and mapping of co-authorship graphs it could be possible to build up tools similar in style to 
BioMedExperts16. In this case however the profiles will be matched against significant topics 
identified by text mining as well as the publicly available taxonomies current used by this 
system.   
 
In all there exists many opportunities for enhancing and extending the ASSERT system, but 
priorities must be focussed on the demands of the communities. Potential exists for a 
branching of technologies with in depth extensions for social sciences alongside more 
general and flexible solutions for the repository community. 

                                                      
15 http://www.facultyof1000.com/ 
16 http://www.biomedexperts.com/ 
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Appendixes 
 
Screenshots of the current realisation for the ASSERT tools. 
 

 
Screenshot 1: Search results with clustering 
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Screenshot 2: Document viewer with concept highligh ting 

 
 

 
Screenshot 3: Document Collection Manager 
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Screenshot 4: Summary viewer (10 sentences chosen f rom 11 documents) 


